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ABSTRACT

The scalability of virtual engineering has become an increasingly critical demand driven by the innovation pressure towards carbon
neutral, energy-efficient and cost-effective solutions. Open standards like Modelica, FMI, eFMI and SSP play a major role in making
system simulation accessible to a broad user base, fostering a rich ecosystem of research and technology deOvelopment across
academia and industry. The European publicly funded project OpenSCALING (Open Standards for SCALable Virual EngineerING) has
further strengthened this ecosystem through standard enhancements and new methods, enabling simulation and credible processes
to scale to the next level. This talk will highlight key project achievements in the fields of:

* Modelica compiler enhancements
* Integration of scientific machine learning with Modelica
* Uncertainty quantification and credible workflows

Reference to newly developed methods and standard enhancements are given including array-preserving compilation, pre-compiled
components, and improved support of sensitivities in FMI. In addition the newly proposed layered standards Is-sa (for sensitivity
analysis) and Is-uq (for uncertainty quantification) are briefly introduced.

Benchmarks and examples will illustrate these advances, demonstrating the ability to:

* Increase maximum model size by orders of magnitude

* Drastically reduce compile and simulation start-up times

» Accelerate simulations by orders of magnitude using surrogate modeling and machine learning
* Integrate and efficiently process Artificial Neural Networks within Modelica

* Leverage FMI in diverse machine learning environments for robust model training

* Enable traceable credibility workflows through standardized metadata in FMI and SSP

» The practical relevance of these advances will be demonstrated referring to selected industrial use cases from different application
domains.

Finally, an outlook will be given on the future potential of agentic Al for Modelica and the proposed Base Modelica language.
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ABSTRACT

Nuclear Systems Modeling for
Integrated Energy Systems Analyses

The HYBRID modeling repository has been developed to analyze
the control, dispatch, and feedback of integrated energy systems
that leverage nuclear power for thermal and electrical applications.
As global priorities endorse nuclear energy, enabling rapid, open-
source, dynamic evaluation of potential nuclear applications can
enable faster development of integrated systems that will improve
the utilization of nuclear energy in diverse applications for both
brownfield and greenfield integrations. An overview of the nuclear
approach to modeling and simulation will present areas where
Modelica presents an ideal tool to investigate configuration viability
in dynamic deployment scenarios.
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Towards an FMI Layered Standard for DAE
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Abstract

The Functional Mock-up Interface (FMI) 3.0 standard for
Model Exchange is restricted to hybrid ordinary differen-
tial equations, requiring any internal algebraic equations
to be solved inside the Functional Mock-up Unit (FMU)
before derivatives are returned to the importer. For mod-
els originating from, e.g. Modelica, this means that non-
linear algebraic equations must be solved through internal
Newton iterations, which can reduce accuracy, increase
computational cost, introduce hidden solver states, and
cause robustness issues in downstream simulation and op-
timization workflows. In this article, we present a proposal
for a layered standard, fimi-Is-dae, that exposes algebraic
equations and their associated algebraic variables as part
of a semi-explicit index-1 differential-algebraic equation.
We describe the proposed extensions to the FMI XML
schema and demonstrate the approach through prototype
implementations: Dymola and CasADi generate FMUs
that expose this semi-explicit index-1 formulation, while
CasADi, FMIOPT, Simcenter Twin Activate, fmusim, and
MOO (the dynamic optimization tool of OpenModelica)
import them for simulation and dynamic optimization.
On an industrially relevant multilink suspension corner
model, the proposed DAE-FMU formulation enables the
optimization routine to converge on an optimal control
problem on which the equivalent ODE-FMU fails to con-
verge. We outline ongoing work towards consistent initial-
ization, event handling and future support for higher-index
DAE:.

Keywords: FMI, Modelica, DAE, Differential Algebraic
Equations, Layered Standard, Model Exchange, Dynamic
Optimization

B

1 Introduction

The Functional Mock-up Interface (FMI) version 3.0 for
Model Exchange (Modelica Association 2024) provides a
standardized interface for models of dynamical systems in
the form of Ordinary Differential Equations (ODEs) with
state-machine event dynamics, often referred to as hybrid
ODEs. FMI 3.0 for Model Exchange allows an importer
to simulate the model by supplying time, states, and in-
puts, and retrieving state derivatives and outputs. How-
ever, this ODE-based interface imposes a restriction on the
class of models that can be represented: any internal alge-
braic equations must be solved entirely inside the FMU
before state derivatives are returned to the importer.

In Modelica, models are inherently described by Differ-
ential Algebraic Equations (DAEs). During code genera-
tion, a Modelica tool performs symbolic transformations
with the aim of reducing the high-index DAE (Modelica
Association 2023). Usually it is reduced to an index-1
DAE, which is then typically converted into an ODE by
solving the algebraic equations at each simulation step
(Cellier and Kofman 2006). Some tools, such as Open-
Modelica and Dymola, also support a DAE-Mode, where
the semi-explicit index-1 DAE is instead passed directly to
an appropriate implicit solver such as IDA or Radau IIA.
Rather than being solved separately, the non-linear equa-
tions are then solved along with the non-linear equations
of the implicit integrator method, which can improve sim-
ulation time of Modelica models containing large systems
of non-linear equations (Braun et al. 2017; Henningsson
et al. 2019). However, such a DAE simulation is cur-
rently not possible if the model is exported as a Functional
Mockup Unit (FMU) adhering to FMI 3.0 for Model Ex-
change, since the standard only supports ODEs.

Recent work has also shown growing interest in us-
ing Model Exchange FMUs directly within optimization

DOI 10.3384/ECP2199
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workflows, in particular with FMUs exported from Mod-
elica models (e.g., (Pfeiffer et al. 2025)). Optimization
problems involving FMUs, including trajectory optimiza-
tion problems and steady-state optimization problems, are
typically solved iteratively with gradient-based methods.
In such formulations, it is often preferable to handle the
algebraic equations at the optimization level rather than
inside the FMU.

In this article, we show how to expose algebraic equa-
tions during continous time simulation of an FMU in a
standardized way. This standardizes existing tool-internal
DAE-Mode so it can be used across the FMI ecosystem,
allowing an importing tool with support for DAEs to use
them more efficiently. This work uses the concept of lay-
ered standards, which was developed by the Modelica As-
sociation to enable extensions for new use cases while
maintaining compatibility with the core standard (Bertsch
et al. 2023). This article covers the 1.0.0-alpha.1!
release, planned for 2026.

We present prototypes demonstrating how exposing
non-linear algebraic equations through a Layered Stan-
dard for FMI Model Exchange can substantially improve
the precision and robustness of optimization and simula-
tion tasks involving such FMUs. A prototype with Dy-
mola and CasADi generates FMUs that include this ad-
ditional information. On the import side, the usability
of the FMI-based Layered Standard for DAEs is demon-
strated with prototypes in CasADi, Simcenter Twin Acti-
vate, fmusim, and MOO, the dynamic optimization tool
used by OpenModelica.

2 A Layered Standard for DAEs

The proposed layered standard for differential algebraic
equations, fmi-Is-dae, extends FMI 3.0 to support the
exchange of dynamic models in DAE form (MAP FMI
2026).

The concept of layered standards on top of the FMI
standard was introduced to keep the core FMI standard
lean and small, while extending it for new use cases. The
FMI standard has certain extension mechanisms for lay-
ered standards, such as annotations, a defined subfolder in
the FMU for additional files, and a manifest XML file. But
even with the additional optional DAE support, the FMU
shall still be a valid Model Exchange FMU that can be
simulated in all tools with FMI capability without using
the additional features of the new layered standard.

This article focuses on the specific use case of ex-
posing systems of non-linear algebraic equations during
continuous-time integration, such that a single FMU rep-
resents an index-1 semi-explicit DAE. This is achieved by
augmenting the active equations during Continuous-Time
Mode to include the residual equations of the algebraic
constraints.

We will briefly discuss remaining work for the first re-
lease and the considerably broader scope of fully support-

! GitHub: modelica/fmi-ls-dae milestone Alpha-1

ing higher-index hybrid DAEs in section 5.

2.1 Previous work on DAE support in FMI

Support for Differential Algebraic Equations in FMI has
been discussed in the FMI Project for a long time. In
2015-2018 a working group was formed that collected re-
quirements, discussed different approaches, and created a
first internal draft. At that time, the concept of Layered
Standards for FMI did not yet exist, so an optional exten-
sion of the FMI for Model Exchange was discussed for a
version v2.1 or later v3.0 of the FMI standard. The main
motivation at that time was the modular exchange and cou-
pling of simulation models that are better described as
DAE:s (e.g., multibody systems). However, for the final
FMI 3.0 feature set it was decided not to include DAE
support, as there were unresolved questions, with respect
to initialization at the start of the simulation, and at events.
The current proposal is based on this previous work and
extends it, but is motivated mainly by new use cases such
as optimizing FMUs.

2.2 Mathematical Formulation

We consider a semi-explicit index-1 DAE in state-space
form:
x=f(x,w,u,t)
0=g(x,w,u,t) ey

y = h(x7 W7 u? t)7

where x are the continuous-time states, w the algebraic
variables, u the inputs, ¢ the independent variable (time),
and y the outputs. The functions f, g, and h define the
state derivatives, residuals, and outputs, respectively. We
assume that % is non-singular, so that w is defined im-
plicitly by g. In this article, g represents the system of
non-linear equations to be exposed, with w as the iteration
variables of those systems. We emphasize that the index-1
property ensures that % is structurally non-singular (i.e.,
the system is well-posed in principle), but does not guar-
antee numerical non-singularity. Near-singular Jacobians
can still occur in practice due to physical operating points
or parameter regimes.

2.3 Standard Model Exchange with Hybrid
ODEs

The Model Exchange interface is governed by a state ma-
chine in which different sets of equations become active
depending on the current mode, see Figure 1 giving a sim-
plified view.

Three of the modes presented in Figure 1 contain gov-
erning equations that are of particular interest when ex-
panding to DAEs. We give a simple overview of these
modes:

The Initialization Mode establishes consistent initial
values for all variables before the simulation begins.

The Event Mode is active whenever a discrete change
occurs, such as a state or time event. Here the discrete-
time equations are evaluated and the discrete states are

DOI 10.3384/ECP2199



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

Configuration
[ € Instantiated

Mode

£
-

Initialization Mode

e —————

Event Mode

Continuous Time
Mode

Reconfiguration
Mode

Figure 1. Simplified State Machine for Model Exchange with
FMI 3.0. The dashed and dotted lines indicate Super States
of the FMU. The dashed line around Instantiated and Ini-
tialization Mode is FMU State Settable while the dotted line
around Continuous-Time Mode and Event Mode is Initialized.
The modes Configuration- and Reconfiguration Mode allow
the importer to set structuralParameters and tunable
structuralParameters (Modelica Association 2024, see
Section 3.1, State Machine for Model Exchange).

updated. The FMU may also reinitialize continuous states
after an event.

And finally, the Continuous-Time Mode is the integra-
tion phase between events. A simplified view is that the
importer sets the current time ¢, the continuous inputs u,
and the continuous states x, using the returned state deriva-
tives x and outputs y evaluated by the FMU.

The current FMI 3.0 Model Exchange standard sup-
ports hybrid ODEs only. For the DAE formulation of
Equation 1, this means that the algebraic variables w and
the corresponding equations g(x,w,u,r) = 0 are treated
as internal to the FMU. By the implicit function theo-
rem, provided dg/dw is non-singular (as is the case for
an index-1 system), w can be locally eliminated and writ-
ten as w = g~ '(x,u,t), usually evaluated iteratively us-
ing some variant of Newton’s method when g consists of
systems of non-linear equations. Consequently, the equa-
tions governing Continuous-Time Mode that are exposed
through the FMU C-API do not represent f(x,w,u,t) and
h(x,w,u,t) from Equation 1, but the composed functions
fle, g7 (x,u,t),u,t) and h(x,g~ ' (x,u,t),u,t), with the al-
gebraic structure hidden from the importer. In regular
Model Exchange, the importer thus sees the following
equations during Continuous-Time Mode:

x:f(x’g_l(x?u7[)7u7 t)

2
y=h(x,g" (x,u,t),u,1). @

The variables representing X and y in the FMU can be
acquired by calling fmi3Get {VariableType} which
will evaluate the functions f,¢~!, and 4 in (2). The eval-

uation of g~ ! in (2) typically requires a Newton iteration

inside the FMU.
Internal Newton iterations can be problematic for mul-
tiple reasons, as discussed below.

Lower accuracy

The internal Newton iteration lowers accuracy. While
model equations without algebraic loops can often be eval-
uated to machine precision, an iterative solver is limited
to the stopping criteria of the method, often lower order.
This inaccuracy can lead to convergence issues for exam-
ple in an outer optimization problem, which is typically
also solved iteratively using a Newton-type method with
similar tolerances.

Higher computational cost

Eliminating algebraic variables leads to nested non-linear
solves and prevents exploiting the coupled Jacobian struc-
ture, often resulting in higher computational cost com-
pared to a single Newton solve in a DAE formulation.

Hidden state inside the solver

Solving algebraic variables internally introduces hidden
solver state (e.g., initial guesses, iteration history), making
function evaluations path-dependent and potentially non-
reproducible.

Exposing algebraic variables in a DAE formulation
avoids this issue and improves robustness, in both opti-
mization and simulation contexts.

Failure to Converge

In a direct DAE solver, if the algebraic constraint is hard
to meet, the solver naturally reduces the time step (Af) to
help the global Newton iteration converge. In the nested
approach: The inner w-solver has no knowledge of the
ODE’s time step. If the inner solver fails to find w (be-
cause the initial guess from the last step was too far off),
the whole simulation may fail. It is much harder to im-
plement robust “error recovery” when the failure happens
inside a black-box function evaluation.

Singularity of ¢~ and Near-Singular Jacobians

In the current fmi-Is-dae standard, only semi-explicit
index-1 DAEs are considered. The index-1 assumption
requires g—fv to be locally non-singular, allowing the al-
gebraic variables to be defined implicitly through the al-
gebraic constraints. In practice, however, g—f/ may be-
come poorly conditioned near physically relevant operat-
ing points, such as bifurcations, parameter boundaries, or
stiff regimes.

The standard itself does not prescribe a specific treat-
ment for such situations. Rather, by exposing the coupled

DAE system
af  df
Joae= |25 o
Jdg  dg |’
dx  Jdw

DOI 10.3384/ECP2199
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to the simulation environment, it enables dedicated
DAE solvers to apply robustness measures such as adap-
tive step-size control, scaling, regularization, and consis-
tent initialization. In contrast, the nested ODE formulation
relies on the local elimination of the algebraic variables,
for which the sensitivity

(92 'og
N (aw) dox

is directly affected by the conditioning of 3—;‘;. Conse-
quently, numerical errors may be significantly amplified
when % is nearly singular.

Although the DAE formulation does not eliminate
singularity-related difficulties, it avoids the explicit con-
struction of the reduced dynamics and gives the solver
direct access to the coupled system, generally improv-
ing the detection and management of ill-conditioned sit-
uations (K. E. Brenan 1989; Ernst Hairer 1991). Cases in
which % becomes singular correspond to a local break-
down of the index-1 assumption and are outside the scope
of the current version of the standard, remaining a topic
for future extensions.

8l
ox

2.4 Extensions via fmi-Is-dae

The core idea of fmi-Is-dae is to augment the active equa-
tions during Continuous-Time Mode (Equation 2) with
residual variables r and algebraic variables w:

x=f(x,w,u,t)
r=g(x,w u,t) 3)
y:h(x7 w, u, t)a

to properly represent the mathematical formulation of
Equation 1. It is the responsibility of the importer to find
values for w such that the residuals r are zero.

The layered standard adds an FMI-LS-DAE XML man-
ifest file which tags the DAE related variables from
the ModelVariables element in the modelDescrip-
tion.xml, and adds a new model structure which con-
tains residual equations (the constraints), available in the
extra/ directory (Modelica Association 2024, see Sec-
tion 2.6. Versioning and Layered Standards).

In the current version, there is no extension of the FMI
C APL

24.1 DAE-Mode

A layered standard requires that any importer not support-
ing this extension can simply ignore that semantic and
simulate the Model Exchange FMU as a hybrid ODE.
This means that an importer should “opt-in” to simulate
the FMU in DAE-Mode with the residuals exposed to
be solved by the importer. To handle this we propose
that an FMU supporting fini-Is-dae must expose a struc-
tural parameter called enableDAEModeParameter of type
Boolean with variability fixed or tunable and start
setto false, as shown in Listing 1.

Listing 1. Structural parameter enableDAEModeParameter ex-
posed by an FMU to opt in to DAE-Mode as defined by fini-Is-
dae.
<Boolean name="<free to choose>"
valueReference="<free to choose>"
causality="structuralParameter"
variability="tunable|fixed"
start="false"
description="Set to true to enable DAE mode
as defined by FMI-LS-DAE."/>

This parameter can be set in (Re)Configuration Mode
(see Figure 1 for the simplified view of the state machines
of the FMU); setting it to t rue activates the equations in
3.

2.4.2 Initialization

Initialization in DAE mode is not yet fully specified, since
the first alpha release focues on exposing the DAE formu-
lation during Continuous-Time Mode. Nevertheless, this
section details the current ideas regarding initialization.
Computing a consistent initial state (x(7y),w(1)) using

“)

and initial conditions is a non-issue for the importer of
the FMU in ODE mode, since the FMU will handle it
internally. When enableDAEModeParameter is false
during initialization the FMU will be initialized in ODE-
Mode. After the Initialization Mode is exited the FMU is
in Event Mode and allowed to enter Reconfiguration Mode
to switch into DAE-Mode.

Another option is to switch into DAE-Mode during
Configuration Mode and delegate the computation of a
consistent initial condition to the importing tool, which
may apply suitable numerical or symbolic methods, or
rely on expert-supplied initial guesses. In the most di-
rect case, the user provides a fully consistent set of ini-
tial values (x(#p),w(f9)). When start values are provided
only for the differential states x(fy), initialization reduces
to solving the algebraic constraint (4) for w(fy) alone via
Newton’s method.

0 = g(x(10),w(t0), ut0),10)

2.4.3 Algebraic variables

The algebraic variables w are specified by the
<AlgebraicVariables> element in the man-
ifest file, referencing existing entries in the model
description XML element <ModelVariables> by
their valueReference.

For the C-API this means that the FMU must al-
low the importer to call fmi3Set{VariableType},
which is normally not permitted for local vari-
ables. Moreover, they must have the possibility to
be exposed as an <InitialUnknown> in the new
<ModelStructure> (see section subsubsection 2.4.4),
since the initial equations defined in Initialization Mode
now also may initialize the algebraic variables.
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2.4.4 Model Structure

A DAE-version of element <ModelStructure>, ex-
tended with <Residual> elements is added to the
FMI-LS-DAE XML manifest file. Each <Residual>
encodes the constraint r from (3), and carries a
valueReference identifying the residual variable, an
optional dependencies list of known value references,
and an optional dependenciesKind list.

For the purpose of exposing the semi-explicit index-1
formulation in (1) it should be assumed that the DAE for-
mulation represented by the new <ModelStructure>
defines an index-1 system. Including higher-index formu-
lations are planned and discussed in section 5.3.

The dependencies attribute of the <Residual>,
<Output>,and <ContinuousStateDerivative>
may include algebraic variables.

2.4.5 Example

To illustrate the extensions of the XML schema, we will
be studying a simple academic DAE. It is described by 6
scalar equations:

X = sin(xy) + sin(wywaup )
Xy = sin(x1x2) + Sin(W1W2u2) + M%
0= wiuf +tanh(3w) + uox3

::exp(wlmqul)
3
yi = upxiwy +sin(uy)

&)

0 A—QH(quz)

Y2 = upxpwy + sin(ujuy)

Here x;,x, are state variables with state derivatives
X1,X2, wi,wy are algebraic variables, uj,u; inputs and
y1,y2 outputs. Initial conditions are provided by x;(0) =
0.5 and x»(0) =0.5. In this case f, g, and h are represented
by the vectors

sin(x) ) + sin(wywouy)
fE: : : 21|
|sin(x1x) +sin(wiwaua) 4 uj
[wiu? + tanh(3w) + upx3
8= I exp(vv;wzul) . Sin(szz) (6)
he [ upxywy +sin(uy)
o _u2x2w2+sin(u1u2) ’
Consider an FMU of Equation 5, with a

valueReference for each variable according to
Table 1. The proposed element listing the algebraic
variables, as well as extended <ModelStructure>
for Continuous-Time Mode is presented in Listing 2 and
Listing 3 respectively:

Listing 2. The two algebraic variables from Equation 5 are ex-
posed through a new element in the fmi-Is-manifest.xml.
<AlgebraicVariables>
<AlgebraicVariable valueReference="4"/>

<AlgebraicVariable valueReference="5"/>
</AlgebraicvVariables>

Table 1. Value references for the variables in (5). The variables
r and r; represent the residuals for the non-linear equations de-
fined by g.

Variable valueReference
X1 0
X2 1
X1 2
X 3
w1 4
wo 5
ug 6
up 7
i 8
2 9
I 10
n 11

Listing 3. Example for the extended ModelStructure (for
Continuous-Time Mode) for Equation 5

<ModelStructure>

<Output
valueReference="8"
dependencies="0 4 6 7"/>

<Output
valueReference="9"
dependencies="1 5 6 7"/>

<ContinuousStateDerivative
valueReference="2"
dependencies="0 4 5 6"/>

<ContinuousStateDerivative
valueReference="3"
dependencies="0 1 4 5 6 7"/>

<Residual
valueReference="10"
dependencies="0 4 6 7"/>

<Residual
valueReference="11"
dependencies="1 4 5 6"/>

</ModelStructure>

All existing elements of the <ModelStructure> in
Listing 3 above retain their standard semantics; the only
change is that their dependencies attributes may now
also reference algebraic variables, and that the algebraic
variables can be listed among the <InitialUnknown>.

It should be emphasised that the dependencies
and dependenciesKind attributes will differ between
ODE- and DAE Mode in more ways than just including
valueReferences of the algebraic variables. For ex-
ample with the SimpleDAE in Equation 5, if it were rep-
resented as an ODE, then the derivative x; will implicitly
depend on the input u, through the algebraic variables ap-
pearing in the residual equations. However, in the DAE
formulation these algebraic variables appear directly in
X1, and the input dependencies are instead encoded in the
residual equations.

DOI 10.3384/ECP2199



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

2.4.6 Partial derivatives

The standard directional and adjoint derivative
APIs (fmi3GetDirectionalDerivative,
fmi3GetAdjointDerivative) are used as defined
in the FMI 3.0 core standard, extended so that algebraic
variables may appear as knowns for any unknown, and
residual variables may appear as unknowns.

3 Implementations

This section details prototype implementations developed
alongside the proposals described in this article. It should
be noted that fmi-Is-dae has not yet released any formal
specification for the semi-explicit index-1 formulation;
what is presented here reflects the authors’ current propos-
als along with the fmi-Is-dae working group’s discussions,
and is subject to change as the standard evolves.

3.1 Dymola

Dymola (Dynamic Modeling Laboratory) is a commercial
tool for modeling and simulation based on Modelica and
FMI. A Modelica model is in general described by a high-
index implicit DAE:

0= F(x,x,w,u,t,d)

d= a(x7xawau7t7pre(d))

y=H(x,x,w,u,t,d).

)

Where x are the dynamic variables with derivatives x, w
are algebraic variables, and 7 is time. Here d are the dis-
crete variables, which we ignore for now. The variables u
and y represent any top-level inputs and outputs. During
code generation, a Modelica tool applies symbolic trans-
formations to reduce Equation 7 to a form suitable for
simulation. Algebraic variables that do not affect the dy-
namics (auxiliary variables) are eliminated in this process.
Loops that can be solved symbolically (such as linear sys-
tems or inversions of elementary functions like exp and
sin) are solved at code generation time. What remains are
the irreducible non-linear systems of equations that affect
the differentiated variables, where the non-linear equa-
tions depend on the variables that appear differentiated (x)
and iteration variables (w), which together with the dy-
namic equations yield the index-1 semi-explicit DAE of
(1). It is precisely this form of semi-explicit DAE with g
consisting of non-linear equations that are exposed with
the generated DAE-FMU.

3.1.1 Generating the FMU

As of the release of Dymola 2026x Refresh 1 on April
17, 2026, to support the layered standard for Differ-
ential Algebraic Equations, Dymola gives the option
to expose these non-linear equations and iteration vari-
ables in the FMU, to be handled by the importer. The
non-linear equations (residuals) are exposed as vari-
ables in the FMU with the algebraic variables tagged in
the fmi-1ls-manifest.xml. The partial derivative
functions fmi3GetDirectionalDerivative and

fmi3GetAdjointDerivative have been updated to
take in residuals as unknowns and algebraic variables as
knowns.

Note that after exiting Initialization Mode, the FMU
will initialize the iteration variables to solve the residuals,
then during Continuous-Time Mode, it is the importer’s
responsibility to solve the residual equations. Therefore,
the DAE FMUs generated from Dymola 2026x Refresh
1 are automatically not valid ODE FMUs since the en-
ableDAEModeParameter hasn’t been implemented at the
time of that release.

One current limitation is that models with events ex-
ported as FMUs do not work in general, since there is
not yet a formal proposal for extending the Model Ex-
change interface to handle discrete behavior in hybrid
DAEs. Consequently, dynamic state selection is also not
supported for DAE-FMUs yet, as the selection of states is
generally discontinuous.

At the time of writing, all the above limitations regard-
ing enableDAEModeParameter, events, and dynamic state
selection are being implemented in a future Dymola re-
lease.

3.2 CasADi

CasADi (Joel A E Andersson et al. 2019) is an open-
source framework for C++, Python, MATLAB and Oc-
tave. In particular, CasADi provides building blocks for
efficiently formulating and solving non-linear optimiza-
tion problems, specifically problems involving dynamic
systems. CasADi has been used to implement various op-
timization algorithms in industry and academia and is used
in the backend of multiple open-source and commercial
tools for dynamic optimization.

Since 2023, CasADi allows standard Model Exchange
FMUs to be imported and used as twice differentiable
functions within the framework (Joel A. E. Andersson
2023). At the same time, FMI 3.0 export was added to
CasADi, allowing users to export models formulated into
CasADi as standard FMUs. CasADi generated FMUs in-
clude serialized CasADi expressions via layered standard,
providing a standard mechanism to recover the original
CasADi expressions from the FMU when imported back
into CasADi.

As part of this work, CasADi’s FMU import and ex-
port functionality was extended to DAEs, via the fini-Is-
dae layered standard.

3.3 FMIOPT

FMIOPT is a commercial, general-purpose dynamic op-
timization framework built on top of CasADi. It aims
at providing a robust and efficient workflow for solving
dynamic optimization problems, starting with challenging
simulation models. Its method-agnostic and FMI-based
middle-layer allows the numerical solution to be per-
formed in ephemeral solver instances in high-performance
parallelized hardware, including in a cloud environment.
Features include multiple sequential and simultaneous so-
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lution methods, minimal-time formulations, multi-stage
formulations, visualizations and advanced diagnostics.

3.4 Simcenter Twin Activate

Simcenter Twin Activate is a general-purpose model-
ing and simulation platform designed for hybrid dy-
namical systems. It supports ordinary differential equa-
tions (ODEs) and fully-implicit index-1 and semi-explicit
index-2 differential-algebraic equations (DAEs), along
with ODEs combined with constraints (invariants). The
software includes multiple numerical solvers for both
ODE and DAE systems.

Historically, many models resulted in high-index DAEs
that could not be exported as Model Exchange FMUs. The
only viable option was to export them with FMI for Co-
Simulation, which performed poorly when connected to
other FMUs. The introduction of DAE-based dynamical
systems in the Model Exchange FMU standard has opened
new possibilities, allowing high-index models to be ex-
ported as FMUs compatible with other vendors’ tools.

To validate this capability, Simcenter Twin Activate has
enhanced its FMU import functionality to support the new
DAE features and imported and tested two DAE-FMUs in
subsection 4.1.

3.5 MOO

MOO (Modelica / Model Optimizer) is a library for dy-
namic optimization and forms the basis for the new opti-
mization runtime of OpenModelica. The presented FMI
interface prototype extends MOO to support dynamic op-
timization of FMUs on a fixed time horizon [fg,7]. The
supported problem class is given by

f
min M(xo,wo,xf,Wf)—F/ L(x,w,u,t)dt
u,p o
S.t. x=f(x, W,u,t)

0= g(x,w,u,r)

et < c(x,w,u,t) < Y

"I/L < W(x()aw()a-xfawf) < WU

®)

The objective consists of a Mayer term M and a Lagrange
term L. Dynamics are described by the differential equa-
tions X = f(-) with states x, controls u, and explicit al-
gebraic variables w with associated algebraic constraints
g(+) = 0. Path and boundary constraints are defined by the
functions ¢ and y, respectively. MOO additionally sup-
ports static parameter optimization and free initial and fi-
nal times. These features could be integrated into the FMI
workflow by exposing FMU parameters and time variables
as optimization variables, but are not yet part of the cur-
rent prototype.

In the current prototype, differential and algebraic
equations are identified from the FMU, while selected
FMU value references can be used to define the Mayer and
Lagrange terms, as well as path and boundary constraints
with their corresponding bounds. The interface provides

the required function evaluations and Jacobians to the op-
timizer. Second-order derivatives are currently not avail-
able, but could be provided using finite differences. The
prototype is available on GitHub?.

3.6 fmusim

fmusim® is a command line tool to import, validate,

and simulate Functional Mock-up Units, written in Rust.
fmusim has been expanded with the option to import
FMUs conforming to fini-Is-dae and supplies the Sundials
IDA solver (Gardner et al. 2022; Hindmarsh et al. 2005)
for its simulation of such Model Exchange FMUs.

4 Examples

Four DAE-FMUs were exported using Dymola 2026x Re-
fresh 1:

* SimpleDAE. fmu: Based on Equation 5.

* Fourbarl.fmu: Based on Modelica model
Modelica.Mechanics.MultiBody.
Examples.Loops.Fourbarl from the Mod-
elica Standard Library version 4.1.0. A simple
kinematic loop consisting of 6 revolute joints, 1
prismatic joint and 4 bars that is often used as basic
constructing unit in mechanisms - was exported as
Fourbarl. fmu.

e Crane. fmu: Describes a crane with mass m¢, ac-
tuated by a force u and carrying a load with mass my,
suspended by a rope of length [:

. XL—XC . YL
mp X = ; T, mLyL:ng—TT7
XL —XC
meXe = —— T —u, (L —xc)*+y1 =1,

)
where T denotes rope tension and xy, yr, and x¢ are
positions of the load and crane.

e MultilinkControl DAE.fmu: Multilink rear
suspension corner model. See Figure 6 for a
schematic and description. A corresponding ODE-
FMU with the regular Model Exchange interface was
also generated for comparison on the optimization
task in subsection 4.2.

Moreoever, a new FMU has been added to the list of
Reference FMUs *# that conforms to the current version
of fmi-Is-dae. This is the Roberts. fmu which imple-
ments a problem from chemical kinetics, due to Robertson
(Robertson 1966). It implements the following equations

2GitHub repository: AMIT-HSBI/MOO branch fmi-Is-dae
3GitHub repository: https://github.com/modelica/fmusim
4GitHub repository: https:/github.com/modelica/Reference-FMUs
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in (10).

dyl 4

— =—-0.04 10

dr Y1 + y2y3,

d

% — 0.04y, — 10%y,y3 —3x 1072, 1O

O=y1+y2+y;—1,
with initial conditions
y1(0)=1,  »(0)=y3(0)=0. (1n

4.1 Simcenter Twin Activate - Simulation

The two DAE-based FMUs SimpleDAE.fmu and
Fourbarl. fmu were imported and tested. As shown in
Figure 2, the internal DAE equations from the FMU were
independently implemented in a built-in block to enable
direct comparison and validation of the results.

‘SPIEDAE —N

—l
T ] Scope_t
w2 Bok | :|<

Figure 2. The simpleDAE FMU imported and a built-in block
in Simcenter Twin Activate.

Figure 3 presents a comparison of the simulation results
from both the built-in block and the FMU, demonstrating
a perfect match between the two implementations.

0 - ﬁ\ E— i‘Simce:lter

_-10 \ - == Reference

S WML
1.0 _ N [. : A

Figure 3. Simcenter Twin Activate simulation results for
SimpleDAE. fmu with input u; () = ua(¢) = sin(r) compared
to reference solution performed by OpenModelica: outputs y;
(top) and y, (bottom).

3

Tour bars

Figure 4. The fourbar] FMU imported in Simcenter Twin Acti-
vate.

Figure 5 displays the simulation results of the FMU inte-
grated into the model shown in Figure 4, which are identi-
cal to those produced by both Dymola and OpenModelica
with the original Modelica model.

40 -
=130 [ | — Simcenter
—CS L | - - - Reference

—20

Time [s]

Figure 5. Simcenter Twin Activate simulation results for
Fourbarl. fmu compared to the Modelica reference solution:
revolute joint angle ¢, angular velocity ¢y, prismatic joint dis-
placement s7, and prismatic joint velocity s».

4.2 FMIOPT - Dynamic Optimization

To exercise the layered standard on an industrially rele-
vant model, we consider a multibody model of a rear mul-
tilink suspension corner. This model was derived from the
Claytex Suspensions library and exported as the FMU
MultilinkControl DAE. fmu mentioned in the be-
ginning of this section. A schematic of the model is shown
in Figure 6.

After the kinematic constraints of the linkage are ac-
counted for, the suspension corner has a single mechan-
ical degree of freedom, yielding two differential states ¢
and @ = ¢. A vertical force f, is applied at the wheel hub
and the lower control arm joint angle ¢ is tracked against
a sinusoidal reference. This setup is similar to a verti-
cal wheel bump experiment used to characterize suspen-
sion kinematics and the wheel rate. However, rather than
imposing the motion quasi-statically, the optimal control
problem inverts the suspension dynamics to find the actu-
ator force that produces a prescribed angular trajectory.

The model contains a kinematic loop that cannot be
reduced to an ODE analytically, which results in a non-
linear system of equations that must be solved at each time
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Figure 6. Multilink rear suspension corner model. The actuator
force f; is the control input and the joint angle ¢ is the tracked
output.

step during simulation. This makes it an ideal candidate
for testing the layered standard for DAEs. Moreover, in SI
units the model is poorly scaled, with forces at the wheel
hub on the order of 10°~10* N and angles on the order of
10~! rad, which can lead to numerical issues especially
if the algebraics are not exposed to the optimizer, lead-
ing to a Newton-over-Newton solve that can produce noisy
derivatives and failures in the inner Newton iteration.

After symbolic processing in Dymola, the model results
in a semi-explicit index-1 DAE of the form (1) with two
differential states (¢ and w), a vector z of algebraic itera-
tion variables originating from the kinematic loops of the
suspension, and the scalar control input f;. The model is
then exported as LS-DAE FMU using the fimi-Is-dae ex-
port described above, and as a standard ODE FMU 3.0
for comparison. The optimal control problem is set up as
follows:

min
x()az<)*f2()
S.t.

J—/T(w (0 — bret)? + wa 12)
= 0 [) ref uJ;

x = f(x,z,f.,1),
0=g(x,z,f.,1),

x=[¢, 0],

$(0) =¢o, @(0)= o,
fz,min sz(t) sz.,maXa

12)

DOl

on the fixed horizon ¢ € [0, T] with T = 2 s. The reference
trajectory and consistent initial conditions are

(pref(t) = (PO +A¢ sin(27rft), (13)
Wy = 27l'fA¢,

with amplitude ¢p = —0.28 rad, Ay = 0.13 rad, and fre-
quency f = 1 Hz. The actuator bounds f; min = — f7 max =
—2-10° N are intentionally loose and act as non-binding
numerical safeguards rather than as physical limits. The
cost weights wy = 10 and w, = 10~!? follow a Bryson-
style normalization: with ¢ on the order of 10~! rad and
the optimal f; on the order of 103~10* N, the two terms in
the integrand are brought to comparable magnitude, with
tracking dominating slightly so that f; is regularized only
mildly.

The OCP is transcribed by direct collocation on N =
150 uniform intervals using a 3-point Radau IIA scheme.
On each collocation interval, the FMU is queried for f, g,
and the corresponding first-order partial derivatives, and
the algebraic variables z are introduced as additional de-
cision variables. The residual values r = g(x,z, f;,1) ex-
posed by the FMU through the layered standard are im-
posed as equality constraints » = 0 at every collocation
node. The resulting NLP is solved by IPOPT (Wéchter
and Biegler 2006) with the MAS57 linear solver and a
limited-memory BFGS Hessian approximation.

Figure 7 shows the optimal trajectories of the tracked
angle, the corresponding angular velocity, and the optimal
actuator force f, obtained from the DAE-FMU. The refer-
ence is followed essentially exactly over the full horizon,
while f; remains well within its prescribed bounds.

An attempt was also made to solve the same OCP us-
ing a regular (ODE) FMUs, where the kinematic loop is
closed by the FMU-internal Newton iteration. Using the
same transcription and solver settings, the ODE formu-
lation run failed to converge, with IPOPT exiting with a
Restoration Failed! status after 369 iterations. The cor-
responding trajectories in Figure 7 are also clearly un-
physical: the angular velocity @ exhibits spurious artifacts
around 7 = 1 s and the optimal actuator force collapses to
zero rather than tracking the reference. We caution against
drawing broad conclusions about the failure of the ODE
FMU formulation — more investigation is needed to deter-
mine the root cause of the failure, which may be unrelated
to the ODE vs. DAE formulation.

4.3 MOO - Dynamic Optimization

The DAE-FMU version of the multilink suspension cor-
ner OCP (12) was additionally solved using MOO with
the FMI interface described in subsection 3.5. The OCP
is transcribed using N = 400 discretization points using
direct collocation. It is solved with IPOPT (Wichter and
Biegler 2006) and MUMPS (Amestoy et al. 2001) cho-
sen as linear solver, and converges to the optimum in 57
NLP iterations. Figure 8 shows the optimal joint angle ¢
against the reference ¢..¢ as well as the actuator force f.
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Figure 7. Optimal trajectories for the multilink suspension cor-
ner: tracked joint angle ¢ versus reference ¢, angular velocity
@, and optimal actuator force f;.

4.4 CasADi - Optimal control, FMU export

The example fmu_collocation.py was added to
CasADi’s example collection, demonstrating how to find
the optimal control that takes the load of the crane in Equa-
tion 9 to a desired position while minimizing a quadratic
cost. Using the generated Crane . fmu, it implements a
direct collocation method, solved with IPOPT (Wichter
and Biegler 2006) with first and second-order derivatives
provided by CasADi. The same example also demon-
strates how an equivalent FMU can be exported from
CasADi.

4.5 fmusim - Simulating the Roberts FMU

The Roberts.fmu can be imported and simulated as
an fmi-Is-dae FMU (using the default experiment in the
FMU) in fmusim for example with the following com-
mand line arguments:

fmusim simulate Roberts.fmu —-enable-dae
—--solver ida —--interface-type me
—--log-time-scale --show-plot
——-show-markers —-output-interval 2

For a full list of possible options, one can run
fmusim —--helpand fmusim simulate —--help.
Running the above commands results in Figure 9 which
shows the two states and one algebraic variable over the
time horizon defined by the default experiment in the

—02 __ //’ \\ //’\\ b
B} Sy et
< /
< \/ / /
< L ) )

04 . 1 a 1 . 1 S 1

1
1.0
Time [s]

0.0 0.5 1.5 2.0

Figure 8. Solution of the multilink suspension corner problem
solved using MOO. The joint angle ¢ closely follows the refer-
ence ¢ and the actuator force f; agrees with the DAE-FMU
solution of FMIOPT.
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Figure 9. Solution of the Roberts. fmu simulated with
fmusim, plotting the two states y; and y,, and the algebraic vari-
able ys.

5 Outlook

This article focuses on exposing the DAE formulation for
continuous time simulation, which will be included for
the pre-release version 1.0.0-alpha.1, planned for
2026. The details of handling initialization and event iter-
ation are under active development within the fini-Is-dae
working group and are outlined in subsection 5.1 and sub-
section 5.2. Once these are finalized, the next milestone
in development® is the publication of pre-release version
1.0.0-alpha. 2, which is also planned for 2026. sub-
section 5.3 provides an outlook on potential support for
higher-index DAE-FMUs in a later major release of the

3GitHub: modelica/fmi-ls-dae milestone Alpha-2
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layered standard.

5.1 Consistent Initial Condition

In addition to the discussed initialization methods from
subsubsection 2.4.2 some simulation environments also
allow other methods for index-1 DAEs, depending on the
available information and the modeling intent.

Partially inconsistent initial conditions apply a correc-
tion or projection step to compute a nearby consistent state
before starting the integration. In addition, a DAE may
be initialized in steady state by solving the system under
the assumption that all time derivatives of the differential
states are zero, yielding an equilibrium point that satisfies
both the differential and algebraic equations.

Although the exact approach has not yet been final-
ized, the initialization type could be specified by selecting
appropriate variables in the <InitialUnknown> ele-
ment.

5.2 Event Handling

Another important aspect for the final release of fini-Is-
dae is event handling and the associated reinitialization
procedure. Events may result from switching conditions,
zero-crossing detections, synchronous events, or explicit
state jumps. Such events can invalidate the consistency
conditions of the DAE and therefore require reinitializa-
tion before integration can continue. After applying any
prescribed jumps to the differential states, the algebraic
variables must be recomputed such that the algebraic con-
straints are satisfied. Depending on the model, this may
require solving a non-linear system to establish a new con-
sistent operating point. Model invariants and conservation
laws should also be enforced during this process. Reini-
tialization takes place during event mode in cooperation
with the importing simulation environment.

The current fimi-Is-dae specification does not yet de-
fine a standardized mechanism for event-driven reinitial-
ization, and the procedure is therefore delegated to the im-
porter and its underlying DAE solver using the informa-
tion provided by the FMU. Defining a portable and solver-
independent reinitialization workflow remains an impor-
tant topic for future standardization efforts.

Dymola’s (non-FMI) DAE-Mode localizes the event
time efficiently and accurately based on the ODE repre-
sentation of the DAE (Henningsson et al. 2019). Open-
Modelica’s (non-FMI) DAE-Mode requires the causalized
ODE representation to handle synchronous events and dis-
crete variables during event iteration (Braun et al. 2017).
Other tools might only use their (non-FMI) DAE-Mode
for all of the event handling. The authors believe that with
the possibility to switch between DAE- and ODE-Mode
during Reconfiguration Mode all of these cases can be in-
corporated by fmi-Is-dae. Development of reference DAE-
FMUs showcasing event handling is planned for the first
release of fini-Is-dae.

5.3 Higher-Index Formulations

This article focuses on the specific use case of exposing
algebraic equations in an index-1 semi-explicit formula-
tion, but the end goal of the layered standard is to sup-
port higher-index DAEs as well. Part of the ongoing dis-
cussion at the time of writing is to include a standard-
ized way to specify invariants for fmi-Is-dae. Although
they are not directly related to higher-index problems, one
idea is to use the proposed <Invariant> element, such
that by letting the element contain a derivative at-
tribute pointing to a <Residual> element, it could de-
fine the higher-index residuals. An importing tool may use
this structural information to apply, for example, index-
reduction techniques or drift-correction methods.

6 Conclusion

We proposed fimi-ls-dae, a layered standard on top of FMI
3.0 Model Exchange that exposes algebraic equations of
a model and their associated algebraic variables as part of
a semi-explicit index-1 DAE, together with the extensions
to the FMI XML schema required to describe the resid-
uals and algebraic variables in a backwards-compatible
way. With this extension we demonstrated the standard
end-to-end through prototype implementations in five dif-
ferent tools: Dymola and CasADi were extended to ex-
port DAE-FMUs conforming to the layered standard, and
CasADi, FMIOPT, Simcenter Twin Activate, fmusim, and
MOO were extended to import them for simulation and
dynamic optimization. For one industrially relevant multi-
link rear suspension corner model, the DAE-FMU formu-
lation was able to converge to the optimal solution, while
the equivalent ODE-FMU formulation failed to converge.
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Abstract

Firmware-level cyber-physical testing of robotic vehicles
often requires the same firmware to be evaluated under dif-
ferent physical models, fidelities, disturbances, and sensor
or actuator faults. In simulator-centric workflows, these
physical models and effects are often distributed across
simulator-specific plugins, model descriptions, and mid-
dleware, making the physical plant difficult to modify
independently and complicating formal-methods work-
flows. This paper presents a Modelica/FMI-based archi-
tecture that represents the physical plant as a replaceable
FMI 3.0 Co-Simulation FMU behind a stable firmware in-
terface. Vehicle dynamics, actuators, sensors, and envi-
ronmental effects are modeled in Modelica and exported
through Rumoca, allowing physical equations and model
fidelity to change without modifying the firmware execu-
tion harness. Our physics backend, COURBET, hosts the
FMU and couples it to unmodified ArduPilot firmware ex-
ecuting in FastDyn’s QEMU-based firmware-in-the-loop
environment. FastDyn uses instruction-counted virtual
board time, rather than independent wall-clock progres-
sion, to synchronize firmware execution and FMU ad-
vancement. We demonstrate the proposed architecture on
copter, rover, and fixed-wing configurations.

Keywords: Modelica, FMI-3.0, Functional Mock-up Unit
(FMU), Firmware-in-the-Loop (FITL), Cyber-Physical
Systems, Robotic Vehicle Simulation, ArduPilot

1 Introduction

Robotic vehicle simulation platforms such as Gazebo
(Koenig and Howard 2004), CARLA (Dosovitskiy et al.
2017), JSBSim (Berndt 2004), AirSim (Shah et al. 2018)
and Isaac Sim (NVIDIA 2023) have been widely adopted
commercial and research platforms for developing, test-
ing, and validating autonomous systems. Gazebo, for in-
stance, provides rigid-body physics, collision detection,
rendering, and actuator and sensor models through an
open-source robotics simulation stack, while Isaac Sim
provides high-fidelity rendering, perception simulation,
and synthetic-data generation through NVIDIA Omni-

verse. These tools are particularly effective when the pri-
mary objective is to reproduce rich environments, evaluate
perception and navigation behavior, or integrate robotic
software with middleware such as the Robot Operating
System (ROS).

Firmware-level cyber-physical testing, however, places
a different emphasis on the simulation architecture. Such
experiments often require the same firmware to be exe-
cuted repeatedly while physical assumptions, model fi-
delity, environmental conditions, or sensor and actuator
fault mechanisms are varied in a controlled manner. This
is particularly important for parameter sweeps, falsifica-
tion, robustness analysis, and other formal testing work-
flows in which the physical model itself becomes an exper-
imental variable. In simulator-centric implementations,
vehicle dynamics, actuator and sensor behavior, pertur-
bation logic, and their firmware interfaces may be dis-
tributed across simulator plugins, SDF/URDF model de-
scriptions, message interfaces, and middleware processes.
Extending or replacing a physical model can therefore re-
quire changes not only to the governing physics but also to
simulator-specific integration code (Pant et al. 2023; Ca-
cace et al. 2020). Consequently, it becomes difficult to
modify the mathematical plant independently, to system-
atically substitute models of different fidelity, or to repro-
duce an experiment using a self-contained physical-model
artifact.

The Functional Mock-up Interface (FMI) can provide
a complementary abstraction for this class of experi-
ments (Junghanns et al. 2021). FMI packages a dynamic
model, its interface metadata, executable implementation,
and supporting resources into a Functional Mock-up Unit
(FMU). Combined with an equation-based modeling lan-
guage such as Modelica (Wetter 2009), this allows the
physical assumptions of a system to be expressed through
equations, parameters, events, and component connec-
tions rather than being embedded primarily in simulator-
specific procedural plugins. A vehicle model can there-
fore be modified by changing its governing equations or
subsystem models and re-exported behind the same FMI
interface contract. This separation provides useful prop-
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erties for experimentation. First, the plant can be cus-
tomized without modifying the firmware execution har-
ness as long as the interface contract is preserved. Second,
models of different fidelity can be substituted while main-
taining the surrounding firmware and experiment configu-
ration. Third, the FMU packages the physical model and
its interface into a portable artifact that can be regenerated
from pinned Modelica, Rumoca, and FastDyn revisions,
facilitating reproducible simulation configurations. FMI
provides an explicit and replaceable mathematical bound-
ary between firmware execution and physical simulation
rather than guaranteeing greater physical accuracy com-
pared to conventional robotic simulators.

This paper presents a Modelica/FMI-based architecture
for firmware-integrated robotic vehicle simulations. The
term firmware-integrated does not mean that the FMU is
embedded into the firmware binary or executed on phys-
ical hardware. Instead, FastDyn executes an unmodified
ArduPilot firmware binary inside a QEMU-based emu-
lation of the target-board environment, while the phys-
ical plant simulation uses an external FMU hosted by
COURBET. This configuration exercises hardware-facing
firmware execution paths such as board-timer interrupts,
driver-level sensor and actuator accesses, and interactions
with emulated peripheral interfaces that are abstracted in
conventional host-native software-in-the-loop (SITL) ex-
ecution. Thus, the presented firmware-in-the-loop (FITL)
execution is not constrained to wall-clock real time; in-
stead, firmware and plant execution are coordinated under
a common virtual-time semantics derived from the emu-
lated board time. The firmware and FMU therefore do not
progress as independently clocked simulations. The same
separation between the firmware-facing interface and the
external physical plant also provides a path toward fu-
ture hardware-in-the-loop configurations, although phys-
ical hardware execution is outside the scope of the experi-
ments presented here.

Based on this architecture, we transition the physical
simulation substrate of our previous framework (Bashir et
al. 2026) from a Gazebo-centered implementation to an
FMI-based plant interface. Vehicle dynamics and associ-
ated physical subsystems are described in Modelica and
compiled through Rumoca (Condie et al. 2025) into FMI
3.0 Co-Simulation FMUs. COURBET hosts and advances
the FMU-based physical model, while FastDyn manages
QEMU-based firmware execution, virtual board time, and
the firmware-facing interfaces used to exchange actuator
commands and sensor information. Because the physi-
cal model is isolated behind the FMI interface, the same
firmware execution architecture can be coupled to dif-
ferent vehicle configurations, model fidelities, and phys-
ical perturbation models without rewriting the QEMU
firmware harness. The current implementation supports
Rumoca-generated FMI 3.0 plants for ArduCopter, Ar-
duRover, and ArduPlane configurations (ArduPilot Devel-
opment Team 2025), while Gazebo remains available as a
legacy or complementary backend.

The contribution is twofold.  First, we introduce
an FMlI-based physical-plant boundary for firmware-
level cyber-physical testing, allowing physical equations,
model fidelity, and fault or disturbance models to be
changed independently of the firmware execution harness
while preserving a common interface. Second, we develop
a virtual-time coupling architecture in which QEMU-
rehosted firmware provides the board-time reference used
to advance an FMI Co-Simulation plant, thereby preserv-
ing firmware-side scheduling and hardware-facing exe-
cution while avoiding dependence on independently pro-
gressing wall-clock simulation processes. We demon-
strate the same execution architecture across copter,
rover, and fixed-wing vehicle configurations and provide
a configuration-driven Modelica-to-FMU workflow that
supports replaceable and reproducible physical-model ar-
tifacts for cyber-physical testing.

The remainder of the paper is structured as fol-
lows. Section 2 presents the overall architecture of the
proposed firmware-integrated simulation framework, in-
cluding the virtual-time execution model and firmware—
physics synchronization mechanism. Section 3 describes
the Modelica-to-FMU workflow using Rumoca, including
FMI-3.0 export and integration into the firmware-in-the-
loop environment. Section 4 demonstrates the framework
on ArduPilot, highlighting configurable vehicle dynamics.
Section 5 discusses current limitations, implementation
considerations, and directions for future work in cyber-
physical testing and firmware-integrated simulation.

2 Simulation Architecture

The proposed architecture moves the physical simulation
layer from a simulator-centric implementation to an FMI-
centric physics representation. The motivation for this
transition is not the absence of physical simulation capa-
bility in existing robotic simulators. Simulators widely
adopted for robotic vehicle firmware development, such as
Gazebo, already provide mature physics engines, render-
ing capabilities, sensor models, and actuator models. The
limitation arises when the simulator becomes the primary
location where plant dynamics, sensor behavior, pertur-
bation logic, and firmware interfaces are implemented. In
such architectures, the mathematical plant model becomes
tightly coupled with simulator-specific backend applica-
tion programming interfaces (APIs) and plugin implemen-
tations. As a result, changing the model fidelity, adding
sensor fault/attack models, or replacing vehicle dynamics
often requires rewriting simulator plugins rather than ex-
changing a well-defined component artifact.

Figure 1 illustrates this architectural shift. In the
conventional simulator-centric architecture, the vehicle
model, actuator interface, sensor interface, and firmware
coupling logic are distributed across simulator plugins,
Gazebo APIs, and SDF/URDF (Simulation Description
Format/Unified Robot Description Format) descriptions.
Although this architecture is effective for realistic visu-
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Simulator-centric Architecture
(Conventional Ardupilot-Gazebo SITL)

SITL Binary
(Host-native executable)

Simulator-specific Plugins
(Ardupilot-Gazebo Plugin)

SDF / URDF Models
(Model Specifications)

| ’ Gazebo Actuator APIs

Gazebo World
(Physics + Models)

Gazebo Sensor APIs

FMi-centric Architecture
(FastDyn/Courbet FITL)

Firmware Binary
(Rehosted in QEMU)

FastDyn Coupling Layer
(Board Timer Executor)
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COURBET Hosting Layer v
(Firmware-Physics Mediator) BMES UEMS

| Vehicle Model H World Model H Modelica Model |—>|

|Aclua(orModeI | | Sensor Model |

Rumoca

Figure 1. Comparison between a simulator-centric robotic ve-
hicle software-in-the-loop (SITL) and the proposed FMI-centric
firmware-in-the-loop (FITL). In the proposed architecture, the
physical plant is represented as an FMI-3.0 FMU rather than be-
ing embedded in simulator-specific plugins.

alization and robotics middleware integration, the phys-
ical plant is not naturally exposed as a portable and re-
placeable artifact. In contrast, the proposed FMI-centric
architecture encapsulates the physical model as an FMI-
3.0 FMU. The FMU becomes the authoritative represen-
tation of the vehicle dynamics and the physical state from
which sensor feedback is generated. The surrounding
FastDyn/COURBET coupling layer handles firmware ex-
ecution, timing, actuator transfer, sensor injection, and
optional visualization. Within this layer, FastDyn or-
chestrates QEMU to provide a board-level execution en-
vironment for running the unmodified firmware binary.
Rather than modeling the physical vehicle, QEMU hosts
the cyber-side firmware execution, while the coupling in-
terface synchronizes firmware actuator outputs and sensor
inputs with the FMU-based physical plant.

The resulting architecture separates the cyber and phys-
ical concerns of firmware-integrated simulation. The cy-
ber side consists of the firmware binary, QEMU-based
execution environment, board timing model, MAVLink
communication, and command handling. The physical
side consists of the FMU physics model, actuator re-
sponse, sensor generation, vehicle dynamics, and distur-
bance models. The coupling layer maps actuator out-
puts produced by the firmware into FMU inputs and maps
FMU states or sensor outputs back into the firmware. This
separation makes it possible to replace the physical model
without rewriting the firmware harness, and to modify
firmware-specific configurations without changing the un-
derlying vehicle dynamics model.

COURBET
(Firmware-Physics Mediator)

Command Handler
(Mission Manager)

Firmware Binary
(QEMU Rehosted)

FastDyn/QEMU
(Virtual Timer / Executor)

MAVLink command / mission item

Execute firmware slice

Accumulate instruction-counted virtual time

‘Actuator register / PWM write

Store latest actuator command

Lockstep: Timer boundary for physics synchronization
Read QEMU virtual time

Set actuator inputs
Propoagate/Step physical model

S
FMU ouputs available
Board-timer IRQ

Sensor register read

Get sensor outputs

Return sensor values

Estimator + Controller update
i Telemetry

FasDyn/QEMU Plugin
(Virtual Timer / Executor)

COURBET
\((Firmware-Physics Mediator)

Command Handler
(Mission Manager)

Firmware Binary
(QEMU Rehosted)

Figure 2. Timer-boundary synchronization between QEMU-
hosted firmware, FastDyn/COURBET, and FMU plant.
Firmware actuator writes are captured as latest actuator com-
mands. At each board-timer boundary, FastDyn reads QEMU
virtual time, advances the plant to that timestamp, and only then
raises the board-timer IRQ. Subsequent firmware sensor reads
are served from the updated plant outputs.

A key feature of the architecture is that firmware and
plant execution are synchronized through board-timer-
driven virtual time rather than host wall-clock progres-
sion. The firmware runs inside a QEMU environment,
while FastDyn maintains an instruction-counted virtual-
time model of firmware execution. For fidelity-oriented
runs, the framework advances the plant at a configurable
board-timer lockstep boundary, such as 1 ms. At each
lockstep boundary, the coupling layer reads the most re-
cent actuator commands that the firmware has written to
the emulated actuator hardware interface, converts them
into FMU inputs, and applies them to the plant. The
FMU is then advanced to the next simulation time, and
the resulting plant states and sensor outputs are pub-
lished back to the firmware-facing sensor interfaces. The
firmware subsequently observes these updated sensor val-
ues through its normal sensor-driver reads. Thus, actua-
tor commands are not generated by the timer tick itself;
rather, they are produced asynchronously with respect
to the lockstep boundary whenever the firmware control
logic writes to the emulated actuator hardware registers.
This mechanism allows the firmware, plant, and sensor
stream to advance under a common virtual-time seman-
tics, reducing dependence on host scheduling latency and
wall-clock real-time factor.

Figure 2 illustrates the execution sequence of the
proposed firmware-integrated FMI simulation architec-
ture. The command handler first sends mission items or
MAVLink commands to the firmware. QEMU executes a
slice of firmware instructions while the FastDyn/QEMU
integration layer accumulates instruction-counted virtual
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time using the QEMU icount mechanism. During this
firmware execution, the onboard estimator and controller
may read sensor-driver values and write actuator com-
mands to the emulated actuator hardware interface ac-
cording to the firmware’s native scheduling and control
logic. When the next board-timer lockstep boundary is
reached, the coupling layer transfers the most recent actu-
ator commands from this emulated hardware interface to
the FMU-based plant model. COURBET then advances
the physical model through an FMI co-simulation step us-
ing the current simulation time and communication step
size. The updated plant states and sensor outputs, includ-
ing IMU, GPS, barometer, and actuator-state signals, are
returned to the coupling layer and made available through
the firmware-facing sensor interfaces. The firmware then
consumes these updated sensor values through its normal
sensor-driver reads and may produce subsequent actuator
commands through later writes to the actuator hardware
interface, thereby closing the cyber-physical simulation
loop. Telemetry and mission-state information may also
be forwarded to mission handling utilities or visualization
tools.

Listing 1. Example FastDyn/COURBET TOML configuration
binding the QEMU-executed ArduCopter firmware binary to an
FMI-3.0 quadrotor model

[Machine]

platform = "STM32F427"

icount = { shift = 5, sleep = false,
align = false }

timer_irg_period_ns = 1000000

[CPU]

arch = "arm"

machine = "cortexm"

cpu = "cortex-m4"

plugin_library = "build/libfastdyn.so"

binary = "virtuals/physics/
flight_controllers/courbet/bin/
arducopter_v462"

[FMU]
active = "quadrotor"

auto_build = true

[FMU.models.quadrotor]

model = "FastDyn.Copter"
model_file = "modelica/FastDyn/Copter.mo
output = "out/fmi3/Copter"

[FMU.models.quadrotor.parameters]

# Purdue University Airport (KLAF)
lat0 = 40.414929
lon0 = —-86.932387

ground_alg_wgs84 = 149.0

Listing 1 shows an example TOML-based configu-
ration used by the proposed FastDyn/COURBET frame-
work. The configuration binds a QEMU-rehosted Ar-
duCopter firmware binary to an FMI-3.0 quadrotor plant

model generated by Rumoca from a Modelica source
model. The same configuration mechanism orchestrates
firmware execution, FMU initialization, virtual timing
configuration, mission-handler processes, MAVLink com-
munication utilities, and optional visualization backends
such as Gazebo or MAVCesium. QEMU instruction-
counted virtual time is configured through the icount
parameters, while the FMU section specifies the active
plant model, Modelica source, output artifact location, and
environment-specific initialization parameters.

Within the proposed architecture, Gazebo can be
retained as an optional visualization and ecosystem-
compatibility backend rather than serving as the primary
physics and sensor simulation substrate. The authoritative
physical representation instead resides within the FMI-
compliant FMU artifact. This separation enables the same
firmware execution harness to operate with multiple plant
implementations, including low-fidelity kinematic mod-
els, higher-fidelity multi-body dynamics, and sensor or ac-
tuator models with explicit fault and attack mechanisms,
provided that the FMI interface contract is preserved.

3 FMU Export and Execution

Rumoca provides the translation layer between high-level
Modelica models and executable FMI artifacts. Since Ru-
moca itself is described elsewhere (Condie et al. 2025),
this paper focuses on how its generated FMUs are in-
tegrated into the FastDyn/COURBET FITL architecture
rather than on the compiler’s internal details. At a high
level, reusable Modelica models describing vehicle dy-
namics, actuator behavior, sensors, and environmental ef-
fects are compiled into FMI-3.0 co-simulation FMUs that
can be loaded by the physics hosting of COURBET. Fig-
ure 3 summarizes the resulting integration pipeline.

The current FastDyn/COURBET backend uses the FMI
3.0 Co-Simulation interface rather than Model Exchange
or Scheduled Execution. The generated FMU exposes
plant parameters, actuator inputs, and sensor/state out-
puts through FMI value references obtained from the
FMU metadata. The interface also makes use of FMI
3.0 array-valued variables to preserve the natural dimen-
sions of vector-valued quantities in COURBET. For ex-
ample, the four actuator PWM commands for a quadro-
tor are represented as a four-element array input. At
the same time, vector-valued physical states such as the
vehicle quaternion are exposed as array-valued outputs
rather than being scalarized into independent interface
variables. At each firmware—plant synchronization bound-
ary, COURBET writes the current actuator values, ad-
vances the FMU using fmi3DoStep () with the corre-
sponding communication step, and then retrieves the up-
dated physical and sensor outputs. The experiments in this
paper do not use FMI 3.0 Clocks and Scheduled Execu-
tion; firmware scheduling and the board-timer interrupt
remain part of the FastDyn execution layer. This design
intentionally mimics the native scheduling semantics of
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the embedded firmware while using FMI Co-Simulation
as the interface to the physical plant. FMI 3.0 Clocks and
Scheduled Execution remain potential extensions for ex-
plicitly scheduled or event-driven physical/control parti-
tions.

Listing 2. Rumoca invocation used by FastDyn to export a Mod-

elica model as an FMI-3.0 target. The configuration is resolved

into a model file, Modelica class name, and packaging mode,

which are then passed to Rumoca’s compile command.

def cargo_command(build: FmuBuild) ->

list[str]:

command = ["cargo", "run"]

if build.release:
command.append ("-—-release")

command.extend ([
n 7p " ,
"compile",
"—-model",

n n

"rumoca", -=",
str(build.model_file),
build.model])

for source_root in build.source_roots:
command.extend (["--source-root", str
(source_root) ])

command.extend ([
"——output", str(build.output),
"-—target", "fmi3"])

if build.package:
command.append ("--build")

return command

FastDyn manages FMU generation through a user-
defined configuration table shown in Listing 1. When
automatic build is enabled, FastDyn resolves the config-
uration into an internal build specification and constructs
the corresponding Rumoca invocation. Listing 2 shows
the command construction logic used to generate an FMI-
3.0 target from a Modelica source model. The generated
FMU is rebuilt automatically when the artifact is missing
or stale, allowing simulation configurations to remain re-
producible across pinned FastDyn, Rumoca, and Modelica
repository revisions.

Internally, Rumoca represents Modelica models as hy-
brid differential-algebraic equation (DAE) models of the
form:

0= fi(v,c),
Sfz(v,c) atevents (1 =t,),
~ |pre(z) otherwise, (1)

m:= f,,(v,c) at events (t =1,),
¢ := fe(relation(v)),

where

v:i=[t, X, x,y,z,m,pre(z), pre(m), u, w, p|,

FastDyn Configuration Resolve Build Spec

.toml

v

Rumoca Compile

model, output

FMU Artifact

target fmi3

v

Extract FMI Value Refs N

fmu + modelDescription.xml

FMU Runtime Binding

Sfmu, finu_vr_*, finu_param_*

sensors, actuators, params

v

FMI-3.0 Backend

—> Sensor injection / Actuator transfer
dlopen + fmi3DoStep

Figure 3. FastDyn FMU export and integration pipeline, from
Rumoca-based model compilation to runtime FMI binding for
sensor injection and actuator transfer.

and where x(r) denotes the differentiable real states,
y(t) algebraic real variables, z(z,) discrete-time real vari-
ables, and m(t,) discrete-valued event variables. The vari-
ables p, t, and t, represent model parameters, simulation
time, and time instance at events, respectively. The sym-
bols u and w denote model inputs and outputs. The op-
erator pre(-) denotes the value of a variable immediately
before an event transition, and ¢ represents the conditions
generated from relational expressions and converted 1 f-
expressions, including when-clauses.

The Rumoca compiler pipeline parses Modelica source
models using the Rust-based Parol parser generator, which
automatically generates parsers from an EBNF gram-
mar while allowing customized parse-tree handling dur-
ing parsing. The resulting abstract syntax tree (AST)
is flattened to remove hierarchical Modelica class struc-
tures and lowered into the hybrid-system representation
shown above. Continuous dynamics, discrete state up-
dates, relational conditions, and event operators such as
when, reinit, and pre () are explicitly preserved be-
fore backend-specific FMI or symbolic code generation.

The current workflow exports wrapper models such as
Copter, Rover, and Plane for ArduPilot firmware. These
wrappers encapsulate firmware-specific interfaces while
inheriting reusable rigid-body dynamics and subsystem
models from a shared Modelica library. As a result,
vehicle-generic physical models can evolve over time in-
dependently from firmware integration concerns such as
PWM mappings, MAVLink ports, mission helpers, ge-
ographic initialization, or sensor routing. The exported
FMU therefore acts as a replaceable physical plant arti-
fact behind a stable firmware interface. This separation
supports fidelity variation of FMU without modifying the
surrounding execution framework. A low-fidelity kine-
matic approximation, a higher-fidelity rigid-body model,
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ArduCopter WP Following Mission (CMAC-style Trajectory)

— trajectory
—— start quadrotor
—— end quadrotor

@ mission waypoints

Figure 4. ArduCopter waypoint-following result for the CMAC-
style trajectory. The blue curve shows the simulated flight tra-
jectory, black markers indicate mission waypoints, and the green
and red airplane markers denote the start and end positions, re-
spectively.

or a fault- or attack-parameterized sensor model can be
exported behind the same FMI interface as long as the re-
quired inputs and outputs are preserved. Consequently,
physical fidelity becomes a property of the FMU arti-
fact rather than a property of simulator-specific plugins
or middleware integrations. This allows experiments to
vary plant complexity while keeping the firmware, mis-
sion logic, and orchestration layer unchanged.

At runtime, the generated FMU is integrated into
the FastDyn execution environment through the FMI
3.0 backend implemented within COURBET. The FMU
plant executes alongside the QEMU-rehosted firmware
and supporting runtime components, including the mis-
sion helper, MAVProxy bridge, and optional visualization
tools. COURBET coordinates these components within
the common virtual-time execution framework, allowing
the physical plant to remain replaceable while the sur-
rounding firmware and mission orchestration remain un-
changed.

4 Firmware-Integrated Simulations

We evaluate the architecture on three robotic vehicle
classes: rover, fixed-wing plane, and multi-copter. These
vehicles exercise different aspects of the simulation stack.
The rover emphasizes ground interaction, steering, throt-
tle mapping, and low-speed navigation. The fixed-wing
plane emphasizes aerodynamic response, attitude stabi-
lization, and mission-level guidance over longer trajecto-
ries. The copter emphasizes fast attitude dynamics, motor
lag, high-rate inertial sensing, and tight coupling between
the firmware control loop and the plant.

Figure 5. MAVCesium visualization of ArduCopter FITL. The
interface displays the simulated vehicle attitude, position, and
flight status using telemetry.

4.1 Arducopter

For the copter case, FastDyn provides a quick-start work-
flow that invokes Rumoca to generate the quadcopter
FMU, executes ArduCopter inside QEMU, launches the
mission handler, and exposes a MAVCesium web visual-
ization endpoint. The default configuration initializes the
vehicle on the Purdue University Airport tarmac, uses a 1
ms board tick, maps ArduPilot PWM outputs linearly to
aerodynamic motor speeds, and incorporates an explicit
first-order motor lag within the FMU plant model. The
resulting simulation is presented in Figure 4, while the
MAVCesium rendering shown in Figure 5 provides real-
time visualization of the vehicle trajectory, attitude evolu-
tion, and mission execution state.

4.2 Ardurover

For the rover case, FastDyn generates and executes a
ground-vehicle FMU coupled with ArduRover running
inside QEMU. The default scenario performs an au-
tonomous waypoint-following mission using the same
FMI-based execution pipeline and mission orchestration
framework.  The rover simulation demonstrates that
the proposed architecture can support the nonholonomic
ground-vehicle dynamics and closed-loop navigation be-
haviors, while preserving a unified firmware-integrated
simulation interface across vehicle classes.

4.3 Arduplane

In the fixed-wing case, FastDyn couples a fixed-wing
FMU with ArduPlane executing in the QEMU-based
firmware environment. The evaluated mission consists
of climb, waypoint-following, and descent to exercise
trajectory-tracking as shown Figure 6. The resulting
simulation demonstrates that the FMI-centric architecture
can support the continuous aerodynamic flight dynam-
ics, mission-level autonomy, and FITL without relying
on simulator-specific vehicle plugins. However, we have
identified a coordinate-frame inconsistency in broadcast-
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Table 1. Summary of evaluated vehicle configurations and mission behaviors.

Vehicle  Firmware MCU Vehicle Model Mission

Copter  ArduCopter STM32F427 Quadcopter (3DR Iris) TO, WP, LD
Rover  ArduRover STM32F427 Rover (Aion R1) WP

Plane ArduPlane  STM32F427 Fixed-wing (Skywalker X8) TO, WP, LTR, LD

TO: takeoff, WP: waypoint tracking, LTR: loiter, LD: landing.

ArduCopter WP Following Mission(CMAC-Circuit Trajectory, Window: 30-90 s)
—— trajectory
= startat30s
—— endat90s

@ mission waypoints

Altitude (m)

200

o
North (m) %0

Figure 6. ArduPlane waypoint-following result for the CMAC
circuit mission over 60 s time window. The blue curve shows
the simulated flight trajectory, black markers indicate mission
waypoints, and the green and red airplane markers denote the
start and end positions, respectively.

ing navigation data into the firmware, which will be ad-
dressed in subsequent development.

4.4 Runtime Performance

To characterize the runtime behavior of the proposed
Modelica/FMI-based physics backend, we instrumented
the ArduCopter configuration and executed a 60 s virtual-
time mission five times. For comparison, the same ex-
periment was repeated using the legacy Gazebo-based
physics backend. Both configurations use a I ms QEMU
board-timer period and instruction-counted virtual time.
The FMI backend advances synchronously at every board-
timer boundary, whereas the legacy Gazebo backend uses
an asynchronous catch-up scheme in which Gazebo ex-
ecutes as a separate process and is not advanced in
strict lockstep with every QEMU board-timer bound-
ary. Gazebo was executed in headless mode with GUI
rendering disabled. For each run, the wall-clock mea-
surement ended when the target QEMU virtual time
was reached, before QEMU teardown, thereby exclud-
ing process-shutdown latency from the reported execution
time. The experiments were conducted on a host equipped
with an Intel Core 19-12900K processor and 128 GB of
RAM running Linux 6.8.0.

The end-to-end real-time factor (RTF) is defined with

respect to the QEMU virtual board time as

Atboard

RTFgzg = At
wal

(@)

where Afpoarg 1S the elapsed QEMU virtual board time
and Aty is the corresponding host wall-clock duration.
For the FMI backend, Afyo,rg is also the physical-model
time by construction because COURBET synchronously
advances the FMU to each board-time boundary before
firmware execution proceeds. For the Gazebo backend,
however, this quantity represents the rate at which QEMU
requests simulation progress and does not necessarily
equal the instantaneous Gazebo simulation-time rate be-
cause the legacy Gazebo coupling advances the simulator

asynchronously.
The backend-call fraction is defined as
Y Tean i
Cbackend = % 3)
wall

where T« is the wall-clock duration of the kth instru-
mented backend call. We additionally report the effective
backend real-time factor,

Zk At advance,k

RTFpackend = Z Teallx
k Lcall,

“

which measures the amount of simulation-time advance-
ment per unit of wall-clock time spent in the instrumented
backend call. For the asynchronous Gazebo backend,
this quantity characterizes the effective catch-up rate ob-
served through the legacy FastDyn—-COURBET-Gazebo
coupling and should not be interpreted as an isolated
benchmark of the Gazebo physics engine.

Table 2 summarizes the results. The proposed FMI con-
figuration achieved an end-to-end RTF of 4.517 £0.012,
corresponding to approximately 13.3 s of wall-clock ex-
ecution for 60 s of QEMU virtual time. The headless
Gazebo configuration achieved a similar end-to-end RTF
of 4.362 £0.014. This similarity does not imply com-
parable physical-backend computational cost. The FMI
backend advances synchronously every 1 ms, with a mean
fmi3DoStep () duration of 3.338+0.138 us and a 99th
percentile (Pyg) duration of 5.824 +0.165 us. FMU ad-
vancement accounts for only 1.508 +0.065% of the mea-
sured wall-clock execution time.

In contrast, the legacy Gazebo backend advances using
an asynchronous catch-up mechanism, with an average
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Table 2. Runtime characteristics of the proposed FMI-based and baseline Gazebo-based ArduCopter FITL configurations.

Metric Proposed FMI-based backend Baseline (Gazebo, Headless)
Synchronization architecture Synchronous Asynchronous catch-up
QEMU board timer step 1 ms 1 ms

Backend advance interval 1 ms 9.333+£0.095 ms

End-to-end RTF (RTFg2g)
Backend-call fraction (¢packend)
Mean backend-call wall time

Pog backend-call wall time
Effective backend RTF (RTFp,ckend)

4.517+0.012x
1.508 +0.065%
3.338£0.138 s
5.8244£0.165 s
299.6x

4.362+0.014x
51.198 +0.604%
1085.3394+26.710 us
8384.978 +4229.015 us
8.60%

Values are reported as (mean) + (standard deviation) over five 60 s virtual-time runs.

backend advance interval of 9.333 +0.095 ms. Its instru-
mented backend calls require 1085.339 £26.710 us on
average and account for 51.198 +0.604% of the measured
wall-clock time. Nevertheless, much of this computation
does not lie serially on the QEMU execution critical path
because Gazebo and QEMU progress asynchronously and
may execute concurrently on separate host cores. Conse-
quently, the end-to-end RTF remains close to that of the
FMI configuration despite the substantially larger Gazebo
backend cost.

The FMI backend achieves an effective backend RTF of
299.6x, compared with 8.60x for the Gazebo backend.
These values characterize the simulation-time advance-
ment achieved per unit wall-clock time spent in the re-
spective backend calls. For the FMI backend, this directly
reflects the synchronous fmi3DoStep () execution cost.
For the Gazebo backend, the backend call corresponds
to the instrumented Gazebo bridge/backend-update oper-
ation. Because the Gazebo backend advances through
an asynchronous catch-up interface, the reported effective
backend RTF characterizes the observed Gazebo catch-up
rate rather than the standalone RTF of the Gazebo physics
engine.

4.5 CPS Testing and Implications

Table 1 summarizes the vehicle class, firmware version,
FMU model, target board, and mission type. The proposed
FMI-based simulation architecture is intended not only
for single-mission demonstrations, but also as a reusable
cyber-physical testing workflow for firmware-integrated
robotic systems. The vehicle simulations presented in
this section demonstrate representative execution scenar-
ios within a broader experimentation framework that can
be extended to Monte-Carlo simulation campaigns, pa-
rameter sweeps, firmware fuzzing, coverage-guided ex-
ploration, and falsification-oriented robustness analysis.
Because the physical plant is encapsulated behind a sta-
ble FMI interface, perturbation inputs, parameter muta-
tions, sensor faults, environmental variations, and model
substitutions can be introduced without modifying the
firmware execution harness itself. At the same time,
the FastDyn/COURBET execution layer provides access
to cyber-domain observations including firmware traces,

MAVLIink traffic, timing behavior, and execution cov-
erage. Consequently, the architecture supports scalable
formal-methods-oriented workflows in which physical-
system perturbations and firmware-level exploration can
be combined within a unified execution environment.

5 Discussion and Limitations

The proposed architecture should be understood as com-
plementary to, rather than a complete replacement for, ex-
isting robotic simulators. In our case, Gazebo can remain
as a strong choice for contact-rich scenes, perception sim-
ulation, synthetic data generation, rendering, and integra-
tion with robotics middleware. The advantage of the FMI-
based architecture is strongest when the experimental ob-
jective requires a replaceable mathematical plant model,
deterministic firmware-plant synchronization, formal per-
turbation interfaces, or scalable execution.

The fidelity of an FMI-based simulation is not guar-
anteed by FMI alone. Accuracy depends on the Model-
ica equation model, the Rumoca translation, solver set-
tings, event handling, communication step size, actuator
and sensor models, and the quality of the firmware inter-
face mapping. Therefore, the contribution of this paper
is architectural rather than claiming that our framework is
universally more effective than Gazebo. The key claim is
that Modelica/FMI provides a cleaner model boundary for
firmware-integrated cyber-physical system (CPS) experi-
mentation campaigns.

Another limitation is that high-fidelity terrain, contact-
rich environments, and perception models may still be eas-
ier to implement in existing robotics simulators. For this
reason, the proposed architecture keeps Gazebo as an op-
tional backend and compatibility path. In future work, a
hybrid configuration could use FMUs for vehicle dynam-
ics and firmware synchronization, while delegating se-
lected perception or contact-rich subsystems to other sim-
ulators, such as Gazebo and Isaac Sim.

6 Conclusion

This paper presented a Modelica/FMI-based cyber-
physical simulation architecture for firmware-integrated
robotic vehicles. By transitioning from simulator-specific
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plugins to Rumoca-generated FMI-3.0 FMUs, the pro-
posed architecture decouples reusable vehicle dynam-
ics models from simulator-specific integration logic and
platform-dependent interfaces. Our FITL framework,
FastDyn and COURBET, couples these FMUs to QEMU-
based firmware execution using instruction-counted vir-
tual time, enabling effective mission execution, model
substitution, and scalable campaign orchestration.

Our approach was demonstrated on copter, rover, and
plane configurations, showing that the same firmware-
integrated execution framework can support multiple
robotic vehicle classes through FMU configuration
changes. The architecture is particularly suitable for ex-
periments that require controlled fidelity variation, cus-
tom sensor or actuator with explicit fault and attack mech-
anisms, falsification interfaces, and reproducible parallel
campaigns. Future work will expand the model library,
improve automated validation against Gazebo and real-
flight traces, and investigate hybrid backends that com-
bine FMI-based physics with simulator-based rendering
and perception.
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Abstract

The problem of finding the optimal control for a racecar
is a topic that has been studied practically since car rac-
ing began. However, this problem is usually solved us-
ing many assumptions to simplify it. There have been
very few implementations that use a high-fidelity model
such as those implemented for a driver-in-the-loop sim-
ulator, which are commonly written using the Modelica
language. In this paper, a series of tests to establish the
feasibility of implementing these high-fidelity models in
a collocation optimization solver through model order re-
duction and the Functional Mock-Up Interface Standard is
presented. The model is used by an OEM in their driver-
in-the-loop simulator in an international top-tier motor-
sport series. Collocation optimization and the reduced-
order model leverage the software package Dymos, which
solves an optimal control problem using a model formu-
lated with OpenMDAO. These feasibility experiments are
divided between those related to the model and the op-
timizer and demonstrate the feasibility of using the FMU.
The results show that a FMU representing the high-fidelity
model can be implemented in Dymos. However, problems
remain in the evaluation of the derivatives for the simpli-
fied model exposed to Dymos, which causes divergence
problems in the optimization. Overall, this paper estab-
lishes the aspects that endanger the feasibility of the im-
plementation of a high-fidelity model in a collocation op-
timization solver to determine the optimal path around a
racetrack.

Keywords: collocation optimization, high-fidelity models,
functional mock-up units, automotive engineering

1 Introduction

The problem of predicting a racing car’s lap time by find-
ing the optimal trajectory across a racing track is signif-
icant in car and motorcycle racing. Multiple racing car
drivers and engineers recognize the importance of identi-
fying the fastest trajectory around the track. While drivers
instinctively try to find this path with their driving style,
engineers have been attempting mathematically to com-
pute this optimal trajectory since car racing started. Mas-
saro and Limebeer provide an extensive investigation of
the history and technical developments on the solution for

this problem (Massaro and D. J.N. Limebeer 2021). Two
main approaches have emerged related to finding the opti-
mal trajectory: reinforcement learning and optimal control
(Song et al. 2023). While reinforcement learning has been
applied to trajectory optimization problems with complex
multibody systems defined in Modelica (Reiner 2025),
this paper focuses on optimal control techniques. Addi-
tionally, it has been identified that the problem approach
and its corresponding fidelity are determined from three
main areas: vehicle parameters, track parameters, and how
to represent driver behavior.

From the vehicle point of view, most of the work goes
into representing the parameters of the car in full detail.
Perantoni and Limebeer provide a solution to the problem
of analyzing the effect of multiple vehicle parameters on
the vehicle’s behavior (Perantoni and David J.N. Limebeer
2014), while other analyses focus on the sensitivity the
tire model parameter selection and uncertainty in the op-
timal control solution (Zarate Villazon et al. 2026). Simi-
larly, Limebeer presents a study of the impact of asymme-
tries in a NASCAR racecar to the optimal control problem
(D. J.N. Limebeer et al. 2023). These studies are similar
since the vehicle is being modeled as a rigid body, sim-
plifying the problem to a certain extent. However, some
adjustments were made to increase the fidelity and repre-
sentativeness of the solution.

The next area of interest for these problems concerns
the track surface modeling. Christ, et al. showcased
that solutions to the optimal control are highly sensitive
to changes in the grip coefficients in the track (Christ et
al. 2021). Furthermore, additional studies on the track
model, especially concerning cambering are presented in
the Limebeer study of a NASCAR vehicle (D. J.N. Lime-
beer et al. 2023) highlighting the importance of accurate
track representations.

Finally, there are multiple advances in the driver mod-
eling side. While optimal control advances take the driver
out of the loop and produce an optimal solution only math-
ematically, there is still interest in understanding how hu-
man drivers operate the vehicles. Lockel suggests an
approach where machine learning is used to understand
how professional drivers operate racing cars (Lockel et al.
2022). Once a model is established, it is deployed in a
vehicle simulator and used to calculate optimal path and
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lap time. Additionally, Kegelman highlights that there are
initiatives to maintain a dataset of different driving styles
and techniques that could motivate the development of a
future driver model (Kegelman et al. 2017).

This project centers around determining the feasibil-
ity for the implementation of high-fidelity vehicle mod-
els written in Modelica in a trajectory optimization solver
called Dymos (R. Falck et al. 2021). The demonstra-
tion use case centers around a flat model of Watkins Glen
and the implementation of the vehicle model written in
Modelica and used in a driver-in-the-loop simulator. Two
threads to determine the feasibility of the approach have
been identified: one related to the model itself and one re-
lated to the optimizer. From a model point of view, the
interest lies in seamlessly integrating the optimization en-
vironment into the modeling workflow to ensure a single
source of truth approach. This means that the same model
in the simulator that professional drivers use to train is
implemented in the trajectory optimization solver. This
is to have an identical basis for the comparison of the re-
sults obtained by the optimizer with the behavior profes-
sional drivers can enforce. Another essential requirement
is to use mathematics alone to provide the optimal path,
with no other controllers involved in solving the trajectory
optimization. Finally, there should be an opportunity for
scaling this problem to higher fidelity track definitions.

The second thread of these interests is related to the op-
timizer selection. The main requirement is to estimate the
lap time given a vehicle configuration. This has a comple-
mentary requirement where the optimizer needs to be ro-
bust enough to accept different vehicle configurations and
models. Finally, the optimizers have to be tolerant to non-
linearities and discontinuities, which are abundant in this
high-fidelity vehicle model. The paper is structured with a
background section providing detailed information about
the model and the optimization approach, an explanation
of the methodology and the planned tests to establish fea-
sibility, an analysis of the results of these feasibility tests,
and a set of conclusions pointing to remaining work in this
subject.

2 Background

2.1 High-Fidelity Models

This project leveraged the Modelon Vehicle Dynamics Li-
brary (Griffin et al. 2012). This is a library built in Model-
ica and implemented in Dymola. The model under study
is used in a professional motorsports team and supports its
driver-in-the-loop simulations.

A key characteristic about the implemented model is
that it contains detailed vehicle suspension compliances.
Literature shows that suspension compliances are hardly
ever implemented for optimal lap time simulations (Mas-
saro and D. J.N. Limebeer 2021). This is because of the
challenge of derivative calculations in dynamic vehicle
models, specifically in the suspension parameters affected
by this assumption.

Additionally, the model is implemented as an open-loop
driver experiment. The open-loop driver experiment is a
formulation where there is no feedback from any element
in the vehicle as shown in Figure 1. This makes it partic-
ularly useful to enforce external driver behaviors on it, as
it only models the interaction of the vehicle with a respec-
tive ambient model and track model. The track model can
be approached with multiple levels of fidelity, with Open-
CRG (Su et al. 2019) being the standard for high-fidelity
track representation. However, for this initial attempt a flat
surface simple model is used as the track model. Over-
all, this experiment sets the model to respond to numer-
ical inputs representative of the virtual operation of the
vehicle (for example: steering wheel angle, throttle pedal
position, braking force, clutch pedal position). However,
even with these simplifying assumption, the model con-
tains more than one hundred thousand parameters to fully

define the state of the vehicle.

doubleLaneChange

] 7

Figure 1. Open-loop driver model experiment representation for
a prescribed double lane change maneuver

Two main complexities arise from this formulation.
The first relates to the dynamic nature of the model,
which necessitates the consideration of the vehicle’s states
through time. Additionally, there needs to be a way to ex-
ercise this model in software environments different from
Dymola in order to be able to implement a range of opti-
mization solutions. To help with this situation, the model
is exported as a Functional Mock-Up Unit (FMU). FMUs
are built according to the Functional Mock-Up Interface
standard (Modelica Association 2023), which allows for
the execution of exported models in software environ-
ments different from those where these experiments were
modeled. In particular, these models are compiled ver-
sions of the experiment, accompanied by metadata about
the inputs, outputs, and connections within the model.
There are two main ways in which the FMU can be ex-
ported: co-simulation and model exchange. The main
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difference lies in whether the FMU has a solver embed-
ded or not. Co-simulation FMUs include a solver while
model exchange FMUs do not. For this research, the co-
simulation FMU is used to explore the feasibility of the
approach before committing to the integration of an exter-
nal solver to this problem.

In summary, this project focuses on implementing a
high-fidelity model of a racing vehicle that is used in
professional-grade Driver-In-the-Loop simulators into an
optimal control solver to obtain its optimal path around a
track. This model was prepared as an open-loop driver
experiment in Dymola and exported as a co-simulation
FMU. This exported FMU is executed in external tools
that enable its use in other problems such as this opti-
mal control problem to estimate the lap time. As a con-
sequence of the open-loop driver experiment decision, the
model contains a large number of states, making the final
state highly dependent on the time history of each of these
states. Furthermore, some of the characteristics defined
by the fidelity of the model add significant complexity to
the optimal control problem, especially in the derivative
definition.

2.2 Optimal Control

Optimal Control is a widely studied subject that has appli-
cations beyond motorsports. The classical formulation for
the problem is to minimize a cost function that depends on
a dynamical system and its control function. It has multi-
ple applications in engineering and even beyond engineer-
ing, with some applications being reported in fields such
as finance. Across the literature identified in the introduc-
tion, three main methods for the solution of optimal con-
trol problems have been established: multiple shooting,
direct collocation and Model Predictive Control. Model
Predictive Control is a method that is at the forefront of au-
tonomous racing applications (Wischnewski et al. 2022).
Additionally there have been attempts to use this approach
in Modelica models such as the racing car (Imsland et al.
2010).

Two main methods are commonly used to estimate lap
time: multiple shooting and direct collocation. The main
difference between these methods lies in the discretization
approach for the problem’s solution. Massaro and Lime-
beer (Massaro and D. J.N. Limebeer 2021) describe mul-
tiple examples of how these methods are implemented for
the estimation of lap time in racing cars. However, this
project centers on the use of direct collocation.

Direct collocation is a method that discretizes the tra-
jectory optimization problem by converting the original
problem into a nonlinear program through a process called
transcription (Kelly 2017; Becerra 2013). This is achieved
by approximating all of the continuous functions in the
problem statement as polynomial splines. Polynomial
splines offer the advantage of computing integrals and
derivatives based on a relatively small number of polyno-
mial coefficients. The nonlinear program proposes a new
solution in each iteration until it reaches a certain toler-

ance. In particular for this project, direct collocation is
solved through Dymos.

The optimal control problem is formulated as a min-
imum lap time problem, with constraints applied to the
grip levels of the vehicle, as well as kinematic constraints
on the track limits. It is solved in Dymos, a python-based
package that builds on top of the OpenMDAO architecture
to solve optimal control problems (R. D. Falck and Gray
2019; R. Falck et al. 2021). This provides a framework
to easily implement the hybrid approach for the vehicle
model being proposed as it leverages the derivative han-
dling characteristics embedded in the Dymos architecture
while relying on powerful solvers for these problems like
IPOPT (Wichter and Biegler 2006). Additionally, Dymos
already has tested reduced order model vehicle formula-
tion presented used for aerodynamic (Buck and J. R. R. A.
Martins 2023) and tire model sensitivity (Zarate Villazon
et al. 2026) analyses. This model is taken as a starting
point for the development of this research and tailored and
expanded for the specific applications under investigation.

2.3 Research questions and capability gap

In order to achieve the objective defined, two main ques-
tions need to be addressed in this research effort. The first
question is: How to use the open-loop driver experiment
in a discretized manner so that it can be used in collo-
cation optimization? This question is primarily driven by
the interest in using collocation optimization and the exact
model used in the DIL simulator. The second question is:
Can the model complexity be reduced in an intermediate
step so the optimal control problem is simpler?

The use of the open-loop driver experiment requires a
setup process to be able to extract information from it. As
mentioned earlier, this formulation requires the inclusion
of thousands of parameters to define the whole vehicle
state. When it comes to using the model in a discretized
manner, there would be three options: to use the optimizer
to handle all the thousands of parameters, to use a quasi-
steady state solver, or to use an external aid to save the
states of the model. Using the optimizer to save all the
states is infeasible as the number of states is so large that it
would cause memory issues in the optimization code. The
use of a quasi-steady state solver to approximate the state
is a possibility that has been explored with limited success.
The third option that has been identified is called FMU
serialization (Modelica Association 2023). This method
consists of getting the state of a simulation at a certain
point and saving the respective state into a file to restart
the simulation at a later stage.

The second question lies in the capacity of reducing
the model complexity so the problem handled by the op-
timizer is simpler. This can be achieved by using the cal-
culations performed by the FMU to inform the states of a
lower fidelity model such as the one in the example prob-
lem from Dymos. However, this creates questions around
how to properly use the FMU to achieve this, specifically
around the sensitivity, timestep compatibility, and the fact
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that a proper connection would need to be approached not
only from the values, but also from the derivatives.

The problem with the derivatives is particularly rele-
vant for this problem. Direct collocation is a method to
solve optimal control problems that leverages a model’s
sparsity. Sparse models are those that have a large frac-
tion of their parameters set to zero. This is particularly
relevant when it comes to defining the Jacobian for our
model. There have been different approaches that help
define Jacobians sparsely using the Functional Mock-Up
interface standard (Akesson et al. 2012). However, due
to the fact that the model contains so many suspension
compliances and filtered data from look-up tables, the ap-
proach to obtain derivatives directly from the FMU is chal-
lenging. The alternative explored in this work is to obtain
the derivatives in the reduced-order model as it also aligns
with the choice to test a co-simulation FMU. Additionally,
this leverages the techniques developed in OpenMDAO to
couple derivatives from heterogeneous numerical models
(Hwang and J. R. Martins 2018). In particular, the deriva-
tives for the reduced-order model can be obtained through
a finite-differencing algorithm or through automatic dif-
ferentiation (Giine, et al. 2018). In summary, the selection
of derivatives for this problem requires thoughtful consid-
eration, as each solution presents tradeoffs between feasi-
bility, accuracy and practicality.

Overall, these questions are linked to relevant gaps for
the industry that make this problem relevant for entities
beyond the specific scope of this problem. One of the
identified gaps is the use of these high-fidelity models in a
wider variety of applications. The research questions pro-
posed here can aid in expanding the use of Modelica-based
high-fidelity models. Serialization can provide a way to
keep using a high-fidelity model when performing design
space exploration around a specific state. Additionally, the
use of these high-fidelity models represented by FMUs in
reduced-order models can help architect models with mul-
tiple levels of fidelity.

3 Method

The method section is divided into two subsections. The
first describes the method for the preliminary experiments
that enable the determination of the feasibility of the ap-
proach. The second provides a pilot implementation of
the general solution of the problem. The FMUs described
throughout the section were executed in Python through
the FMpy library (Sommer 2023). For the purposes of
this paper, the OpenMDAO model that is executed in Dy-
mos can also be referred as the reduced-order model or
the lower-fidelity model. This model has three degrees
of freedom (two translational and one rotational) and in-
tegrates kinematics related to the position of the vehicle
against the centerline of the track as well as dynamic prop-
erties related to tire force responses and damping charac-
teristics in the vehicle. This is the calculation block re-
ferred to as Lower Fidelity Car Model in Figure 2. The

model created in Dymola using the Vehicle Dynamics Li-
brary is also referred to as the high-fidelity model. As
this higher fidelity model can better represent the dynamic
characteristics of the vehicle, the emphasis of the integra-
tion was to solve for specific states in the lower fidelity
by executing the FMU, instead of the direct equations of
motion. This allows for information about the dynamics
to be computed by the FMU but maintaining the simpli-
fied kinematics of the lower fidelity model. This is the
calculation block referred to as Car FMU in Figure 2 and
the specific states being solved following this approach are
detailed in the gray blocks at the intersection of the blocks
referring to the models. By approaching this problem with
two separate models, the kinematic information about the
track’s parameters and their evolution is maintained, pro-
viding a tested basis and controlling directly where fidelity
is increased by adding dynamic effects calculated by the
FMU directly.

3.1 Preliminary experiments that enable the
general approach

A series of feasibility tests were performed to fully test the
model formulation of combining a high-fidelity Modelica-
based model with a lower-fidelity model through FMUs .
Two main threads have been identified to establish the pre-
liminary experiments: one related to the model and one re-
lated to the optimizer. The model-related research focuses
on establishing the feasibility of using the FMU to repre-
sent higher-fidelity dynamics in the lower-fidelity model.
The optimizer-related research focuses on establishing the
feasibility of Dymos as the collocation solver, especially
in its ability to adapt external models to represent the dy-
namics of the system. The following paragraphs focus on
establishing the method for each of the experiments that
would enable the general approach described in Section
3.2.

M1: Verify that serialization is compatible with the
open-loop driver formulation

This experiment has the purpose of testing the compat-
ibility of using serialization for the FMU associated with
the open-loop driver formulation with the race car. The
hypothesis for this experiment is that the simulation would
have the same results regardless of how many times it has
been stopped and restarted from a serialization file in the
process.

To test this assumption, the open-loop driver experi-
ment is simulated based on throttle, gear, clutch, braking,
and steering inputs that have been recorded from the DIL
simulator. These inputs are parsed into the FMU at a fre-
quency of 100Hz and an arbitrary number of serialization
files is created, each of these at an equidistant point in
either time or position. The outputs calculated from the
FMU for the complete run are saved into a dataframe for
future analysis. Then, a simulation is executed, parsing
the same inputs that were recorded, only that this simula-
tion is stopped at the respective point in time or position
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Figure 2. Reduced-order Model Implementation with the vehicle’s FMU

where a serialized file was created. There, the FMU is
deleted and re-instantiated using the respective serializa-
tion file. This process is repeated for every existing point
where a serialization file exists. The results for this pro-
cess are appended in order to assemble the equivalent of
a full simulation run. Finally, the results of the full sim-
ulation run, the serialized run, and the recording from the
DIL simulator are compared.

M2: Determine if the FMU remains sensitive to
changes in the controls after being serialized

This experiment has the purpose of determining the sen-
sitivity of the experiment to changes in the controls after
being serialized. The validation of this condition is critical
for a successful implementation of FMUs in a reduced-
order model. Additionally, once this has been established,
there is a need to determine a timestep that, on the one
hand, allows the controller changes to have an impact on
the vehicle’s state while, on the other hand, maintains the
vehicle at a position representative of the collocation node.
These validations provide more information about what is
needed to implement the vehicle model’s FMU.

To confirm these validations, two different tests are ex-
ecuted. The first consists of fixing the control inputs and
initializing the FMU with random serialized files that were
generated during the execution of experiment M1. The
simulation is executed, and the results are retrieved for dif-
ferent timesteps that go from 0.0005s to 0.0045s. Based
on these results, a timestep would be selected. With the
selected timestep, variations to the controls are proposed.
These variations have the objective of demonstrating the
robustness of the approach. Avoiding non-linear behav-
iors is the main driver for the timestep decision. Seeing
variability when the controls are changed will confirm that
the timestep selection was correct.

M3: Test the connection of the higher fidelity model
with the lower fidelity model that is exposed to the op-
timizer

This test is part of the debugging effort but already im-
plements the general solution described in Section 3.2.
The objective of this test is to determine that a correct
connection has been formed between the lower fidelity
model and the high fidelity model represented by the
FMU. This is especially important as any error in this con-
nection would create a discontinuous state that would spi-
ral into non-convergence of the optimal control problem.
An Extended Design Structure Matrix that describes this
reduced-order model and how it is implemented with the
FMU is shown in Figure 2. The geometric and kinematic
variables illustrated in Figure 2 define the vehicle’s state
relative to the path. It details the specific vehicle states
that are computed by the FMU and then passed into the
lower fidelity model.

In order to test this connection, the complete problem
is executed in Dymos. The main difference is that the
limit of iterations is 1, which allows us to identify pos-
sible values where the connection is not working. Then,
the limit is progressively raised to start testing the effect of
the high-fidelity states on the lower-fidelity states. Over-
all, this process is mostly a debugging tool for the general
approach that needs to be complemented with the deriva-
tive formulation tests. As described in Section 3.2, every
time the model is executed in Dymos, the resulting state
is saved again through serialization. To test the evolution
of states that Dymos is proposing, a comparison between
the data stored in the original serialization files obtained
with the DIL data and the data stored in the serialization
files of the Dymos optimization results is proposed as a
debugging tool to identify potential issues for this prob-
lem. In particular, the comparison has to show that the
optimizer’s model has the same state as the high-fidelity
model as it is executed. This ensures that the problem is
formulated correctly and that no mistakes arise from the
FMU formulation.
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O1: Verify that the optimizer can converge with exter-
nal code

The objective of this test is to establish that the model
that interfaces directly with Dymos is compatible with ex-
ternal code executions to calculate its state. The compat-
ibility of Dymos is crucial as the idea to implement the
FMU directly hinges on this capability. Additionally, it
was particularly relevant to establish its feasibility as there
are no examples publicly available where this capability
was demonstrated. However, testing this directly with the
full vehicle FMU requires additional enablers to work, so
this test focuses on a simpler representative problem.

To formulate a representative problem that is simple
enough, lower fidelity model’s calculation of the lateral
force for the tire was replaced by a function call of an ex-
ternal tire model. This model takes the slip angle of the
tire and the normal force of the vehicle to estimate the lat-
eral force. A simplifying assumption was made to avoid
changing the example model where the body slip angle
was used as the tire slip angle in the rear tires and the sum
of the body slip angle and steer angle in lieu of the tire slip
angle for the front tires. Once the code is implemented, the
example model is executed as a standard Dymos problem.

02: Determine the node location precisely

As explained in Section 2.2, collocation optimization
relies on the discretization of the trajectory. Consequently,
it is imperative to understand the algorithm that Dymos
uses to discretize the track. To fully understand the im-
pact of this algorithm on a racetrack, an experiment is re-
quired. The hypothesis is that the nodes are determined
equidistantly.

To test this hypothesis, the experiment is executed with
the example model. The main difference consists of in-
cluding specific plots that show where the nodes are lo-
cated. Additionally, a plot that shows the distance between
each of the nodes is used. The distance between nodes is
calculated using the Euclidean planar distance.

03: Testing methods to obtain the derivatives

One of the most important things to determine for this
problem is the combination of derivatives that would aid
the optimizer in achieving the final result. As explained
in Section 2.2, there are three main ways to implement
derivatives in Dymos: automatic differentiation through
the Google Jax algorithm, finite differencing, and the defi-
nition of the analytical derivative calculation. These meth-
ods can be mixed and matched as needed for the applica-
tion being developed. As there is no reference as to which
method could work better for each of the different states,
not in the literature or in the advice of subject matter ex-
perts, the only approach is to test all the possible combi-
nations.

This approach can only be tested by progressively in-
creasing the number of iterations and verifying if it is di-
verging. Once the optimizer converges, the possible dif-
ferential of the controls is increased. More precisely, this
will reuse the approach presented in M3 to compare the

progression of the states using the serialization files. The
comparisons will highlight how the problem is diverging
and shine a light on the issues associated with the deriva-
tives.

3.2 General Solution Proposed Approach

The method presented here uses the enablers described
in the previous section. In particular, the method starts
by running the inputs recorded in a hardware-in-the-loop
model through a software-in-the-loop simulation that uses
the open-loop driver experiment with a vehicle model.
Through serialization, the vehicle states will be saved
in the representative positions of each of the collocation
nodes. This allows exercising high-fidelity models at each
of the nodes while keeping sparsity by defaulting the ma-
jority of the states to representative values based on an
existing lap. From here, the model is exercised in the op-
timal control problem through direct collocation to obtain
the path optimization scheme. Figure 3 has a graphical
representation of the steps that make up this method. The
following paragraphs explain in further detail each of the
steps described in Figure 3.

~
[ Record data for a lap in a DIL simulator

!

~
[ Generate a serialization file for the state at each

of the collocation nodes

!

Use the serialization files to define the initial
guess of the optimization

!

e DN
Solve the optimal control problem with a simpler
model using the states calculated by the FMU
instead of all the dynamics

\< J

Figure 3. Implementation of Serialization of FMUs in Optimal
Control Problem using Direct Collocation

Record data for a lap in a Driver-In-The-Loop (DIL)
simulator:

The process to obtain the data consists of recording it
using a professional DIL simulator. The data is recorded
at 100Hz. The options to initialize the lap include a lap
performed by a professional driver and a lap performed by
the author which needless to say, is significantly slower
than the lap of a professional driver but has the advantage
of not bringing the car to the limit of performance, leaving
more room for the optimizer to optimize, as well as for
model stability in general.

Generate a serialization file for the state at each of the
collocation nodes:
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This process consists of using an open-loop driver ex-
periment and broadcasting the inputs recorded in the open-
loop driving experiment in the FMU in order to replicate
the vehicle states in the FMU itself. In particular, throttle,
gear, clutch, braking force, and steering wheel angle are
used to operate the vehicle through the FMU, and these
inputs are based on the recorded data from the previous
step. Then, once the vehicle reaches each of the collo-
cation nodes, its state gets serialized and saved in a file
for future use. Finally, there is a validation run where the
whole lap is simulated and compared with a simulation
that uses the serialized states.

Use the serialization files to define the first step of the
optimization:

The files obtained that describe the serialized states are
used to initialize the FMU at each of the collocation nodes.
This allows initializing a FMU at a representative state at
each of the collocation nodes. Not only does this approach
result in a very good solution to the problem of initializing
the open-loop driver FMU without needing a QSS solver,
but it also provides the optimizer with a good initial guess
so that ideally it would converge faster. Nonetheless, this
choice can preclude alternate minima, far from the solu-
tion found in the case of a given initial guess, from ever
being found. As a consequence, a study on the effects of
this choice is warranted, but outside of the scope of this
effort to establish feasibility.

Solve the optimal control problem with a simpler
model using the states calculated by the FMU instead
of all the dynamics:

This part consists of letting Dymos execute the prob-
lem. In particular, it contains two main loops, one where
the Jacobian is defined and one that works with the opti-
mization directly. Each of these loops depends on updat-
ing the state on each of the nodes by using the serialized
state obtained previously. These steps are solved in the
reduced-order model, where the FMU is used to calculate
some of the steps. It is important to note that the solution
of the optimal control problem would carry the continu-
ous propagation of the vehicle states between the serial-
ized nodes. Figure 4 depicts how these elements interact
with each other.

4 Analysis

The feasibility demonstration experiments described in
Section 3 were executed to test the proposed approach.
In particular, experiments M1, M2 and O1 described in
Section 3.1 are crucial for this purpose. This section will
show the results from these feasibility tests in a sequence
that allows establishing the feasibility of the general ap-
proach presented in Section 3.2 and then present the pre-
liminary results and discuss some of the issues related to
the implementation of the general approach.
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Figure 4. Dymos solution algorithm with the reduced-order
model

4.1 Feasibility Results

M1: Verify that serialization is compatible with the
open-loop driver formulation

The results presented in Figure 5 are recorded as the car
drives around the Watkins Glen racetrack in a motionless
Driver-in-the-Loop simulator (also known as GTX). They
used the same vehicle model as the one represented by the
FMU. The simulation using serialization of the FMU as-
sumes a discretization of 40 equidistant nodes along the
track. It can be observed that the results recorded from the
GTX are slightly different from those simulated. How-
ever, there are no differences between the full simulation
and the serialized simulation. This lack of differences
demonstrates that serialization is a robust approach to stop
simulations and resume them at later points without loss
of precision in the results.

M2: Determine if the FMU remains sensitive to
changes in the controls after being serialized

Once the feasibility of this approach has been estab-
lished, the feasibility of changing its controls after deseri-
alizing the state needs to be assessed. Figure 6 shows the
first batch of tests where the required timestep is analyzed.
The results show a randomly selected node; however, the
experiment was repeated at many nodes to ensure the ro-
bustness of the solution. It can be observed that changes
in the steering wheel angle at the beginning of the simula-
tion were able to induce changes in the lateral acceleration
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channels for a demonstration lap

of the vehicle, confirming the propagation of changes in
control inputs into the vehicle dynamics within the first 5
milliseconds. This informed the timestep that can be used
for further evaluation in other steps, which was set at 6
milliseconds to allow some additional margin.
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Timestep sensitivity results at a randomly selected

Once a reasonable timestep was established, the experi-
ment shifted to determining if the model remained reactive
to changes in the controls. As such, multiple experiments
were executed, where the values in the throttle, steering,
and brake inputs were varied. This change was enforced
by multiplying the changes in the controls by a random
constant that ranges from O to 1. Figure 7 shows the results
for these experiments. It can be observed that the model
remains reactive to these changes in the controls, as the
values presented in the figures exhibit significant variation
with different values of the constant. The determination of
the values for the controls depends on the optimizer for the
optimal control approach. The only remaining risk from
this experiment consists of the optimizer destabilizing the
car and not being able to recover it afterward.

O1: Verify that the optimizer can converge with exter-
nal code

A compiled version in C of a Pacejka-MF-based tire
model was used to test the optimizer’s compatibility with
external codes. This model substituted all the tire lateral
force calculations in the model. These results show that
Dymos is capable of robustly integrating external calcula-
tions. More importantly, as the derivatives were not ex-
ported from the model itself, but rather calculated in Dy-
mos, it can be said that Dymos numerical methods for
derivative calculation are enough to calculate the deriva-
tives for these problems.

02: Determine the node location precisely The
Watkins Glen track was used to analyze the algorithm with
which Dymos places the nodes to solve the collocation
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problem. This track has a mixture of corners that can shine
a light on potential flawed assumptions in terms of how
the distance algorithm works. Figure 8 shows the distri-
bution of nodes around the track. It can be observed that
the nodes appear to be evenly distributed in both cases.
However, further investigation into the spacing algorithm
is needed to validate this assumption as it can impact the
approach used to serialize the FMU. Figure 8c shows the
distance between each of the nodes for the 60 node sepa-
ration. It can be observed that the distance between these
nodes is not equal. This can be attributed to a difference
in the distance calculation approaches that Dymos follows
and the one used for these calculations. One potential
explanation could be that the Gauss-Lobato transcription
used by Dymos spaces the nodes evenly along the curva-
ture, instead of just considering an equal Euclidean dis-
tance. Further investigation may be necessary to validate
the impact of these assumptions in the serialization of the
FMU.

The following experiments start implementing the gen-
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Figure 8. Node location definition with different number of
nodes

eral approach as described in the methodology. In partic-
ular, data from a lap recorded in the Driver-in-the-Loop
simulator for the Watkins Glen track was used. This data
was then exercised through an open-loop driver experi-
ment to obtain a serialization file at each of the collocation
nodes. For this stage of the development of the tool, only
40 collocation nodes were used.

M3: Test the connection of the higher fidelity model
with the lower fidelity model that is exposed to the op-
timizer

Serialization files were created by executing the prob-
lem with the initial state. The number of iterations was
limited to just one to test the connection between the mod-
els. Figure 9 shows the comparison of different represen-
tative channels at each of the collocation nodes. It can be
seen that, as expected, the model is not affected when ex-
posed to the optimizer and left for just one iteration. How-
ever, it can be seen that some channels are not identical,
such as the longitudinal acceleration and the derivative of
the slip angle. These channels are a sample of the states
related to the dynamics that were handled by the FMU
and then passed into the reduced-order model. The ob-
served differences in these underscore that the model is
connected correctly and is integrated in the evaluation of
the reduced-order model.
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(a) Derivative of slip angle (b) Slip angle of left-front tire

bl ik

(c) Brake pedal force (d) Longitudinal acceleration
Figure 9. Vehicle states after one iteration of the optimizer
based on the serialization

03: Testing methods to obtain the derivatives The
first iteration in this test significantly limited the range of
values that the controls can use. This is to ensure that the
rest of the states that are not passed directly from the high-
fidelity model to the reduced-order model are calculated
correctly and numerical instabilities are not induced. Fig-
ure 10 shows the evolution of different states through vari-
ous iterations in the optimization loop using a finite differ-
ences method with automatic step size. Nonetheless, the
model is still unable to converge, and the algorithm exits
based on the number of iterations. Interestingly, the results
suggest aggressive braking in this configuration. This sug-
gests that there may be potential issues with the gradient
that calculates the brakes. Additionally, an error related
to licenses from the FMU made the optimization crash
on the 48th iteration. The experiment may be repeated
in other environments to validate the cause of this, but it is
an issue that requires further research. Finally, while other
alternative derivative approaches could be attempted, they
were not implemented in this work as the exact FMU un-
der consideration could not support complex-step or auto-
matic differentiation methods.

5 Conclusions

Optimal control theory applied in motorsport typically
uses vehicle models with a large number of simplifications
and assumptions. These assumptions typically diminish
the value of optimization solutions and the overall model-
ing effort as the uncertainty becomes too high to accept for
this application. This paper presents a method to imple-
ment a high-fidelity model in an optimal control problem
along with initial feasibility checks and a pilot implemen-
tation. The main objective is to identify the challenges
and high technical difficulties in this kind of problem that
demand these assumptions to be made.

(c) Brake pedal force

(d) Lateral acceleration

Figure 10. Vehicle state evolution as a result of the optimizer
iterations

The model was exported as a FMU and interfaced
with the Dymos optimal control library through the FMPy
package. Different experiments were proposed to validate
that the model was ready to be integrated into the prob-
lem. The first set of these experiments aimed to validate
the feasibility of the proposed effort, including important
enablers such as serialization of FMUs in Dymos. Future
work can lie in understanding the link between the data
used to initialize the simulation and the final results. Ad-
ditionally, an important demonstration of the feasibility of
Dymos to converge when the model is calculated with ex-
ternal codes was presented. These feasibility tests show
that the enablers identified are compatible with this prob-
lem, and therefore, further tests on the approach can be
made.

The second set of tests focuses on understanding the
methods that Dymos uses. In particular, the experiments
test the connection between the high-fidelity model and
the OpenMDAO model that is exposed to Dymos. In con-
junction with the experiments to determine the node loca-
tion, we can conclude that the formulation using serializa-
tion to represent the high-fidelity model in an optimization
environment has potential, although it can present integra-
tion challenges that require investigation.

The derivatives problem is the most challenging to de-
bug as higher fidelity vehicle models can include states
with non-linearities and discontinuities. The approach
of restricting the controls significantly is effective, which
suggests potential issues in the specific derivatives that de-
pend on the controls. Furthermore, it can be seen that the
presented path appears reasonable, although some param-
eters, such as the velocity, are not completely accurate,
which requires further research on the solution methods.
Given the success of this approach, the suggested imple-
mentation of these high-fidelity models consists of using
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data from a lap driven by a professional driver, or in other
words, very close to optimal, and using the optimizer to
extract additional performance from the lap. However,
further research on this problem might show how to solve
this problem when larger differences in the control from
the original state are desired.
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Abstract

Structured connectors (ports) are available in many simu-
lation languages, including FMI (Functional Mockup
Interface) and Modelica. However, such a concept is
missing in SSP (System Structure and Parameterization)
making it incompatible with its closest related standards.

This paper describes a possible extension to SSP to
(1) enable the use of FMI 3 components with terminals,
and (2) support structured connections between SSP
subsystems.

Keywords. System Structure and Parameterization, SSP,
FMI, Modelica, standardization

1 Background

System Structure and Parameterization (SSP) (Mai et al.,
2024) is a tool independent standard to define complete
systems. In a typical use of SSP, the system description
consists of several interconnected Functional Mockup
Units (FMUs), nested system descriptions, and their para-
meterizations and other related data, as shown in Figure 1.
SSP is gaining popularity and is supported by several tools
e.g. Dymola (Dassault Systémes, 2019), easySSP
(eXXecellent solutions, 2026), and FMIBench (Mai, 2025).

A bit of historical background is needed to understand the
motivation and design of terminals for SSP.

Drivetrain

B

 S—

elrive_stimuli Drive_Control
frni frmi o
e = }_ L
FMI2.0 C5 FMI 2.0 C5

Figure 1. Simple hierarchical system model.

1.1 Why Terminals?
Terminals offer several system design advantages.

e Grouping of connectors (input, output, acausal,
nested terminals) so they can be managed as one
unit, for example to make a connection. Hence the
maze of connection lines is reduced.

e Separation of terminal definition from its use,
especially that the terminal can be changed without
affecting the connection topology.

e Decluttering of the namespace, as members of the
terminal are local.

In SSP there are no structured connectors (ports), although
components may use such types internally.

Structured types have existed for a long time in program-
ming languages, such as COBOL (CODASYL, 1960).
The concept was missing in languages embraced by the
simulation community, notably FORTRAN (Backus, et
al., 1956) and APL (Iverson, 1962).

Terminals are a very active topic in the SSP design group.
While the design is still being hashed out, it is likely that
some form will materialize in a future SSP specification.
The key motivation for this paper is to solicit input on
various design options.

1.2 SSP History

In one sense, SSP can be seen as the brainchild of FMI
(Bertsch & Sommer, 2024), adding (mainly) connection
structure between multiple components and parameter
sets, which were regarded as beyond the scope of FMI.
However, SSP is expressed in more general terms which
did not force it into an FMI-only framework. Because
early versions of FMI had neither arrays nor structured
ports, so was SSP designed without such features.

FMI version 3 has evolved and supports both arrays and a
particular form of structured connectors that were
backported to FMI 2.0.4. FMI terminals allow grouping
of connectors, but unusually (compared to programming
languages) requires the terminal members to be defined as
connectors in parallel to the terminal. The motivation for
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such a design is backward compatibility — it provides a
terminal concept that can be ignored.!

SSP version 2 tried to catch up with FMI 3 with support
for additional basic types and arrays, for example. SSP 2.0
is also clearer that it can support non-FMU components if
the tool supports it, and Modelica (Olsson, 2026)
components are explicitly supported. The terminal
concept is more complicated, and it was not clear that
reusing the FMI approach would be appropriate. For that
reason, terminals have been scheduled for a later release.

2 Outline of the Requirements Space

Terminals in SSP face a number of requirements, some of
which seem contradictory.

2.1 FMI 3 Terminals in SSP

Obviously FMUs with terminals must be supported by
SSP. SSP offers redundant interface declarations; even
though the FMU defines the exact interface, the SSP
component definitions repeats the interface. This allows
faithful graphical and semantic knowledge of the compo-
nent without the need to process the content of the FMU.
Consequently, SSP needs a syntax to represent FMI
terminals.

FMI’s design choice to make terminals an ignorable
feature should if possible be preserved in SSP for
compatibility reasons.

2.2 System Terminals in SSP

An SSP model may comprise not only FMU components
but also multiple levels of subsystems defined within the
SSP framework as System Structure Descriptions. The
need for terminals that arises for FMUs is also present for
SSP systems, either to connect FMU terminals to the
system interface or to interconnect several SSP sub-
systems.

When other modeling languages, such as Modelica, are
mapped to SSP there is a need for a more capable terminal
concept in SSP compared to FMI. One such requirement
is the support of acausal connectors. However, attributes
such as final, inner, outer, replaceable, flow and stream
connectors can only be represented by annotations in SSP.
Flow variables are part of FMI 3.0 though.

The particular form of terminals with externally defined
connectors can possibly be motivated by FMI compati-
bility, but that need is not present in native SSP. Hence,
SSP opens the possibility of a better encapsulated terminal
concept and common definitions of structured connector

types.

! There is precedence for “feature you can ignore™, e.g. the
boolean datatype in C++ (Briick & Koenig, 1993). But it

2.3 Empty Connectors in SSP

SSP is used not only to describe complete, ready-to-
simulate models, it has also gained traction as a light-
weight description of system architecture. In that context
it becomes natural to define connectors without any
contents, to be refined in a later design phase.

This particular use is close to the use of (empty) bus
connectors in Modelica.

2.4 Parameter Records

Influenced by FMI, parameters are defined as a particular
form of connector in SSP. The somewhat far-fetched logic
being that parameters are part of the interface.

Parameters are often grouped in a record structure. The
terminal concept should support that too, which however
may have an impact on the parameter set data format.

SSP terminals correspond to SysML record types, within
the semantic limitations of SSP connectors.

2.5 Summary of Requirements on Terminals

SSP may require a terminal concept that comes in two
flavors: one to provide FMI 3 compatibility, and another
more general end better encapsulated for SSP systems.

A concrete list of requirements include:

e Support for FMI 3 terminals with externally defined
connectors.

e Support for encapsulated terminals
connectors are defined within the terminal.

e Possibility to define common terminal types, which
can be used to express common interfaces for many
components and systems.

e Optionally reuse the terminal concept to define
parameter records (as parameters are a particular
kind of connector in SSP).

e Optionally to define parameter sets (SSV) with
values of record type.

where

The rest of the paper details a possible terminal design.

3 A Concrete Design Proposal

The following two kinds of terminal definitions are
proposed, each addressing one key design requirement.
The next section will discuss a potential unification.

The use of XML namespaces is not fully consistent in
SSP. This paper mainly uses the SSD namespace (part of
the description), but the SSC namespace (common part)
might be a better choice.

is still a questionable sacrifice to meet requests for
backward compatibility.
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3.1 Terminal as a Grouping of FMI
Connectors

Meeting the need to map FMI terminals to SSP, a similar
terminal concept is introduced.

e It names a terminal (port).

e [t enumerates which connectors are considered part
of the terminal.

e The connector definitions are separate, but must be
at the same hierarchical level.

e Terminals may be connected as if they were
connectors.

Here is an example of such a definition where parts not
essential for the exposition have been omitted:

<ssd:Component name="Source fmu">
<ssd:Connectors>
<ssd:Connector kind="output"
name="tSource pos">
<ssc:Real/>
</ssd:Connector>
<ssd:Connector kind="output"
name="tSource neg">
<ssc:Real/>
</ssd:Connector>
<ssd:Connector kind="input"
name="tSource feedback">
<ssc:Real/>
</ssd:Connector>
</ssd:Connectors>

<ssd:Terminals>
<ssd:Terminal name="tSource">
<ssd:TerminalMemberVariable
memberName="pos"
variableName="tSource pos"/>
<ssd:TerminalMemberVariable
memberName="neg"
variableName="tSource neg"/>
<ssd:TerminalMemberVariable
memberName="feedback"
variableName="tSource feedback"/>
</ssd:Terminal>
</ssd:Terminals>

/>

<ssd:ElementGeometry
</ssd:Component>

What we see here is a component definition with three
traditional SSP connectors (two outputs, one input),
followed by a terminal definition tSource that groups the
connectors.

One can argue that the terminal definition could either
define a port (as shown here) or just a terminal type that
must be instantiated. Because such terminal definitions
refer to local connectors, hence cannot be shared between
components, the first was chosen.

Terminals in FMI have additional attributes such as
matchingRule and variableKind that also need to be
defined in an SSP context.

3.2 Terminal Definitions for Native SSP

Modelica and most programming languages use an
approach where the terminal’s content is directly defined,
avoiding the redundancy of individual connectors with
grouping tacked on. A consequence is of course that the
terminal is always used for connections.

Such an approach naturally lends itself to a separation of
terminal definitions and connectors, where the terminal
definition becomes a type in the conventional sense.
Hence a single terminal definition can be used by many
components, making intended connection compatibility
easy to establish. The (terminal) connector can be defined
as any other connector, with an appropriate type reference.

This is an example of a component definition with one
(terminal) connector.

<ssd:Component name="Source component">
<ssd:Connectors>
<ssd:Connector kind="undefined"
name="tSource">
<ssd:Terminal name="tSourceType"
</ssd:Connector>
</ssd:Connectors>
<ssd:ElementGeometry
</ssd:Component>

/>

/>

The designation kind="undefined" is SSP’s way of
defining acausal connectors. The separate terminal type
definition section would be:

<ssd:Terminals>
<ssd:TerminalDefinition
name="tSourceType">
<ssd:Connector kind="output"
name="pos">
<ssc:Real/>
</ssd:Connector>
<ssd:Connector kind="output"
name="neg">
<ssc:Real/>
</ssd:Connector>
<ssd:Connector kind="input"
name="feedback">
<ssc:Real/>
</ssd:Connector>
</ssd:TerminalDefinition>
</ssd:Terminals>

It should be noted that SSP already has a very similar type
definition concept for enumerations.

This approach offers several advantages.

e There is a clear separation between terminal type
definitions and their usage.
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e Terminal definitions can be shared by several
components and sub-systems, hence aiding
connection compatibility. It also lends itself to
defining interfaces when SSP is used as a system
architecture language.

e There are no redundant definitions, and in particular
the risk of connecting twice (directly to connector
and to terminal) is avoided.

e The terminal’s use as a connector is clear, because
the terminal is just a particular connector type (like
enumerations).

A terminal concept like this is conventional, even if it
disagrees with FMI. A more complete example is shown
in the Appendix.

Sub-typing relationships are very limited in SSP. First,
they cannot be explicitly constructed by e.g. inheritance.
However, any tool must check and apply structural
equivalence to implement connections. A special case
could be made for bus connections, where the connection
topology defines the bus contents; SSP does not (yet)
support buses as a fundamental construct.

3.3 Connections to Terminals

There is no need to syntactically distinguish connections
between terminals from connections to current SSP
connectors. Proper interpretation of connections in any
case requires an analysis by the tool of what is connected.
To human readers a connection is a connection.

However, we need a construct to name individual
members of a terminal when connecting to scalar non-
terminals. Many languages use dot-notation t.m, but that
would impose a restriction on the user’s namespace. A
structured XML element is probably a better choice.

4 Is a Unified Design Possible?
The short answer is no and yes.

The key property that makes these two approaches hard to
unify is the “feature you can ignore” aspect of FMI
terminals. From that follows both the semantics and
structure of terminals. For example, it makes it hard to
define common terminal types shared by many compo-
nents.

However, imagine it would be possible to forego that
flexibility in SSP; if you use terminals in your FMU you
must use them when connecting in SSP. That would make
it possible to map FMI terminals to “native” SSP
terminals, with the resulting benefits in data abstraction.

The native SSP terminal definition can be default-mapped
to the corresponding FMI terminal. There is however a
shift in the relation between a terminal and the constituent
individual connectors.

e In FMI, the connectors are defined individually, and
the terminal groups them.

e In SSP, the terminal defines the connectors, but they
can be used to define individual connectors with the
same name if needed.

In the case where the flexible relationship between
terminal member names and individual connectors is
needed, we can provide a shortened mapping definition.
Assuming the definition of tSourceType as above, we
can define the component interface as:

<ssd:Component name="Source fmu">
<ssd:Connectors>
<ssd:Connector kind="undefined"
name="tSource">
<ssd:Terminal name="tSourceType">
<ssd:TerminalMapping
memberName="pos"
variableName="tSource pos"/>
<ssd: TerminalMapping
memberName="neg"
variableName="tSource neg"/>
<ssd: TerminalMapping
memberName="feedback"
variableName="tSource feedback"/>
</ssd:Terminal>
</ssd:Connector>

<!-- Implied conn. from mappings:
tSource pos, tSource neg and
tSource feedback -->

/>

<ssd:ElementGeometry
</ssd:Component>

In many cases an automatic mapping to FMI terminals
(without renaming) would be sufficient.

The alternative would be to go in the opposite direction,
to map all SSP terminals to the FMI concept. That would
of course keep SSP closer to its FMI roots, but is
undesirable due to the more convoluted semantics and loss
of data abstraction.

5 Summary

The need for terminals (structured connectors, or ports) in
SSP was identified. Two partially contradicting needs
have been identified: FMI compatibility and good design
with less need for absolute backward compatibility. A
unification is possible if we stretch the SSP semantics to
cope with FMI terminals.

Several future design decisions lie in the hands of the SSP
group, but the design ideas are converging.
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Appendix

The following example shows the use of terminals in a more complete example comprising two components.

Lu)
Iy
L8

controllers plant

Figure 2 System with terminal connection.

The Modelica code for the model is:

model Systeml "Example system"
ControllerModel controller

annotation (Placement (transformation (extent={{-60,-20},{-20,20}1})));
RobotModel plant
annotation (Placement (transformation (extent={{20,-20},{60,20}})));
equation

connect (controller.axisControlBus, plant.axisControlBus) annotation (Line (
points={{-20,0},{20,0}}, color={255,204,51}, thickness=0.5));
end Systeml;

model ControllerModel "Simplified controller"
AxisControlBus axisControlBus
annotation (Placement (transformation (extent={{90,-10},{110,10}})));
end ControllerModel;

model RobotModel "Simplfied robot model"
AxisControlBus axisControlBus
annotation (Placement (transformation (extent={{-110,-10}, {-90,10}})));
end RobotModel;

expandable connector AxisControlBus "Data bus for one robot axis"
extends Modelica.Icons.SignalSubBus;
Real angle ref (unit="rad") "Reference angle of axis flange";
Real angle (unit="rad") "Angle of axis flange";
Real speed ref (unit="rad/s") "Reference speed of axis flange";
Real speed(unit="rad/s") "Speed of axis flange";
Real acceleration ref (unit="rad/s2") "Reference acceleration of axis flange";
Real acceleration (unit="rad/s2") "Acceleration of axis flange";
end AxisControlBus;

The model is in the architecture phase, so the causality of connectors is unspecified in SSP. The exported System Structure
definition (with some simplification for clarity) is:

<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<ssd:SystemStructureDescription generationTool="Dymola by Dassault Systemes"
name="BusExample" version="2.l-alpha">

<ssd:System description="Example system" name="Systeml">
<ssd:Elements>
<ssd:Component name="controller" source="ControllerModel"
type="application/x-ssp-definition">
<ssd:Connectors>
<ssd:Connector kind="unspecified" name="axisControlBus">
<ssc:Terminal name="AxisControlBus"/>
<ssd:ConnectorGeometry x="1" y="0.5"/>
</ssd:Connector>
</ssd:Connectors>
<ssd:ElementGeometry xl="-60" x2="-20" yl="-20" y2="20"/>
</ssd:Component>
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<ssd:Component name="plant" source="RobotModel"
type="application/x-ssp-definition">
<ssd:Connectors>
<ssd:Connector kind="unspecified" name="axisControlBus">
<ssc:Terminal name="AxisControlBus"/>
<ssd:ConnectorGeometry x="0" y="0.5"/>
</ssd:Connector>
</ssd:Connectors>
<ssd:ElementGeometry x1="20" x2="60" yl="-20" y2="20"/>
</ssd:Component>
</ssd:Elements>

<ssd:Connections>
<ssd:Connection endConnector="axisControlBus" endElement="plant"
startConnector="axisControlBus" startElement="controller">
<ssd:ConnectionGeometry pointsX="-20 20" pointsY="0 0"/>
</ssd:Connection>
</ssd:Connections>

<ssd:SystemGeometry x1="-100" x2="100" yl="-100" y2="100"/>
</ssd:System>

<ssd:Terminals>
<ssd:TerminalDefinition description="Data bus for one axis" name="AxisControlBus">
<ssd:Connector description="Reference angle" kind="unspecified" name="angle ref">
<ssc:Real unit="rad"/>
</ssd:Connector>
<ssd:Connector description="Angle of axis flange" kind="unspecified" name="angle">
<ssc:Real unit="rad"/>
</ssd:Connector>
<ssd:Connector description="Reference speed" kind="unspecified" name="speed ref">
<ssc:Real unit="rad/s"/>
</ssd:Connector>
<ssd:Connector description="Speed of axis flange" kind="unspecified" name="speed">
<ssc:Real unit="rad/s"/>
</ssd:Connector>
<ssd:Connector description="Ref accel" kind="unspecified" name="acceleration ref">
<ssc:Real unit="rad/s2"/>
</ssd:Connector>
<ssd:Connector description="Acceleration" kind="unspecified" name="acceleration">
<ssc:Real unit="rad/s2"/>
</ssd:Connector>
</ssd:TerminalDefinition>
</ssd:Terminals>
<ssd:DefaultExperiment startTime="0" stopTime="1"/>
</ssd:SystemStructureDescription>
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Abstract

Building and district energy systems and their controls are
facing new performance objectives with stricter reliabil-
ity criteria, such as providing grid flexibility, critical cool-
ing to data centers, multi-sector coupling of district net-
works, and lower energy costs for building owners. Veri-
fying that operational requirements are met throughout the
system design process using dynamic simulations leads to
lower commissioning costs, higher up-time, less failure
risk, and provides a basis for system specification and con-
tractual agreements. However, manually verifying opera-
tional requirements from simulation results is a lengthy,
tedious, and repetitive task for modelers, especially for
large and complex systems. The open-source Model-
ica_Requirements Library was previously developed for
defining requirements within a Modelica model and veri-
fying them during a simulation. This paper presents the
open-source Modelica Buildings_Requirements Library,
which extends the Modelica_Requirements Library with
template blocks representing common requirements for
building and district energy and HVAC system applica-
tions. The paper describes the library’s structure and
component models and demonstrates its use to verify the
operational performance of a novel commercial building
HVAC central plant.

Keywords: buildings, HVAC, controls

1 Introduction

1.1 Motivation

Energy systems for buildings, districts, and data centers
are facing new performance objectives with stricter relia-
bility criteria while also needing to maintain affordability.
Examples include enabling grid flexibility (DOE 2021),
providing reliable and efficient heating and cooling to data
centers (Shehabi et al. 2024) and district networks (Som-
mer et al. 2020), and integrating storage and heat recov-
ery in novel HVAC architectures (Gill 2021). The result
is growing complexity in system designs and their con-
trols, leading to system integration challenges in design,
deployment, and operation. Such challenges are being ad-
dressed by the development of a Modelica-based ecosys-
tem of dynamic simulation models capable of represent-
ing novel building and district energy system architectures

and explicit control logic (Wetter, Zuo, et al. 2014; Wetter,
Cimmino, et al. 2025), a model- and verification-based de-
sign process for energy systems known as Platform-Based
Design (PBD) (Sulzer et al. 2023; Wetter, Sulzer, et al.
2026), a digitalized delivery process for controls (Wetter,
Ehrlich, et al. 2022), and Al-assisted modeling workflows
(Batteh 2025; Li 2026). Key to each workflow will be the
ability to systematically specify and formally verify that
operational requirements are being met throughout the de-
sign, deployment, and operation processes, which can in-
clude many different design iterations and virtual testing
scenarios.

Requirements specification and verification throughout
a system’s life-cycle is common in industries such as au-
tomotive, aerospace, and power plants (Otter et al. 2015),
and the building and district energy industries would ben-
efit from adopting these practices. Of particular interest
are operational requirements imposed on dynamic sys-
tem operation and control, for example as defined within
the model-based Design, Verification, and Risk Reduction
workflow of the PBD process used in a recent district en-
ergy system application (Wetter, Dee, et al. 2026). Exam-
ple operational requirements from that platform are:

e O-201: At system-wide level, the heat pumps must
operate at least 30 min when activated, and remain
off for at least 10 minutes.

e 0-202: At system-wide level, all control valves must
show stable operation.

* O-303: At energy transfer station level: The space
heating water supply temperature set point must be
tracked within 1K once the system is in space heating
mode for 10 minutes.

e O-503: At central plant level: The mixing water tem-
perature in the district loop after the central plant
must be between 10.5°C and 24.0°C.

Verifying these types of requirements using dynamic
simulations leads to lower commissioning costs, higher
up-time, and a greater chance of avoiding system failures
that could cause physical damage, significant delays, and
other penalties. Furthermore, it provides a basis for sys-
tem specification and contractual agreements that can be
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carried through each step of a system’s design, deploy-
ment, commissioning, and operation processes.

Despite the benefits of model-based requirements ver-
ification, for large and complex models, tedious manual
verification of simulation results can take many hours, and
includes the repetitive work of inspecting trajectories of
set points versus process variables, cycling rates of equip-
ment, and stability of feedback control loops to name a
few. Automating the process would allow the modeler to
more quickly identify their source and address failures ap-
propriately.

The Modelica_Requirements Library (Otter et al. 2015)
was previously developed to provide basic functionality
to define requirements within a Modelica model and ver-
ify them during a simulation. The library makes use of
3-valued logic so that requirements can be satisfied, vio-
lated, or undecided, with a key advantage over 2-valued
logic (strictly satisfied or violated) being that it allows
for requirements to be untested during periods of equip-
ment inactivity or other conditions where a determination
should not be made. The Modelica_Requirements Library
is useful to provide fundamental Modelica types, func-
tions, and component blocks for specifying and verify-
ing requirements. However, given the significant need and
growth in model-based workflows for building and district
energy and HVAC systems, further development would fa-
cilitate its usage specifically within these applications.

1.2 Objectives

This  paper  presents the  Modelica  Build-
ings_Requirements Library, which extends the Model-
ica_Requirements Library for building and district energy
and HVAC system applications and is available and
being developed open-source at https://github.com/
1lbl-srg/modelica-buildings—requirements.
The objectives of this paper are to present the basic
structure and components of the new library, in Section
2, and demonstrate its use in an example application, in
Section 3. Further discussion of the example usage is
given in Section 4, while conclusions and future work are
given in Section 5.

1.3 Novelty

The novelty of the Modelica Buildings_Requirements Li-
brary is its extension of the Modelica_Requirements Li-
brary to create template Modelica blocks that implement
common operational requirements in a consistent manner,
and combine requirements often grouped together or with
other functionality as-needed. For example, introducing a
delay time for activating requirements, as seen in O-303
above, determining the stability of a signal in a compu-
tationally efficient manner, and consistently exposing pa-
rameters and reporting violations.

2 Library Description

2.1 Structure and Base Classes

The Modelica Buildings_Requirements Library has the
structure shown in Figure 1, with four component mod-
els that are each validated by a model in the validation
package and two base class models in the BaseClasses
package.

In the BaseClasses package, the partial model
BaseClasses.PartialRequirement is a base class
for all component models in the library that instantiates
Modelica_Requirements.Verify.Requirement

and Modelica_Requirements.Interfaces.
ObservationID to consistently allow for specifying
and reporting the name and natural language of a require-
ment in an HTML report generated at the completion
of a simulation, propagated for convenient access to
users through parameters name and text respectively.
The model PartialSignalTestWhenActive extends
PartialRequirement to add capability to activate (with
an optional time delay) or deactivate the requirement with
a boolean input signal. When deactivated, the requirement
block outputs undecided.

v D Buildings_Requirements

0 License
:I GreaterEqual

IE

-t

MinimumDuration
'EI StableContinuousSignal
1| withingand
- @ Validation
P GreaterEqual
P MinimumDuration
P StableContinuousSignal
(®) withinBand
- G BaseClasses
_I PartialRequirement

_I PartialSignalTestWhenActive

Figure 1. Modelica Buildings Requirements library.

2.2 Components and Illustrative Example

The component model GreaterEqual verifies whether an
input signal is greater or equal to a second input signal
when the test is active, with optional delay time after acti-
vation and with optional minimum time of violation to be
considered violated, primarily using the threshold block
Buildings.Controls.OBC.CDL.Reals.Less from the
Modelica Buildings Library (Wetter, Zuo, et al. 2014).
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The component model MinimumDuration verifies
whether a signal is true for a minimum time, primarily
extending BaseClasses.PartialRequirement with use
of Modelica_Requirements.ChecksInFixedWindow.
MinDuration.

The component model StableContinuousSignal
verifies whether an input signal is stable when the test is
active, with optional delay time after activation and with
optional minimum time of violation to be considered vio-
lated, checking that the signal does not have a high amount
of oscillations. It does so by comparing a moving average
of the rate of change of a signal within a sliding window to
a threshold. The implementation avoids state events that
would be introduced with an alternative formulation that
detects the change in signal direction instead.

Finally, the component model withinBand verifies
whether an input signal is within constant lower and up-
per bounds when the test is active, with optional delay
time after activation and with optional minimum time
of violation to be considered violated, primarily extend-
ing use of Modelica_Requirements.LogicalBlocks.
WithinBand.

An example validation model using four instances of
GreaterEqual is shown in Figure 2. The top three in-
stances are configured the same in terms of verifying the
output from the sine source is greater than the output from
the constant source, except that the first is always active,
the second is always inactive, and the third is sometimes
active. The fourth instance is configured so that the re-
quirement is always satisfied, as the constant signal is al-
ways equal to itself, but not always active.

Results for simulating the example model for one sec-
ond are shown in Figure 3. When the sine signal is greater
than the constant signal, the requirement is nominally sat-
isfied except for the status of activation. For the top in-
stance of GreaterEqual, notice the requirement is re-
ported as satisfied for # < 0.5, and violated afterwards.
Meanwhile, the second instance is reported as undecided
always, the third instance oscillates between satisfied (1 <
0.5) or violated (r > 0.5) and undecided depending on the
value of the activation pulse, and the fourth instance os-
cillates between satisfied and undecided depending on the
activation pulse.

In addition, through functionality provided by the Mod-
elica_Requirements Library, a verification report is saved
at the end of the simulation in HTML. The report gener-
ated for the example model is shown in Figure 4 and gives
more details of each requirement, grouping by those vi-
olated at some point in time (“Requirements violated™),
untested for all time (“Requirements untested”), or satis-
fied (“Requirements satisfied””). For the requirements that
are violated, the time of violation is given. For all the re-
quirement details, the value of the name parameter is given
in the Observation column, the instance path of the re-
quirement block is given in the Requirement column, and
the value of the text parameter is given in the Description
column.

sin

N 0

freqHz=1 Hz  —>

con —_— > %
satisfaction:
0 87.5 0x0p+0t 0 s
k=0

greAct2

—|— N

>
—
off greAct3

false
booPul

RO... o

1

0.25s

greAct4

Figure 2. Example model
GreaterEqual.

using four instances of

3 Example Usage: Commercial Build-
ing Central Plant

3.1 Context

This section will demonstrate the use of the Model-
ica Buildings_Requirements Library within a project that
has the aim of simulating a novel commercial build-
ing central plant design known as the Time-Independent
Energy Recovery (TIER) plant (Gill 2021), as shown
conceptually in Figure 5 and in more detail in Fig-
ure 6 as implemented in the Modelica Buildings Li-
brary v12.0.0 as Buildings.DHC.Plants.Combined.
AllElectricCWsStorage. TIER integrates heat recovery
chillers, cooling-only chillers, a thermal energy storage
tank, cooling towers, and a "trim" heat source, such as
air source heat pumps. The integration of heat recovery
chillers and storage in this plant design has the potential to
reduce energy costs for building owners and help maintain
a reliable grid by reusing waste heat and by using storage
to shift heating and cooling equipment loads. However,
the complexity of this system makes it difficult to control
and warrants the use of dynamic simulation to verify re-
liable control and successful performance across various
operating scenarios. Details and results for such simu-
lation studies and scenario sensitivities are presented in
Zanetti et al. (2026). In this paper, we demonstrate the use
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Figure 3. Simulation results for one second of simulation
time for example model using GreaterEqual from Figure 2,
showing sine (blue) and constant (red) signals (top), activation
signal pulse (middle), and the requirement status of the four
GreaterEqual instances (bottom).

Requirements violated (2 of 4)

Observation Requirement First violation at Description

AlwaysActive greAct.req 0.5s Sine signal is greater or equal to contant signal

SometimesActive greAct2.req 0.5s Sine slgnal is greater or equal to contant slgnal subjec( to activation
Requirements untested (1 of 4)

Observation Requirement Description

NeverActive greActl.req Sine signal is greater or equal to contant signal subject to activation

Requirements satisfied (1 of 4)

ol - . -

AlwaysSatisfied greAct3.req  Sine signal is greater or equal to contant signal subject to activation

Figure 4. Requirements HTML report generated for example
model using GreaterEqual from Figure 2.

of the Modelica Building_Requirements Library to aid in
verifying control performance in the simulations.

The TIER plant is serving a large office building in
San Francisco, CA, with a configuration that has two
heat recovery chillers, three cooling-only chillers, three
cooling towers, two air source heat pumps, and a stor-
age tank sized for three hours. For the simulations, the
TIER plant model is Buildings.DHC.Plants.Combined
.AllElectricCWStorage from the Modelica Buildings
Library v12.0.0. Changes between the model in the library
and that used in this case study include equipment per-
formance maps for the heat recovery chillers and cooling
only chillers being adapted to work at higher temperature

lifts, supplied by a mechanical designer for this study, and
the supply heating set point of 51.7°C. The simulation is
done by first generating heating and cooling load profiles
for the entire year by simulating the Department of Energy
prototype ASHRAE 90.1 2022 building for a Large Office
(46,000 m?, 500,000 ft?) in EnergyPlus. Then, the load
profiles are read into the Modelica model and the energy is
added or removed from the chilled water and heating wa-
ter distribution loops, respectively, through heat exchang-
ers. The same weather file based on TMY3 data is used in
the Modelica model as in the EnergyPlus model for ambi-
ent boundary conditions for equipment like cooling tow-
ers and air-source heat pumps. Dymola 2025x with solver
Dassl and tolerance 1e-6 was used for the simulation.

3.2 Requirements Usage

The component models presented in the previous section
can be built into requirements templates for HVAC equip-
ment and reused throughout a system model. We have
prototyped such templates for three types of equipment:
heating and cooling production, thermal energy storage,
and pumps. Figure 7 shows the Modelica model template
for heating and cooling production as an example.
Heating and cooling production equipment are respon-
sible for adding or removing energy from a fluid, such as
chillers, boilers, heat pumps, and cooling towers. A tem-
plate for this type of equipment takes the measured supply
temperature leaving the equipment, the measured return
temperature entering the equipment, and the equipment’s
supply temperature set point as inputs. Multiple com-
ponent blocks are instantiated from the Modelica Build-
ings_Requirements Library to verify that the:

* Supply temperature is maintained within a tolerance
around the set point, using withinBand.

e Supply and return temperatures stay within mini-
mum and maximum bounds, using WithinBand.

e Supply temperature remains stable,

StableContinuousControl.

using

e Supply and return temperature difference stays
within minimum and maximum bounds, using
WithinBand.

* Minimum equipment on and off times are respected,
using two instances of MinimumDuration.

Thermal energy storage is responsible for maintaining
a supply temperature while being discharged, subject to
timely charging and losses, such as water tanks, ice tanks,
or phase change materials. A template for this type of
equipment takes the upper and lower storage tempera-
ture set point bounds and measured temperatures at dif-
ferent layers within the storage as inputs. Multiple com-
ponent blocks are instantiated from the Modelica Build-
ings_Requirements Library to verify that the:
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Figure 5. Conceptual diagram of an HVAC central plant known as TIER (Gill 2021).
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Figure 6. Detailed diagram of the TIER plant as implemented in the Modelica Buildings Library v12.0.0 in Buildings.DHC.
Plants.Combined.AllElectricCWStorage, with water flow paths and equipment outlined in black and control paths and
sensors outlined in gray.
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e Average tank temperature is within minimum
and maximum bounds, using two instances of
GreaterEqual.

e Maximum and minimum layer temperatures are
within minimum and maximum bounds, using two
instances of GreaterEqual.

Pumps are responsible for generating pressure to move
a liquid. A template for this type of equipment takes the
pump mass flow rate, differential pressure, and control
signal as inputs. Note that this template could also be
used for fans if air is the fluid. With these inputs, multi-
ple component blocks are instantiated from the Modelica
Buildings_Requirements Library to verify that the:

¢ Flow rate is within minimum and maximum bounds,
using WithinBand.

* Differential pressure is within minimum and maxi-
mum bounds, using WithinBand.

e Control signal remains stable,

StableContinuousControl.

using

e Minimum mover on and off times are respected, us-
ing two instances of MinimumDuration.

A final element to consider is judging the severity of the
requirement violation. While ideally no requirements are
violated, during the iterative design and testing process, it
can be helpful to know the severity of violations in order to
prioritize addressing them. The Modelica_Requirements
Library components report if, when, and where a vio-
lation occurs, but not how often, for how long, or by
how much. Therefore, for this example case, we added
integrator blocks to the violation determination in each
of the GreaterEqual, StableContinuousSignal, and
WithinBand blocks in order to output for how long a par-
ticular requirement was violated.
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Figure 7. Example requirements template model for heating and
cooling production equipment.

3.3 Results

Here we present an example result of using the Modelica
Buildings_Requirements Library and HVAC templates to
identify issues with simulated operation of the TIER plant.
Figure 8 presents the HTML report generated for the sim-
ulation. Notice how there are 80 requirements defined and
15 of them were reported to be violated during the sim-
ulation. We take a closer look at the reported violation
of the plant at # = 394,654 seconds to maintain the plant-
wide chilled water supply temperature within 0.5K of the
set point. The relevant variables are plotted in Figure 9,
where we can see that the requirement is satisfied most
of the time, or undecided due to chilled water production
being inactive. However, there are actually five distinct
violation periods that occur during the year. Focusing on
two of them as an example, we gain insight on the issues.
The first period at t = 394,654 seconds is a violation that
occurs the first time chilled water is called for, where it
takes extra time for the volume of water in the chilled wa-
ter loop to cool down to the set point from an initial con-
dition of 20°C. The second period at = 1.12859¢ + 07
seconds is when the cooling load on the plant reaches its
peak, and there is about a 2 hour window when the chilled
water temperature set point is not maintained, with a peak
excursion of about 2K.

4 Discussion

The observed violations in chilled water supply tempera-
ture indicate a few future considerations for defining and
using requirements for building and district energy sys-
tems. One consideration being whether requirements for
starting up from periods of long inactivity, such as outside
a cooling season, should be different from more regular
start up periods, such as the typical diurnal cycle of build-
ing operation during the cooling season.

Another consideration being whether the plant equip-
ment capacity should be increased to prevent set point ex-
cursions identified during this simulation, or whether the
requirements should be refined to be acceptable of such
excursions to avoid the increased capital cost of larger
equipment. For example, a second simulation was run
where plant sizing was increased by 20% over the initial
case. The number of violations in the HTML report re-
duced from 15 to 10. Notably, the violations that were
fixed were the set point tracking violations for the heat re-
covery chillers and heating plant, the upper limit violation
of the average tank temperature, and a minimum runtime
violation of the heating plant. The chiller set point track-
ing violation at t = 394,654 seconds discussed in detail
earlier was not fixed, but all of the subsequent four viola-
tions shown in Figure 9 were fixed. Alternatively, with-
out the capacity increase, set point violations of a central
plant may still successfully be accommodated for by in-
creased mass flow of a distribution system, such as airflow
through an air handling unit cooling coil. Moreover, in
building and district energy systems, it is customary to de-
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Requirements violated (15 of 80)

Observation Requirement

chiller pl chiReq[1].reqdTSup! req
cooling plant p q[1].reqT: req
cooling plant pl q[1].reqdTSupl qu.req

heat recovery chiller plantRequirement.heaChiReq[1].reqTSupSetEqu.req

heat recovery chiller pl heaChiReq[1].reqdTSupl .req
heat recovery chiller pl heaChiReq[2].reqT req
heat recovery chiller pl heaChiReq[2].reqdTSupRetEqu.req

heating plant

plantRequirement.heaPlaReq[1].reqEquOn.req

heating plant p q[1).reqT: req
heating plant pl q[1].reqdTSupl req
heat pump plantRequirement.heaPumReq[1].reqEquoOn.req

heat pump pl 1].reqdTSupl .req
heat pump pl [2).reqEquON.req

heat pump plantRequirement.heaPumReq[2].reqdTSupRetEqu.req
tank plantRequirement.tanReq[1].greTUpp.req

Requirements untested (0 of 80)

None

Requirements satisfied (65 of 80)

First violation at
404246 s
394654 s
394654 s

1.12877e+07 s
174000 s
1.12865€+07 s
290216 s
3.1536e+07 s
1.12877e+07 s
174000 s
192464 s
394236 s
192464 s
394236 s
174000 s

Description

This chiller supply and return temperature difference should be between 4K and 20K once the equipement is active for 10 min.

This cooling plant supply temperature set point must be tracked within + 0.5K once the equipement is active for 10 min.

This cooling plant supply and return temperature difference should be between 4K and 20K once the equipement is active for 10 min.

This heat recovery chiller supply temperature set point must be tracked within + 0.5K once the equipement is active for 10 min.

This heat recovery chiller supply and return temperature difference should be between 4K and 20K once the equipement is active for 10 min.
This heat recovery chiller supply temperature set point must be tracked within + 0.5K once the equipement is active for 10 min.

This heat recovery chiller supply and return temperature difference should be between 4K and 20K once the equipement is active for 10 min.
This heating plant must operate at least 10 min when activated.

This heating plant supply temperature set point must be tracked within + 0.5K once the equipement is active for 10 min.

This heating plant supply and return temperature difference should be between 4K and 20K once the equipement is active for 10 min.

This heat pump must operate at least 10 min when activated.

This heat pump supply and return temperature difference should be between 2K and 20K once the equipement is active for 10 min.

This heat pump must operate at least 10 min when activated.

This heat pump supply and return temperature difference should be between 2K and 20K once the equipement is active for 10 min.

This tank average temperature is above the upper bound once the equipement is active for 10 minutes.

Figure 8. Requirements HTML report generated for example usage for TIER plant simulation for a large office building in San
Francisco, CA. Details for satisfied requirements not shown.
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Figure 9. Results for one year of simulation time exploring violation of the TIER plant chilled water supply temperature set point
requirement, showing chilled water supply temperature (top) measurement (red) and set point (blue), requirement activation signal
(second), requirement status signal (third), requirement violation time integration in seconds (fourth), and normalized plant cooling
(blue) and heating (red) loads (bottom).
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sign for certain hours of set point violation, as accepting
small comfort violations can significantly reduce equip-
ment size, capital costs, and avoids oversizing equipment
which may cause low part load performance.

A final note is to acknowledge that the use of the Mod-
elica Buildings_Requirements Library does increase the
simulation time of the model. For the simulation in this
example, the time increases from 39.9 min without re-
quirements to 51.4 min (1.29x) with requirements. Inves-
tigating further, running the validation example from Fig-
ure 2 for five seconds of simulation time and with three
different solvers in Dymola 2025x shows that the solver
affects simulation time, as presented in Figure 10. Notice
the difference in trajectories of CPU time between Radau,
Dassl, and Cvode. Comparing these simulations with sim-
ulations of the same model but without the requirements
blocks shows a 7.9x, 3.0x, and 2.1x increase in simulation
time when adding the requirements blocks for each solver
respectively. Re-running this small test using OpenMod-
elica 1.27.0 results in a 2.7x increase for both Dassl and
Cvode (OpenModelica has no Radau). Note that we hy-
pothesize that the example TIER model shows less differ-
ence than the small validation model due to the size and
complexity of the TIER model, which already introduces
numerical overhead due to its number of equations and
variables, events, and nonlinear loops. While the change
in simulation time may be more or less in each case de-
pending on the system model, solver, and tool, it is some-
thing to make note of if running many batches of simula-
tions.

This increase in simulation time also made the authors
consider making requirements verification part of a post-
processing step that reads the simulation result files. How-
ever, for large simulations such as for district energy sys-
tems, output files can be several GB large, at an average
output interval of around 145 seconds.! For control ver-
ification, a significantly finer output interval would need
to be selected, which also increases simulation time, and
it makes post-processing cumbersome due to the need for
handling large files.

5 Conclusion

In this paper, we introduced the Modelica Build-
ings_Requirements Library for formally specifying oper-
ational requirements to be verified during simulation for
building and district energy and HVAC system applica-
tions. We presented the structure and basic components of
the library and demonstrated the its use for verifying sim-
ulated control performance of a novel central plant HVAC
system design. In conclusion, the library proved useful to
define and observe operational violations that quickly led
to identification of control issues to be addressed. The li-
brary eliminated the need for tedious examination of large
result files to identify issues and automated this verifica-
tion process across batches of simulation scenarios.

IFor efficiency, the output is not equidistant.
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Figure 10. Simulation results for five seconds of simulation
time for example model using GreaterEqual from Figure 2,
showing sine (blue) and constant (red) signals (top), activa-
tion signal pulse (second), the requirement status of the four
GreaterEqual instances (third), and CPU time for Radau
(blue), Dassl (red), and Cvode (green) solvers (bottom) using
Dymola 2025x.

There are additional considerations for future work to
develop and use the library. While the library indicates
when requirements are violated, it does not indicate the
severity of violations, such as how long, how often, nor
by how much a violation occurs. While we prototyped a
method to determine for how long violations occur, adding
capabilities to determine all of this information as a core
function of the library and adding it to the output report
would be useful to aid users in prioritizing violations to
address. Furthermore, using such information in combi-
nation with the ability to formally define acceptance crite-
ria that allow for short, small violations would give users
an even more accurate assessment of desired performance
in various contexts. Lastly, developing and distributing
more equipment and system-specific requirements tem-
plates, such as for those in the Modelica Buildings Library,
would make it easy for users of that library to specify and
use requirements in their model-based workflows.
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Abstract

Because of its equation-based, object-oriented nature,
Modelica is uniquely positioned to give valuable insights
into the performance of complex rule-based controls for
heating, ventilating, and air-conditioning (HVAC) sys-
tems like ASHRAE Guideline 36 (G36). However, con-
trol implementation in Modelica can be arduous, and
it has been under-leveraged for G36 control analysis in
chiller plants. This work expands on previous research
and the authors’ experience implementing complex rule-
based controls in Modelica by defining and demonstrat-
ing a replicable method to implement complex rule-based
controls consistent with sequences such as G36 in Mod-
elica. The goals of this control development method is
to facilitate complex control implementation in Model-
ica, reduce model debugging time, and improve control
implementation transparency. Implemented G36 controls
are shown, and the development and testing of one con-
trol block is described in detail using a case study of a
chiller plant with a waterside economizer. Then, prelim-
inary full model results are shown as part of the control
troubleshooting process. The goal of the workflow is to
help other researchers more easily implement complex
rule-based controls in Modelica.

Keywords: rule-based controls, chiller plant, controls,
ASHRAE Guideline 36, waterside economizer, modelica

1 Introduction

ASHRAE Guideline 36 (ASHRAE 2021), or G36,
includes a number of heating, ventilating, and air-
conditioning (HVAC) control sequences that strive to im-
prove energy efficiency, control stability, reduce engineer-
ing and commissioning time, and improve fault detection
and diagnostics (TRANE 2021a). It first included chilled
water plant applications in its 2021 version (TRANE
2021b) after previously focusing on airside operations.
Relatively few analyses to the authors’ knowledge have
evaluated its chiller plant control sequences, especially for
systems with waterside economizers.

Analyses on the airside system control sequences of
G36 are much more common. This includes studies quan-

tifying the energy saving potential of G36 for VAV sys-
tems (Michael Wetter et al. 2018; Zhang, D. H. Blum,
et al. 2020; Zhang, D. Blum, et al. 2022; Lu and Chen
2024; Nassif 2022; Nassif et al. 2022; C. A. Faulkner
et al. 2023), investigating fault detection in airside sys-
tems (Lu, Fu, et al. 2021; Li et al. 2023; Torabi, B. Gunay,
et al. 2023; Torabi, H. B. Gunay, et al. 2024), and inves-
tigating other aspects of G36 VAV controls such as uncer-
tainty from component and occupant behavior (Haleem et
al. 2020; Elehwany et al. 2024). Many studies (Michael
Wetter et al. 2018; Zhang, D. H. Blum, et al. 2020; Zhang,
D. Blum, et al. 2022; C. A. Faulkner et al. 2023; Raz-
zano et al. 2025) leverage Modelica to model G36 airside
sequences because of its advantages for control-focused
modeling.

Analysis of G36-consistent chilled water control se-
quences began in 2012 when the controls that formed the
basis of G36 hydronic controls were developed and ana-
lyzed by Taylor (Taylor 2012). Since the publication of
the G36-2021, a few more studies have investigated G36
performance in hydronic systems. One study (Lu, Fu, et
al. 2021) modeled G36 controls for a building with chilled
water and hot water systems to investigate fault detection
and diagnostic capabilities and included a waterside econ-
omizer in their system analysis. Another study (Roa et
al. 2023) used G36’s hot water reset control sequences to
demonstrate the effectiveness of a method the authors de-
veloped. Controls consistent with G36 were developed
in Modelica for chiller plants without waterside econo-
mizers, and energy use was compared against the oper-
ational control sequences for a real-world district cool-
ing system (Ho et al. 2025; Ho 2026). Finally, Graho-
vac et al (2024) compared G36 controls for chiller plants
with waterside economizers to baseline controls using a
Modelica model of a theoretical case study in Sacramento,
California with a constant load data center and found that
G36 could save up to 25% annual energy (Grahovac et al.
2024).

In summary, two previous studies that the authors are
aware of model G36-consistent controls for chiller plants
with waterside economizers. Lu (2021) focuses on model-
ing G36 controls for fault detection and diagnostics. Gra-
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hovac (2024) models G36 controls for chiller plants with
waterside economizers and measures energy efficiency
with a constant chilled water load.

This work complements existing work by providing
a clear, step-by-step workflow to facilitate the imple-
mentation of complex rule-based control sequences like
ASHRAE G36 in Modelica. This workflow is used to de-
velop controls that are consistent with ASHRAE G36 and
apply them to a Modelica case study of a chiller plant with
waterside economizer. This workflow is demonstrated
through detailed examples from the authors’ implementa-
tion of more than fourteen control blocks and fifty control
actions related to G36 sequences for chiller plants with
waterside economizers in Modelica.

2 Methodology

This section describes the workflow to develop, test, and
implement controls consistent with G36 control sequences
for chiller plants with waterside economizers, or WSEs.
First, a modeling testbed for evaluating G36 controls is de-
fined, and the control blocks implemented using the work-
flow are described. Then, the control development work-
flow is described in detail using the waterside economizer
enable control block as an example.

2.1 Modeling Testbed

A modeling testbed of a chiller plant with a WSE
from (Fan et al. 2021; C. Faulkner et al. 2025) is adopted
in this study. No aspects of the physical system have
been changed for this study, but the controls have been re-
placed with the G36-consistent controls developed using
the workflow in this paper.

The modeling testbed is comprised of a chiller plant
connected to a combined office and data center with a sin-
gle air handling unit (AHU). EnergyPlus (Crawley et al.
2000) was used to generate dynamic office building loads.
The chiller plant supplies chilled water using two parallel
chillers and a WSE. The WSE is connected in series with
the chillers on the chilled water (CHW) side and in parallel
with the chillers on the condenser water (CDW) side. Four
headered, parallel, variable frequency drive (VFD) pumps
are included: two CHW pumps to supply chilled water to
the air handling unit (AHU) and two CDW pumps through
the CDW loop that includes two parallel cooling towers,
each containing one cell and a VFD fan. The configura-
tion is shown in detail in Figure 1 below, and the Modelica
system model is shown in Figure 2.

2.2 Control Development Workflow

The integration of a WSE into existing chiller plant con-
trols affects many control sequences, including cooling
tower fan, head pressure, CDW pump, chiller staging, iso-
lation valve, and CHW enabling controls. Therefore, four-
teen control blocks describing around 50 control actions
are developed in Modelica for chiller plants with water-
side economizer controls (Table 1). These control blocks
either replace or add to existing, relevant G36-consistent
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Figure 1. Chiller plant schematic with two parallel chillers and
the waterside economizer in parallel on the CDW side, pulled
from (C. Faulkner et al. 2025).
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Figure 2. Chiller plant model, from (C. Faulkner et al. 2025).
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control blocks that were originally developed for chiller
plants without waterside economizers in previous work
using the same control development workflow described
in this paper (Ho et al. 2025; Ho 2026).

Because G36 control sequences can be complex to im-
plement, a replicable workflow is developed and followed
to encourage correct, systematic, and transparent control
implementation and reduce model debugging time. The
workflow includes six main steps as outlined below and
covers the process from the start (written control review
and documentation) to the end of the control implementa-
tion process (full model debugging). Each step has mul-
tiple substeps that are described with examples in this
Methodology section. Substeps are labeled using the num-
ber of their corresponding step followed by a letter. The
workflow’s six steps are as follows:

1. G36 is thoroughly reviewed, and a centralized track-
ing document (CTD) is created for relevant con-
trol sequences, associated models, and simulation
scripts.

2. Control blocks are developed for subgroups of con-
trol actions within each control sequence.

3. Each control block is subject to open loop testing for
each control action it executes, and associated testing
information is stored in the CTD.

4. Once all control blocks pass open loop testing, they
are integrated into subsystem controllers. Subsystem
controllers are combined into a partial control block
for replicable integration with physical system mod-
els.

5. The partial control block is integrated with a physical
system model and is verified by inspection through
closed loop testing for any control issues that are
missed during individual control testing. If control
issues are found, the workflow is re-iterated until the
model behaves as expected.

6. If unexpected results that are not easily attributable to
a control block occur, the controls in the full model
are systematically simplified to identify and correct
at-fault control blocks.

The following subsections describe each step of the
workflow in detail and use the WSE enable control block
to demonstrate the process. Regarding wording, the term
"control block" is used to describe Modelica components
that implement given control sequences. Control se-
quences are made up of one or more control actions, each
of which specifies a single command that the control block
executes.

2.2.1 Control Review and Centralized Tracking Doc-
umentation

The first step of the workflow is to create a central tracking
document (CTD) to be used throughout the development
process, and then to thoroughly review and understand the
controls.

la. Create a centralized tracking document (CTD) in a
software like Excel. Assign CTD columns so that
the written control sequences, the control blocks that
implement them in Modelica, and associated con-
trol testing information can easily be referenced and
cross-checked. See Table 3 in Appendix A for the
columns used for this case study.

1b. Store the CTD in the same repository as the control

blocks and models for consistent access.

lc. Read the original, written controls and document rel-
evant sequences in the CTD. Careful paraphrasing
is encouraged to promote understanding and identify

any ambiguities in the original controls.

1d. Split each documented control sequence into control
actions in the CTD. Ensure that the original control
sequence identifiers/labels are included to easily ref-
erence back to the original controls if clarification is

needed.

As an example, the G36 control sequences dictat-
ing waterside economizer enabling and disabling behav-
ior is copied below from the 2021 version of ASHRAE
G36 (ASHRAE 2021).

5.20.3.1. Enable waterside economizer (WSE)
if it has been disabled for at least 20 minutes
and CHWRT upstream of HX is greater than the
predicted heat exchanger leaving water temper-
ature (PHXLWT) plus 2 °F. PHXLWT is:

PHXIWT =T,,+ PAgx + PAct
PAHX = DAHX *PLRHX
PAcr = mx* (DT, — T,p) + DAcr

where

T, = current wetbulb temperature

PApx = predicted heat exchanger approach
PAct = predicted cooling tower approach
DApx = design heat exchanger approach
PLRyx = the lesser of 1 and predicted heat ex-
changer part load ratio (current chilled water
flow rate divided by design HX chilled water
flow rate)

5.20.3.2. Disable WSE when it has run for at
least 20 minutes and CHW temp downstream of
HX is greater than CHWRT upstream of HX less
1 °F for 2 minutes (i.e., if the HX is not reducing
the CHW temp by at least 1 °F).
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Table 1. Implemented Control Blocks, Descriptions, and G36 Control Action Locations

Subsystem Control Blocks Control Sequence Purpose G36 Location
CHW chwPumStaWSE CHW pump staging and speed 5.20.6.2,3,5,7,8
cdwPumSpd_WSE Condenser water pump speed 5.20.9.7
cdwPumEna Condenser water pump enable 5.20.9.2
headPressureControl_WSE Chiller head pressure controller; determines CDW 5.20.10.5a-6¢
pump speed, chiller CDW isolation valve, and fan
CDW speed.
chillerIsolationValveEnable CDW Isolation Valve Enable 5.20.10.7
CTFanSpdWSE CT fan speed control when WSE enabled 5.20.12.2c1i-iii,
5.20.12.2¢c2i
fanOffWSE CT fan enable and disable when WSE enabled 5.20.12.2¢2ii
enaCTCells Cooling tower Staging 5.20.12.1b-1c, 2f
coolingTowerHeater Basin Heater Enable 5.20.15.1a-b
enaWSE WSE Enable 5.20.3.1-2
m_WSE Variable to calculate predicted WSE leaving water ~ 5.20.3.3a-5.20.3.3d
Chiller/WSE temperature on warm water side.
wseValPos WSE isolation valve modulation when WSE is 5.20.3.4-6
controlled with a modulating HX bypass valve
chiChwBypValPos Chiller bypass valve modulation (CHW side) 5.20.3.11
ChiSta_w_WSE Chiller staging when WSE enabled 5.20.4.151, j1-2,
k1-k3ii, 11-3

These controls are documented in the case study’s CTD
and split into discrete control actions. Then, relevant in-
formation (such as control sequences, enumerated control
sections, applicable systems, and testable control actions)
are input into the CTD. This can be seen in Table 3 in
Appendix A.

2.2.2 Control Block Development

After all substeps in step 1 are complete, control blocks
are implemented in Modelica for closely related groups of
control actions (Table 1). The following process is fol-
lowed for this part of the workflow:

2a. Identify groups of closely related control actions.

2b. Develop Modelica control blocks from identified
control action groups.

2c. If needed, create visual representations and/or pseu-
docode of the written controls related to the control
block in question.

In this case study, Modelica Standard Library (MSL)
(The Modelica Association and Contributors 2020) and
Modelica Buildings Library (MBL) (Wetter et al. 2014)
components are used for control block implementation. To
facilitate the modeling process, control blocks do not al-
ways equate to entire control sequences; multiple control
blocks might cover a single sequence, or one block could
include control actions in multiple sequences. An example
using the WSE enable control is demonstrated below.

Visual representations of the written controls are used
when additional clarity is needed. This is demonstrated
in Figure 3, which shows a visual representation and as-
sociated modeling implementation of the waterside econ-
omizer enable control block. Visualizations like the state
graph in 3a can provide a helpful bridge between written
control comprehension and control block implementation.
The state graph demonstrates the two states (on or off) the
economizer can be in. Orange arrows show what condi-
tions need to be met to transition from one state to another,
and conditions are described in mathematical terms.

Figure 3b shows the Modelica model implementation
using state graph components in MSL. Because of the
multiple compound statements (and/or conditions) that
have different time delay requirements, this control block
requires intermediate states (shown as white blocks) and
transitions (shown as black rectangles). For example, the
"offReady" and "offReady1" states in the model are inter-
mediate states within the overall "enabled" state that allow
the waterside economizer to disable only when they are
both active.

2.2.3 Open Loop Testing Workflow

After each control block is created, it is combined with
controlled inputs in a test model and then simulated to ver-
ify that it behaves in accordance with the original control.
Each test model tests a single control action by default,
although some models test multiple control actions if it
is convenient and logical to do so. After successful test-
ing, a Modelica script (.mos file) to simulate and plot rel-
evant timeframes, variables, and parameters is saved with
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WSE on for >= 20 min
AND

WSE off for >= 20 min
AND

CHWRT,, ysg > PHXLWT + 2 °F ,
’ for 2 min

(a) State graph

CHWSTy, wsg > CHWRT, ysg — 1 °F
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Figure 3. Visualization and modeling implementation of waterside economizer enable control block.

the test model for replicability. The workflow, which is
described below, is based on Example model implementa-
tion in MBL and MSL.

3a. Identify the control action to be tested.
3b. Create a simulatable model composed of the relevant
control block and input variables that should trigger
an expected behavior (open loop testing). Save the
model with a name that refers to the original enu-
merated control sequences.

3c. Simulate relevant timeframes and plot the relevant
input and output variables.

3d. Save a Modelica script with the desired simulation
and plotting commands. Use the identifier of the
written control action being tested (e.g., 5.20.3.1) as
the name of the .mos script. (see Table 3 in Appendix
A for an example).

3e. Include relevant information (such as the Model-
ica control block, Modelica simulation and plotting
script, and example model) in the CTD.

An example that tests the control action consistent with
G36-2021 5.20.3.2 (quoted from G36 above) within the
WSE enable control block is shown in Figure 4. Relevant
information is included in the CTD in Table 3. To trigger
a desired action, the WSE enable control is connected to
relevant input variables in a test model. It is simulated,
and the output control behavior is then evaluated for con-
sistency with the written control. When all simulatable
control actions behaviors within the control block are con-
sistent with the written controls, the control block is con-
sidered implemented. Results for this example model are
further discussed in the Results section.

plaEna

Twb LI:I—[

10800 s

k=273.15+15
CHWRT

il

period=3600 s

CHWST

Ve

duration=300 s
m_chw_flow

>
enaW... b

k=100

k=0.02

Figure 4. Test model testing behavior consistent with control
action 5.20.3.2 of G36 WSE enable control (wseEna).
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2.2.4 Integration Into Subsystem Controllers

After testing the control actions of all individual control
blocks, the control blocks are integrated into CDW, CHW,
and cooling (chiller and WSE) equipment subsystem con-
trollers. Then, they are combined into partial control
blocks that are consistent with all relevant G36 control se-
quences. This partial control block can be integrated with
the modeling testbed. The enumerated substeps for this
process are described below.

4a. Define subsystem controllers.

4b. Connect control blocks within each relevant subsys-

tem controller.
4c. Propagate necessary parameters.

4d. Run syntactical checks on each subsystem controller

to ensure no connections or parameters are missing.

4e. Create a partial model for the entire control sequence
for consistent integration with physical system mod-
els.

Figure 5 shows the layered integration of control blocks
and subsystem controllers into a single partial model rep-
resenting all controls consistent with relevant G36 se-
quences. The WSE enable control block and the cool-
ing equipment subsystem controller are used as examples.
Control blocks are iteratively revised during this stage to
ensure that they include all necessary inputs and outputs
needed by other control blocks and the physical system
model. If a control block is revised, it is retested to en-
sure control actions still comply with G36. In contrast to
the individual control blocks, only syntactical checks are
conducted for subsystem controllers and partial models.
This is because the large number of variables, parameters,
and scenarios possible in the combined controllers makes
selectively testing control behavior infeasible.

2.2.5 Integration with Physical System Model and
Closed Loop Testing

The full chiller plant model with G36 controls is shown in
Figure 6. After integrating the partial control model with
the modeling testbed, the model is simulated and evalu-
ated for reasonable behavior (closed loop testing). Un-
dergoing closed loop testing by simulating the full model
with the implemented controls can give information about
control behavior, stability, and coordination that is difficult
to measure in individual control testing. After addressing
all anomalous behavior in the full model, the full model
can be used for control analysis and evaluation. The work-
flow for integrating with the physical system model is as
follows:

Sa. Integrate the partial control model with the physical
system model.

5b. Simulate and correct any control issues.

Cooling Equipment
Subsystem Controller

e

-

<l _—
- = [
RIS
g |
| 2l A... ah...
e =} Ll
= @ s L
- Lot _l
» ol ‘—, J
TA...
- =k o
> o
— L H
> Complete Guideline 36 Control
— Sequence with Simplified Airside
| 4 = Controls
-
>

wseEna Control Block

Figure 5. Integration of single control blocks into subsystem
controllers, and subsystem controllers into a partial model that
can be integrated with a physical system model.

Sc. If control issues are found that are clearly related to
a specific control block, iterate through steps 2-5 of
the workflow to correct.

5d. If control issues with no clear source are found, use
step 6 of the workflow.

2.2.6 Diagnosing Difficult-to-Identify Control Issues

While some unexpected simulation behaviors can be intu-
itively attributed to a single control, others can cause cas-
cading, system-wide effects that make finding the at-fault

[ s
9
... @
;T@P
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Figure 6. Full physical system and controls model.
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control block difficult. In situations where the at-fault con-
trol block is unknown, the following steps should be used:

6a. Duplicate the full model into a new folder to avoid
experimenting with the original copy of the full
model.

6b. Replace half of the implemented controls with the
simplest controls possible (PID controls and constant

values) and test if the problem still occurs.

6¢c. If the problem persists, replace another half of the
implemented controls that are still in the model (one-

fourth of the total) with simple controls and retest.

6d. If the problem does not persist, repeat step 6b with

the other half of the implemented controls and retest.

6e. Continue steps 6b and 6¢ until you have identified
the control block that is consistently present when
the problem occurs. This is likely the at-fault control

block.

This method leverages the binary search method philos-
ophy (repeatedly splitting your search space in half to find
a target value) to quickly identify control blocks that could
be causing control issues. This is a highly efficient search
method that precludes the need to test each control block
individually in the full model or arbitrarily troubleshoot-
ing the model.

This method is implemented in the case study to di-
agnose system instability that permeated throughout the
physical system model. To begin to isolate the at-fault
control block (and in line with step 6b), Figure 7 below
shows a duplicate of the full model during the first it-
eration of testing where approximately one-half (two of
the three) implemented control blocks are replaced with
simple controls to isolate the stability issue. This itera-
tive isolation using the binary search philosophy led to the
efficient identification of the control issue, the results of
which are discussed in the Results section.

2.3 Simulation Setup

All models and control components are developed using
MSL 4.0.0 (The Modelica Association and Contributors
2020) and a version of MBL 6.0.0 (Wetter et al. 2014) that
is upgraded from MSL 3.2.2 to MSL 4.0.0. The models
are simulated using Dymola 2025x (n.a. 2024) with the
Dassl solver, a tolerance of 0.0001, and 500 output inter-
vals.

3 Preliminary Results

Results from individual control and full model simula-
tions are presented to demonstrate the control develop-
ment workflow. The model is simulated using TMY3
weather data from Denver, Colorado in ASHRAE climate
zone 5B (cool and dry). Individual control results use the
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Ar. ahu,
5 i
&8 = =
TAir.. J ?;m'r"
= i}
state,..| WeFo. —V_TJ_
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Figure 7. A full system model with approximately half of the
implemented control blocks replaced with simple control sig-
nals.

same example control (WSE enabling) as in the methodol-
ogy section. Full model results are preliminary and should
not be used to make conclusions about the performance
of G36; rather, they are used to demonstrate how control
issues can be identified that might have slipped past the
individual testing phase.

3.1 Open Loop Control Results

As an example of individual, open loop control testing,
the test model results evaluating control block consistency
with G36-2021 5.20.3.2 are shown in Figure 8. The model
and control block that are used to create these results are
shown in Figures 4 and 3b. The exact G36 control action is
shown below for ease of understanding, with annotations
for the two relevant transition conditions (temperature and
runtime) (ASHRAE 2021):

5.20.3.2. Disable WSE when it has run for
at least 20 minutes [runtime condition] and
CHW temp downstream of HX is greater than
CHWRT upstream of HX less 1 °F for 2 minutes
(i.e., if the HX is not reducing the CHW temp by
at least 1 °F) [temperature condition].

In Figure 8, the top graph shows the status of the WSE
and the chiller plant. A true condition indicates that the
WSE/chiller plant is enabled. The middle graph shows
the CHW return temperatures (CHWRT) and CHW supply
temperatures (CHWST). Finally, the bottom graph shows
the "enable fire" conditions sent by the transition signals
in the staging model. These conditions are true if a con-
dition to transition between two states (such as enabled
and disabled) is being met. The condition becomes false
if another state has become active, i.e., the transition has
successfully occurred, or if the condition stops being true.

As expected, both temperature and runtime conditions
must be met in order for the waterside economizer to be
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Figure 8. Output results from test model.

disabled. To further explain, Figure 8 is highlighted in six
different time frames. In time frame 1a, the CHWST is
more than 1 °F lower than the CHWRT while the WSE is
enabled, meaning that the temperature condition is false.
This prevents the WSE from disabling even though the
runtime condition is met at around ¢ = 45min. The WSE
is only disabled at around t = 55min when the CHWRT
reduces to the same temperature as the CHWST. At this
point, both the runtime and temperature conditions have
been met. For the rest of the simulation, the CHWRT
is consistently below the CHWST. This means that the
temperature condition is always met two minutes after
the WSE is enabled, as shown in timeframes 1b and 1c.
Therefore, the only condition preventing the WSE from
being disabled is the runtime condition, which is met
twenty minutes after being enabled (time frames 2b and
2¢). As expected, meeting the runtime condition means
both conditions have been fulfilled, and the WSE is dis-
abled.

It is important to note that this open loop testing method
is not fool-proof. Although the explicit conditional state-
ment that "should" happen is tested, the implicit con-
ditions that "should not" happen are not always tested.
These "should not happen" situations can be missed dur-
ing this phase of testing, which is why behavioral analysis
at the full model level is important.

3.2 Diagnosis of Difficult-to-Identify Control
Issues Through Closed Loop Testing

In this subsection, a control instability is identified in the
full model that propagates through the entire model and
therefore makes identifying the at-fault control block dif-
ficult. Using step 6 of the replicable control workflow de-
scribed in this paper, the relevant control block is isolated,
identified, and revised, thereby fixing the control instabil-

——— CT Fan Speed

0.4

INVAVAVAVAVAVAVAVAVAVAVAVAVAVAVA

1

00 T T T T
420 422 424 426
——— CHWST ===== CHWST Setpoint
281.2
3 WAWAN A\ /- AW AN ANWARA
280.84
T T T T
420 422 424 426
= CHW mass flow
oy 22.2
E] IYAAAYAYAAAYAVAVAYAVAYAYAVAY
22.0 T T T T
420 422 424 426
——— AHU Fan Speed
0.330

1

0.329-

T T T
422 424 426

Time [min]

T
420

Figure 9. Oscillations propagating throughout the physical sys-
tem model during simulation.

ity.

As shown in Figure 9, initial simulations of the model
experience significant instabilities throughout the entire
physical system (CDW, CHW, and airside loops), which
makes quickly identifying potential at-fault control blocks
difficult. To isolate the problem, individual control blocks
in the full model are replaced with simple controllers (PID
or constant values) using step 6 of the workflow until a sin-
gle control block causing the issue is identified. Once iso-
lated, this issue is diagnosed as unstable fan speed PI con-
trols that are exacerbated by large numbers of state events,
which are generated from overly complex implementation
of fan enable controls.

Two revisions correct the stability issue. First, the pro-
portional gain of the fan speed control is reduced from
0.5 to 0.1, which increases control stability. Second, the
fan enable control is re-implemented to reduce the num-
ber of state events without changing the control behavior.
After the two revisions are implemented, the model simu-
lates more than thirteen times faster than the original case
when tested in a representative timeframe of 0 (January
1 at 12am) to 5e5 seconds (around January 6 at 7pm), as
seen in Table 2.

3.3 Discussion

Modelica can be a uniquely valuable tool for detailed con-
trol evaluation, but control implementation in Modelica
can be arduous and error-prone. This workflow therefore
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Table 2. Computational times and number of state events for
each case.

State Events
13527
803

Simulation Time (s)
332
25

Original
Corrected

attempts to facilitate complex control implementation in
Modelica through systematic documentation, implemen-
tation, open and closed loop testing, and troubleshooting
methods. The authors use this workflow to implement,
test, and troubleshoot fourteen control blocks consistent
with G36 in Modelica, as demonstrated in the case study
presented in this paper. This workflow is not foolproof
for multiple reasons, many of which are due to the highly
manual nature of the workflow. For example, the CTD is
only highly effective if always updated, and the open loop
control testing process is arduous and can require updat-
ing the simulatable testing model every time a change is
made to the control block. Both of these examples require
consistent discipline from the developer.

3.3.1 Future Work

Automating parts of the described workflow would further
streamline the process and make it less vulnerable to con-
taining obsolete and confusing models and information.
Furthermore, incorporating continuous integration (CI)
testing and ensuring control development compliance with
standards such as ASHRAE Standard 231 could make
control implementation more robust (ASHRAE 2026).
Future studies with the models developed in this work can
compare control performance with other advanced rule-
based control sequences and with multiple climates.

3.3.2 Data Availability

The models used in this study are not publicly available
because of licensing and intellectual-property restrictions.
Subject to the necessary approvals, the authors plan to
publicly release the newly developed Guideline 36—con-
sistent controls, open-loop testing models, Modelica sim-
ulation scripts, and centralized-control documentation in
the future. Inquiries regarding access to specific materials
may be directed to the corresponding author.

4 Conclusion

This work presents a replicable workflow to facilitate
the implementation of complex rule-based controls like
ASHRAE Guideline 36 in Modelica. It covers plan-
ning, implementing, testing, and troubleshooting controls
in Modelica and emphasizes making control implementa-
tion systematic and transparent. This emphasis reduces
model debugging time in the authors’ experience. Using
this workflow, the authors develop fourteen control blocks
and fifty control actions related to G36 sequences for a
case study of a chiller plant with a waterside economizer
in Modelica. Examples from the case study demonstrate
the full scope of the workflow, from documenting written

controls to troubleshooting full model control instability,
with the goal of making the workflow understandable and
replicable by future researchers. Hopefully, future Model-
ica researchers will be able to use this workflow to stream-
line their own control implementation processes.
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Abstract

Desiccant wheels (DWs) are widely used for humidity
control in HVAC and industrial drying systems. How-
ever, publicly available physics-based models are lim-
ited, many implementations lack reusable component-
based interfaces, and conventional single-element formu-
lations do not directly provide simultaneous device-level
outlet states for both air streams. This paper presents a
modular Modelica library that integrates dynamic physics-
based models, including single- and multi-element formu-
lations, with steady-state effectiveness-based and perfor-
mance curve-based models within a unified plug-and-play
structure. The physics-based models also support config-
urable geometries and desiccant materials. An acausal and
replaceable architecture enables flexible model selection
without modifying system configurations. Model selec-
tion and the applicability of the proposed library to energy
recovery wheels are also discussed.

Keywords: Desiccant wheel; acausal modeling; physics-
based models; reduced-order models; heat and mass
transfer

1 Introduction

Dehumidification is essential in many industrial processes
and heating, ventilation, and air-conditioning (HVAC) ap-
plications, where accurate moisture control affects product
quality, occupant comfort, and energy efficiency. Conven-
tional vapor-compression dehumidification systems are
widely used but often require high energy input and re-
heating of over-cooled air, leading to additional energy
penalties. Their dehumidification performance also de-
grades when low dew-point conditions are required (Guan,
M. Liu, et al. 2024). The growing emphasis on energy effi-
ciency and the integration of renewable energy sources in
building systems has intensified the need for alternative
dehumidification technologies that can overcome these
limitations.

Desiccant wheels (DWs) have been investigated as an
alternative technology for dehumidification, offering high
dehumidification efficiency in a compact rotary configu-
ration. The operating principle of a desiccant wheel in-
volves the continuous rotation of a hygroscopic matrix
through two distinct air streams: a process stream from
which moisture is adsorbed, and a regeneration stream that

desorbs the accumulated moisture using thermal energy
(Leva et al. 2014). However, a key challenge limiting the
widespread adoption of desiccant wheel technology is the
high thermal energy demand required for desiccant regen-
eration, particularly when conventional materials such as
silica gel or zeolites are employed (Speerforck et al. 2017).

Recognizing this challenge, substantial research efforts
have focused on improving desiccant wheel performance
through multiple pathways. Waste or low-grade heat can
be used for regeneration to improve overall system effi-
ciency (Speerforck et al. 2017). In parallel, advanced des-
iccant materials with lower regeneration temperature re-
quirements, such as metal-organic frameworks (MOFs),
composite desiccants, and polymer-based materials, have
attracted increasing attention (Abdelgaied et al. 2023;
Park et al. 2023; Zeng et al. 2021). Although these ma-
terial and system innovations show considerable promise,
experimental evaluation of new materials and system con-
figurations remains costly and time-consuming.

Modeling and simulation provide essential tools to ac-
celerate the development and optimization of desiccant
wheels. Existing studies (Guan, M. Liu, et al. 2024) gener-
ally classify DW models into several categories, including
physics-based, empirical models (effectiveness-based and
performance curve-based models), and data-driven mod-
els. Physics-based models employ fundamental heat and
mass transfer equations to capture the transient sorption
dynamics, temperature profiles, and humidity gradients
within the desiccant matrix (Zhang et al. 2003; M. Liu et
al. 2026). These detailed models are particularly valuable
for fundamental research, material evaluation, and geom-
etry optimization (Guan, M. Liu, et al. 2025), but impose
significant computational demands that limit their use in
system-level simulations. Effectiveness-based models re-
late outlet conditions to inlet states through effectiveness
parameters, offering a balance between physical fidelity
and computational efficiency suitable for system integra-
tion (Habib et al. 2020). Performance curve-based models
employ empirical correlations derived from manufacturer
data or detailed simulations, providing rapid predictions
for annual energy simulations and optimization studies at
the cost of reduced physical insight (Ma et al. 2017). Data-
driven methods have also been explored, but they typically
require extensive training data and may have limited ex-
trapolation capability (Ghersi et al. 2026).
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Despite this extensive body of modeling research, sev-
eral critical limitations persist in the current state of the art.
First, to the authors’ knowledge, there is a notable lack of
publicly available physics-based desiccant wheel models,
with most implementations remaining proprietary or inac-
cessible to the broader research community, thereby lim-
iting reproducibility and collaborative advancement. Sec-
ond, many existing models are implemented in MATLAB
or Engineering Equation Solver (EES) (H. Liu et al. 2025).
While EES is equation-based and acausal, these imple-
mentations lack the component-oriented, connector-based
architecture of Modelica for hierarchical model reuse and
plug-and-play system integration (Wetter et al. 2014).
Third, conventional single-element formulations represent
one wheel sector that alternates between process and re-
generation modes. At any given time, such formulations
provide the outlet state only for the air stream associated
with the active mode and therefore do not directly repre-
sent the simultaneous operation of both air streams at the
full-wheel level (Zhang et al. 2003).

To address these gaps, this paper develops a modu-
lar Modelica library that provides a common interface
for dynamic physics-based and steady-state reduced-order
desiccant wheel models. The physics-based models cap-
ture cyclic sorption behavior, support configurable geome-
tries and desiccant materials, and include a full-wheel
multi-element implementation that simultaneously cal-
culates the process- and regeneration-side outlet states.
Effectiveness-based and performance curve-based models
provide computationally efficient alternatives for system-
level simulation. By leveraging the acausal and modu-
lar nature of Modelica, the proposed framework enables
plug-and-play model interchangeability and seamless in-
tegration into dehumidification systems.

2 Library Architecture

The desiccant wheel modeling library is developed based
on Modelica Buildings Library 12.1.0 (Wetter et al. 2014)
and follows its modular, hierarchical, and acausal model-
ing philosophy. The equation-based formulation of Mod-
elica enables flexible integration into system-level simu-
lations without requiring predefined input—output causal-
ity, which is particularly advantageous for HVAC systems
in building and industrial applications where components
must be interconnected in a consistent and reusable man-
ner.

As shown in Figure 1, the library is organized into three
main packages: PhysicsBased, ReducedOrder, and Ex-
amples, together with a UsersGuide for documentation.
The PhysicsBased package contains dynamic high-fidelity
models, with subpackages covering shared interfaces
and heat and mass transfer formulations (BaseClasses),
element-level building blocks (Components), equilibrium
sorption models for different desiccant materials (Materi-
als), complete device-level assemblies (Equipment), and
verification cases (Validation). The ReducedOrder pack-

age provides computationally efficient steady-state alter-
natives, including effectiveness-based and curve-based
formulations. The Examples package demonstrates the in-
tegration of models with different fidelity levels within a
unified simulation framework.

Desiccant Wheel Library

PhysicsBased ReducedOrder Examples
[~ BaseClasses — BaseClasses PhyciscBasedDWExample
|— FourPortHeatMassExchanger t MassFlow EffectivenessDWExample
- Component HeatFlow CurveBasedDWExample

MultiElements. — EffectivenessBased

§

- Materials

E

— Equipment

SingleElement — BaseClasses

|— Effectiveness
AI\Equipment
EffectivenessBasedDW

— CurveBased

Baselsotherm

SilicaGel

Polymer_IPN

Package

|_ : [~ BaseClasses Base / Partial model
PhysicsBasedDW

Curve

—\\Equipment
CurveBasedDW

Figure 1. Structure of the desiccant wheel modeling library.

Function
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Figure 2. Desiccant-wheel geometry and honeycomb channel

structure: (a) cylindrical coordinate system and differential axial
control volume; (b) cross-section of the flow channels.

3 Dynamic Physics-Based Models

3.1 Governing Equations and Assumptions

A cylindrical coordinate system with axial (z), radial (r),
and circumferential (¢) coordinates is used to describe the
wheel geometry, as shown in Figure 2a.

The physics-based desiccant wheel models are formu-
lated based on the coupled heat and mass transfer pro-
cesses between the air streams and the desiccant material.
A honeycomb channel structure (as shown in Figure 2b)
is adopted to represent the desiccant matrix, as it is com-
monly used in practical desiccant wheels (Guan, M. Liu,
etal. 2024). To ensure computational efficiency while pre-
serving the dominant physical behavior, the following as-
sumptions are adopted (Ge et al. 2008):

¢ Heat conduction and mass diffusion in the desiccant
along the axial direction are negligible.
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* No temperature or moisture gradients exist in the ra-
dial direction.

¢ Axial heat conduction and mass diffusion in the air
stream are negligible.

e The inlet air conditions are spatially uniform.

¢ All channels are identical, and the channel walls are
assumed to be adiabatic and impermeable.

 Air carry-over and pressure-driven leakage between
the process and regeneration air streams are ne-
glected for the current implementation.

e Thermophysical properties of dry air, water vapor,
and desiccant are assumed constant, except for the
air-side mass diffusion coefficient.

e Pressure drop along the air flow direction is ne-
glected.

Under the assumptions described above, the governing
equations are derived from energy and moisture conser-
vation principles for both the air phase and the desiccant
phase, following established formulations in the literature
(Ge et al. 2008; Zhang et al. 2003).

The moisture conservation in the air is expressed as

Apa (&Ya + u%

9r 9z W

) =K,P(Y;—Y,)
For Equation 1, the first and second terms on the left-
hand side (LHS) represent moisture storage in the air and
axial moisture transport by the airflow, respectively. The
term on the right-hand side (RHS) represents convective
mass transfer between the desiccant surface and air.
And the energy conservation in the air is given by

o, o
a "oz
Kvpcpv(yz - Ya)(Td - Ta)

_|_

Apa(cpa+Yacpy) ( ) =hP(Ty—T,)+

2

In Equation 2, The first and second terms on the LHS
represent energy storage in the moist air and axial energy
transport by the airflow, respectively. The first term on the
RHS represents sensible convective heat transfer between
the air and solid desiccant, while the second represents
the sensible heat transfer associated with moisture transfer
between the solid desiccant and air.

The moisture conservation in the desiccant is written as

ST = KTy Ya) ®

The term on the LHS of Equation 3 represents mois-
ture storage in the desiccant, while the term on the RHS
represents convective mass transfer between the air and
desiccant.

And the energy conservation in the desiccant is ex-
pressed as

1 T,
Efd(cpd +WCpl) +fspcpsp 7: = hP(Ta - Ta’)

+KyP(Ya - Yd)qw +KyPva(Ya - Yd)(Ta - Td)

The term on the LHS of Equation 4 represents thermal
energy storage in the desiccant matrix. The three terms
on the RHS represent sensible convective heat transfer,
the heat associated with adsorption or desorption, and the
sensible heat transfer associated with moisture transfer be-
tween the solid desiccant and air, respectively.

In these equations, Y, and Y; denote the humidity ratio
of the air and the equilibrium humidity ratio at the des-
iccant surface, respectively, expressed in kg/kgq, where
the subscript d denotes dry air; W represents the mois-
ture content of the desiccant, expressed in kg water/kg dry
desiccant. 7, and T, are the temperatures of the air and
desiccant, and u is the air velocity. p, is the air density,
while ¢pq, Cpyy Cpas Cpi» and ¢, are the specific heat ca-
pacities of dry air, water vapor, desiccant, liquid water,
and supporting material, respectively. g, is the heat of ad-
sorption, expressed in J/kg water. A and P represent the
cross-sectional area and perimeter of the channel, respec-
tively, while f; and f;, denote the specific masses per unit
channel length of the desiccant and supporting material,
respectively, expressed in kg/m. K, and A are the mass
and heat transfer coefficients. These values are used to cal-
culate the heat transfer coefficient 4 and the mass transfer
coefficient K, according to Equation 5 and Equation 6.

Nuk,P

“4)

h=—1 ©)
«ShD,P
=B ©

Following (Zhang et al. 2003), a heat and mass transfer
analogy with Le ~ 1 is adopted, such that Sh = Nu. Here,
k, and D, denote the thermal conductivity and mass diffu-
sion coefficient in air, respectively, with D, expressed in
m?2 /s. Dy is calculated as (Zhang et al. 2003)

PO < Ta ) 1.81
Parm \To
where Py = 0.98 x 10° Pa and Tj = 256 K are reference
pressure and temperature, respectively.

Under fully developed laminar-flow conditions (De An-
tonellis et al. 2015), the Nusselt and Sherwood numbers
depend only on the channel aspect ratio T = a/b and are
independent of air velocity, where a and b denote the half
channel height and half channel width in the honeycomb
structure, respectively (Figure 2b). Consequently, / re-
mains constant for a fixed channel geometry, whereas K,
varies with the local air temperature through D,; neither
coefficient depends explicitly on air velocity. The values
adopted in this work are summarized in Table 1. These
geometric parameters are directly defined in the Model-
ica implementation, allowing the transfer coefficients to be

D, =2302%x107° (7
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consistently updated when the channel geometry is modi-
fied.

Table 1. Nusselt (Nu) and Sherwood (Sh) numbers as a function
of channel aspect ratio T = a/b.

t=a/b Nu=Sh
2.0 2.658
1.5 2.614
1.0 2463
0.75 2317
0.5 2.135

The equilibrium relationship between the desiccant
moisture content and the air state is described by an ad-
sorption isotherm, which can be generally expressed as

RH = f(W,T) ®)

where RH denotes the relative humidity at the desiccant
surface.
The humidity ratio corresponding to the equilibrium
state is calculated as
0.62198P, 0.62198RHP,;
¢ Putm - Pv Patm - RH Pws
where P, = RH - P, is the partial pressure of water vapor.
Pt 1s the atmospheric pressure.
The saturation vapor pressure is determined using the
Antoine equation (Zhang et al. 2003):

3816.44

T, —46.13
The governing equations are solved subject to inlet

boundary conditions and initial conditions for both the

process and regeneration air streams. For the process air
stream, the inlet boundary at z = 0 is given by

1, (Out) = Tpro,im Y, (07t> = Ypro,in (11)

For the regeneration air stream, the inlet boundary is de-
fined at the opposite end of the channel due to the counter-
flow configuration, i.e.,

1, (La [) = Treg,ina

©)

P,s =exp (23.196— (10)

Ya(L7t) :Yreg,in (12)

The initial conditions are assumed to be spatially uni-
form for both the air and desiccant phases:

Ta(Z7O) = Tinita Td(Z7O) = Tinih W(Z;()) = VVinit (13)
3.2 Model Implementation
3.2.1 Single-Element Implementation

The wheel matrix consists of a large number of identical
honeycomb channels, as shown in Figure 2b. A represen-
tative channel is selected as the basic modeling unit, and
the differential control volume dz shown in Figure 2a rep-
resents one axial segment of this channel. Under the as-
sumptions introduced in Section 3.1, the governing equa-
tions are resolved only along the axial direction z. The
channel of length L is therefore divided into n uniform fi-
nite volumes of length Az = L/n, with all state variables
defined at the cell centers, as shown in Figure 3.

Desiccant layer

Regeneration air flow

-

Figure 3. One-dimensional axial discretization of a representa-
tive honeycomb channel with flow-dependent upwind selection.

The convective terms are approximated using a first-
order upwind scheme, where the upstream value for each
cell i is dynamically selected based on the mode signal
M € {0,1}, where M = 0 denotes process mode and M = 1
denotes regeneration mode:

Yoo M=0,i=1

Vo= { Lt M=0.0=1 (14)
' Yony1 M=1,i=n
Yoiv1 M=1,i<n

and analogously for T up ;. The effective flow velocity is
likewise switched: uefr = 1), in process mode and uefr = u,
in regeneration mode. Figure 3 illustrates the discretiza-
tion and the flow-direction-dependent upstream selection
for both operating modes.

This unified formulation handles both flow directions
within a single model structure, with M as the sole switch-
ing variable.

3.2.2 Multi-Element Implementation

The single-element model represents one channel ele-
ment that operates in either process or regeneration mode
at a given time and therefore provides only the outlet
state associated with the active air stream. To repre-
sent the simultaneous operation of both air streams at
the full-wheel level, multiple single-element instances are
assembled along the circumferential direction, with ele-
ments present in the process and regeneration zones at
the same time. The full desiccant wheel is modeled as
an assembly of ngje channel elements, each implemented
as a DesiccantWheel.PhysicsBased.Component.
SingleElement instance sharing identical geometry and
boundary inputs. The rotation of the wheel is repre-
sented not by continuous motion but by a discrete mode-
switching mechanism governed by the wheel speed N (in
revolutions per hour).

One full wheel revolution takes fcycle = 3600/N sec-
onds, which is subdivided into ngj equal switching inter-
vals of duration:

tcycle - 3600
ngle  N-nge

Atgy = 15)

At each switching event, a period counter p €
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B

0s~128s 128s5~256s 384s5~512s 5125~640s

Figure 4. Mode assignment across switching steps for ngj. = 4,
npgle = 3. At each step, the elements advance by one circumfer-
ential position through the fixed process and regeneration zones,
approximating continuous wheel rotation.

{0,1,...,nge — 1} increments by one (wrapping to zero
after ngje — 1). The logical position of element i is then:

pos; =1+ ((i— 14 p) mod ng) (16)

Here, the modulo operation (mod) ensures cyclic indexing
by constraining the position index to the range from 1 to
nge. Consequently, after reaching the last element (ngje),
the index wraps around and returns to 1. Elements with
pos; < npgje are assigned to process mode (M = 0), and
the remainder to regeneration mode (M = 1):

- <
Mi N 0 POS; = npgle (17)

1 Pos; > npgle

where npgj is the number of process-side elements. This
shifting of logical positions at each interval approxi-
mates the continuous rotation of the wheel sectors through
the process and regeneration zones. Figure 4 illustrates
the mode assignment for an example case of ng = 4
and npgie = 3. In this case, N = 7 rev/h is assumed.
The process-to-regeneration area ratio Ry = Apro /Areg =
npgle/ (nEle — npEle) is determined entirely by the integer
parameters npgje and nge. Since both are integers, only
discrete area ratios are achievable.

The process and regeneration outlet conditions are com-
puted as weighted averages over the elements currently in
each mode:

NEle

Z Wreg,i Tout,i
i=1

NEle — NPEle
(1

NEle

Z Wpro,i Tout,i
i=1

Tout,reg -
NPpEle

Tout,pro =

where wpo; = 1 if element i is in process mode and O oth-
erwise, and Wreg ; = 1 — Wpro,;- The humidity-ratio outputs
Yout,pro and Yoy reg are computed analogously.

The wheel motor power consumption is modelled as a
polynomial function of rotational speed (Ali Mandegari et
al. 2014):

Prot = (10‘5N3 +3x107*N? +2x 103N +8.2 x 10—3)

x10°  [W]
19)
where Py is the motor power consumption and N is in
rev/h. This empirical fit captures the cubic dependence of
motor power on rotational speed and is valid over the oper-
ating range 5 < N < 25 rev/h (Ali Mandegari et al. 2014).

Users may define their own power calculation method.

Power

Process air port_b1
—

preDrot

a1

N N M

Ein @ >

state H }—' ]
multi_channels

m S N
state_a. H H A A

port_a2.

port_a2

port_b2 a —

heaCoot

Regeneration air

preDro2

Figure 5. Diagram of physics-based DW model in the Dymola
environment.

Table 2. Connectors of the physics-based DW model.

Type Name Description

FluidPort_a port_al Fluid connector for the inlet of the
process air stream

FluidPort_b port_bl Fluid connector for the outlet of the
process air stream

FluidPort_a port_a2 Fluid connector for the inlet of the
regeneration air stream

FluidPort_b port_Db2 Fluid connector for the outlet of the
regeneration air stream

Reallnput N Rotational speed of the wheel
[rev/h]

RealOutput Power Motor power consumption [W]

3.2.3 Model interface and parameters

Figure 5 shows the diagram of the developed physics-
based DW model in the Dymola environment.

The desiccant wheel component extends Buildings.
Fluid.Interfaces.FourPortHeatMassExchanger,
which provides a four-port fluid interface for two
separate air streams. The internal mixing volumes of
the base class are replaced by Buildings.Fluid.
Interfaces.PrescribedOutlet blocks on both
the process and regeneration sides. The outlet
temperature and humidity ratio computed by the
MultiElements model are passed directly to the
respective PrescribedOutlet, which imposes these
values on the downstream fluid port without solving an
additional energy or mass balance equation. Two pressure
drop components account for the flow resistance on each
side. Reviewerl: The model connectors are summarized
in Table 2. The wheel rotational speed N is exposed as
a RealInput and can be continuously adjusted during
simulation rather than being limited to on/off control. The
adjustable parameters, including the desiccant material
isotherm and wheel and channel geometries, are shown in
Figure 6 and listed in Table 3.
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Farameters

isothermType DesiccantWheel.PhysicsBased.Materials. SilicaGel | 4 Desiccant isotherm

a 0.00075* m Channel half height

b 0.0015* m Channel half width

L 0.2p* m ‘Wheel thickness

D 0.5 m ‘Wheel diameter

nEle 6| Number of elements

nPEle | 3 |’ Number of process side elements

Figure 6. Adjustable parameters of the desiccant wheel model as shown in the Modelica parameter dialogue.

Table 3. Adjustable parameters of the desiccant wheel model.

Name Type Default Description

isothermTypeFunction SilicaGel  Desiccant
isotherm

a SI.Length 0.0015m  Channel half
height

b SI.Length 0.0015m Channel half
width

L SI.Length 0.2m Wheel thickness

D SI.Length 0.5m Wheel diameter

nEle Integer 6 Number of ele-
ments

nPEle Integer 3 Number of
process-side
elements

4 Reduced-Order Models

Two reduced-order models are implemented as alterna-
tives to the physics-based model, targeting applications
where computational efficiency is prioritized over spatial
resolution.

4.1 Effectiveness-based model

The effectiveness-based model follows the analogy
method proposed by Jurinak (Jurinak 1982), also known
as the effectiveness method, which has been adopted in
TRNSYS (Jani et al. 2020) and other studies (Panaras et
al. 2010). Two characteristic potentials are defined as:

—2865 1.49

T
Fli= i +4344Y7 500 By =
i

5

—1.127 Y<0'07969
‘ ]

(20)
where i = 1,2,3.4 denotes the four state points of the
wheel (process inlet, process outlet, regeneration inlet, re-
generation outlet, respectively). The effectiveness factors
are defined as:

e — Fio—F
b= L2 7L
' F3—Fy

6360

Fo—F)
£p = o2 ,

= 21
P FP3—Fy

Given the inlet conditions at points 1 (process inlet) and 3
(regeneration inlet), and user-specified effectiveness fac-
tors &r and &g, the process outlet state (7po, Ypo) is
solved implicitly.

The effectiveness factors are constant and typically cal-
ibrated from experimental data. Reference values for dif-
ferent performance levels can be found in existing litera-
ture (Guan, M. Liu, et al. 2024).

4.2 Curve-based model

The curve-based model follows the formulation in Ener-
gyPlus (U.S. Department of Energy 2024) for the air-to-
air balanced-flow desiccant heat exchanger. The regener-
ation outlet temperature and humidity ratio are computed
directly from the inlet conditions of both air streams via
polynomial regressions:

Y;
Tr.ou = B1 + BaYri + B3 T +B4§ + BsYp+
RI

(22)
Ypr
BeTp; + B7— + BgVg
Tp;
Yri
Yiour = C1 + oY1 + C3Tg; + Cy—— + CsYpy+
Tri (23)

Y,
CeTpr +Cq il + CsVg
Tp;

where Tg; and Yg; are the regeneration inlet temperature
and humidity ratio; Tp; and Yp; are the process inlet tem-
perature and humidity ratio; and Vg is the regeneration
face velocity. All inputs are clamped to their valid oper-
ating ranges prior to evaluations, and the outputs are sim-
ilarly bounded. The regression coefficients are available
from the EnergyPlus dataset (U.S. Department of Energy
2024).

4.3 Model Interface

Both models share a common base-class structure: the
predicted outlet air state is converted into heat and mois-
ture source terms by HeatFlow and MassFlow, which are
then injected into the fluid volumes on each side.

MassFlow. Given the inlet and outlet humidity ratios
and the total mass flow rate, the moisture exchange rate
transferred to the fluid volume is given by the following
equation:

: TIYM (Y out — Yz )
The opposite side receives —rit,, by mass conservation be-
tween the process and regeneration sides. Depending on
the model formulation, the effectiveness model computes
the process side while the regeneration side acts as the op-
posite side, whereas the curve-based model computes the
regeneration side with the process side acting as the op-
posite side. A Boolean signal activates or deactivates the
exchange.

(24)

my,, =m
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HeatFlow. The specific enthalpy of the outlet air is
computed at the inlet pressure from the predicted outlet
temperature 7,,, and the corresponding water-vapor mass
fraction X,,,;, converted from the humidity ratio Y, using
Medium.specificEnthalpy_pTX. The heat flow rate
injected into the fluid volume is calculated using the fol-
lowing equation:

0 (25)
and the reverse side receives —(Q. The same Boolean acti-
vation signal as in MassFlow is used.

Both reduced-order models expose the same four
fluid connectors as the physics-based model (port_al,
port_bl, port_a2, port_b2). An additional Boolean
input u is provided to represent the operational state of the
wheel. When u = false, the heat and moisture source
terms are set to zero.

(hin - h()ut) T

5 Validation and Demonstration
5.1 Validation of Physics-Based Model

To validate the implementation of the single-element
model, the simulation results are compared with the
reference results reported in (Zhang et al. 2003). Figure 7
presents the transient temperature and humidity ratio
profiles over one complete rotation cycle, including
both regeneration and dehumidification phases. The
simulation inputs and operating conditions used for this
validation case are summarized in Table 4, including the
inlet air conditions, wheel rotational speed, and sector
configuration. The model used for validation corresponds
to the single-element implementation in the library (i.e.,
DesiccantWheel.PhysicsBased.Validation.
HMtransferDW).

As shown in Figure 7, the implemented model is able
to reproduce the key dynamic behaviors of the desiccant
wheel, including the rapid temperature rise at the sec-
tor transition and the corresponding variation in humid-
ity ratio. The overall trends and magnitudes are in good
agreement with the reference results. Quantitatively, the
root mean square error (RMSE) of temperature is ap-
proximately 0.76 °C with a coefficient of determination
(R?) of 0.991, while the RMSE of humidity ratio is about
0.0016 kg/kggq with an R? value of 0.972. These results
indicate that the implementation accurately captures both
thermal and moisture transport processes.

This comparison verifies the correctness of the single-
element implementation rather than evaluating the perfor-
mance of different models. The full-wheel multi-element
model has been validated separately in (Guan, Yang, et al.
2026). To avoid duplicating previously reported results,
the corresponding validation details are not repeated here.

5.2 Demonstration of Physics-Based Model

The capabilities of the physics-based models are demon-
strated through a series of representative cases, as sum-
marized in Table 5. These cases are designed to illus-

Table 4. Simulation conditions for validation of the single-
element model.

Parameter Symbol Value
Half channel height a 0.0015m
Half channel width b 0.0015m
Desiccant wheel thickness L 0.2m
Process-to-regeneration area Ry 3/1
ratio
Regeneration air velocity Viin 1.5m/s
Process air velocity Vp.in 2m/s
Inlet process air temperature Tpin 34.3°C
Inlet process air humidity ra- Y, i, 0.019332kg/kgq
tio
Inlet regeneration air temper- ~ 7T}.i, 100°C
ature
Inlet regeneration air humid- Y, 0.019332kg/kgq
ity ratio
Cycle time leye 512s
100 (a) Temperature profile
—— Reference (Zhang et al. 2003)
90 -~ Single-element model
o 80
o \
2 N
e
§ 504 Regeneration R x\l?\e‘humidiﬁcation
2 P 20—
30
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Time(s)
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0.045
——- Reference (Zhang et al. 2003)
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Figure 7. Validation of the single-element model implementa-
tion against the reference results of Zhang et al. (2003).

trate different aspects of the modeling framework, includ-
ing implementation correctness, discretization resolution,
flexibility in material and geometry configuration, and dy-
namic response under time-varying operating conditions.
All simulation cases are run for 3600 seconds.

Case 1 serves as a benchmark to verify the baseline be-
havior of the implemented model under fixed operating
conditions, and the results provide a baseline for compar-
isons with subsequent cases.

5.2.1 Full-Wheel Representation

The multi-element model represents the complete des-
iccant wheel by distributing multiple channel elements
across the process and regeneration zones. Cases 1 and
2 use 6 and 12 elements, respectively. Both config-
urations represent the complete wheel, while their dif-
ferent element numbers provide different circumferential
discretization resolutions. Figure 8 compares their pre-
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Table 5. Summary of model parameters for different demonstration cases.

Parameter Symbol  Case 1 Case 2 Case 3 Case 4 Case 5 Case 6 Case 7
Number of elements (-)  nge 6 12 6 6 6 6 6
Half channel height (m) a 0.0015 0.0015 0.00075 0.0015 0.0015 0.0015 0.0015
Half channel width (m) b 0.0015 0.0015 0.0015 0.0015 0.0015 0.0015 0.0015
Desiccant wheel thick- L 0.2 0.2 0.2 0.5 0.2 0.2 0.2
ness (m)

Desiccant wheel diame- D 0.5 0.5 0.5 0.7 0.5 0.5 0.5
ter (m)

Process-to-regeneration Ry 1 1 1 1 2 1 1
area ratio (-)

. - . . - .. Polymer ..
Material (-) - Silica gel ~ Silicagel  Silica gel  Silica gel  Silica gel (Zeng et al. 2021) Silica gel
Rotational speed (rev/h) N 7 7 7 7 7 7 . 7= 10.

(time-varying)
Regeneration air flow  m,j, 0.5 0.5 0.5 0.5 0.5 0.5 0.5
rate (kg/s)
Process air flow rate  mpj, 0.5 0.5 0.5 0.5 0.5 0.5 0.5
(kg/s)
Inlet process air tem- 7, 343 343 343 343 343 343 343
perature (°C)
Inlet process air humid- Y}, i, 0.019332  0.019332 0.019332 0.019332  0.019332 0.019332 0.019332
ity ratio (kg/kgq)
Inlet regeneration air T, 100 100 100 100 100 100 . 100 = 89
o (time-varying)
temperature (°C)
Inlet regeneration air Y, 0.019332  0.019332 0.019332 0.019332  0.019332 0.019332 0.019332
humidity ratio (kg/kgq)
65 10.018 0.0200
S 5 00175F
= 80 10016 & g
o : ;; E, 0.0150 f
2% 0014;‘: 200125}
G | =F 1% )
8 sof % §oo100f
€ 2 2
2 100123 5 0.0075F
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Figure 8. Outlet temperature and humidity ratio of Case 1 and
Case 2 during steady-state operation.

dicted outlet temperature (red lines) and humidity ratio
(blue lines) over a representative steady-state period. The
12-element configuration resolves the switching behavior
with finer angular resolution, whereas the 6-element con-
figuration produces smoother periodic profiles. This com-
parison illustrates the influence of element number on the
predicted device-level outlet states.

5.2.2 Material and Geometry Flexibility

Cases 3-6 are designed to demonstrate the flexibility of
current models in handling different material properties
and geometric configurations. Figure 9 presents the outlet
humidity ratio for Cases 1 and 3-6, where key geomet-
ric and material parameters are varied. The results show
a clear spread in humidity ratio across cases, confirm-
ing that geometric parameters such as channel dimensions
and wheel size directly affect moisture removal capacity.
Case 6, which uses a different desiccant material, exhibits
a notably different humidity ratio profile, consistent with

Figure 9. Outlet humidity ratio of Cases 1 and 3-6 during
steady-state operation.

its distinct adsorption equilibrium characteristics. Impor-
tantly, all cases are generated by parameter modifications
alone, without structural changes to the model, demon-
strating the flexibility of the model.

5.2.3 Dynamic Operation

Case 7 demonstrates the capability of the model to sim-
ulate dynamic operation under time-varying conditions,
where the wheel rotational speed and regeneration inlet
air temperature are varied during the simulation.

Figure 10 illustrates the transient response of the out-
let temperature and humidity ratio for Case 1 and Case
7. The dashed vertical line at t = 1536 s marks the point
at which the wheel rotational speed and regeneration inlet
air temperature are varied. Prior to this point, both cases
exhibit similar periodic behavior under identical condi-
tions. Following the condition change, Case 7 shows a
clear shift in both the amplitude and mean level of the
temperature and humidity ratio oscillations, demonstrat-
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Figure 10. Transient outlet temperature and humidity ratio of
Case 1 and Case 7. The dashed vertical line indicates the point
of operating condition change at t = 1536 s.

ing the model’s capability to capture the coupled transient
dynamics of heat and mass transfer under time-varying in-
puts. This dynamic responsiveness is essential for control
strategy development and system-level simulation.

6 Discussion

Model selection. The choice of model type involves a
trade-off between computational efficiency and physical
fidelity. As shown in Table 6, the physics-based model
requires significantly longer CPU time than the reduced-
order models, with runtime increasing with the number
of elements. All simulations were performed on a system
equipped with a 12th Gen Intel Core 17-12700 CPU and 32
GB RAM. Despite this, it provides detailed internal state
information and supports flexible geometry and material
configurations, making it suitable for component-level de-
sign and analysis. For computationally demanding cases,
high-performance computing can be employed to reduce
simulation time. The reduced-order models are orders of
magnitude faster, making them well-suited for long-time
system-level simulations. However, their applicability is
limited to the conditions under which they were fitted, and
cannot be directly transferred to different application do-
mains (Guan, M. Liu, et al. 2024). The choice between
model types should therefore be guided by the specific re-
quirements of the application in terms of fidelity, compu-
tational budget, and operating conditions.

Applicability to Energy Recovery Wheels. Although
the proposed library is developed specifically for desic-
cant wheels, the underlying modeling method is directly
applicable to energy recovery wheels (ERWs), which are
widely used in HVAC systems. For total energy recovery
wheels, the governing heat and mass transfer mechanisms
are essentially identical between the two devices; the pri-
mary distinctions are that ERWs operate at higher rotation
speeds and do not require an external regeneration heat
source (Nobrega and Brum 2009). These differences can
be accommodated through parameter adjustment without
any structural modification to the model. Sensible heat
recovery wheels, in contrast, require a heat-transfer-only
formulation. The physics-based model can be adapted by
preserving its energy balance, circumferential discretiza-
tion, and rotation mechanism while removing the mois-

ture balance and sorption equations. The reduced-order
models can use the existing interface and architecture af-
ter latent transfer is disabled and their sensible effective-
ness or performance curves are recalibrated using data for
the target wheel. This extends the applicability of the pro-
posed library beyond desiccant dehumidification, offering
a potentially useful tool for the broader class of rotary heat
and mass exchanger modeling in building energy simula-
tion and HVAC system design.

Table 6. CPU time for different model types.

Model Type Case CPU time (s)
Physics-based model 1 1.689

2 16.487
Effectiveness-based model - 0.003733731
Curve-based model - 0.003032741

7 Conclusion

This paper presents a modular desiccant wheel model-
ing library developed in Modelica that integrates dy-
namic physics-based models and steady-state reduced-
order models within a unified framework. The proposed
approach addresses key limitations of existing models by
providing open-source implementations, enabling acausal
system integration, and incorporating a multi-element for-
mulation that simultaneously calculates the process- and
regeneration-side outlet states.

The physics-based models support configurable geom-
etry and desiccant materials, making them suitable for de-
tailed analysis, while the reduced-order models offer com-
putational efficiency for system-level simulations. By or-
ganizing all models within a plug-and-play architecture,
the library allows flexible selection of model fidelity with-
out modifying system configurations.

Comparative results highlight the trade-offs between
accuracy and computational cost and demonstrate the ap-
plicability of different models across use cases. The pro-
posed library provides a scalable and extensible platform
for desiccant wheel modeling in both building and indus-
trial applications.

A limitation of the present work is that the current val-
idation is limited to comparisons with reference results.
Future work will focus on validation against experimental
data, as well as further validation of the model for systems
involving multiple materials.

Software availability. The Modelica library devel-
oped in this study is publicly available as open-source
software at https://github.com/BE-HVACR/
DesiccantWheel under the MIT License.
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Abstract

As natural disasters increasingly impact the electrical in-
frastructure in the United States and cause widespread,
prolonged power loss, microgrids capable of operating in
island mode have emerged as a critical solution for sus-
taining community resilience. While Modelica models
can accurately predict high-fidelity dynamic system be-
havior, the manual effort required to build and configure
multiple distinct architectures from scratch is too time-
consuming for practical design exploration. To address
this gap, this paper presents a set of high-fidelity, pre-
defined Modelica system templates for islanded capable
Net Zero Energy Communities (NZEC) microgids. The
proposed model uses a parameterized 1D array to seam-
lessly switch among 12 distinct system topologies, auto-
matically updating the corresponding baseline controller.
Within these templates, the physical system is structurally
decoupled from the control logic, allowing researchers to
easily swap and test different control algorithms for any
given system topology. To demonstrate the use of this
modular framework, we conducted a case study that per-
formed an exhaustive search of equipment-sizing for a
simulated community in Tampa, Florida. The study eval-
uated each system topology against key performance met-
rics: capital cost, emissions, and fuel consumption. The
results proved that the templating mechanism functions
as intended, successfully instantiating the correct system
topology and control logic for each iteration. Rather than
isolating a singular best topology, the rapid evaluation effi-
ciently mapped the techno-economic design space to iden-
tify a Pareto-optimal frontier, ultimately presenting seven
highly viable configurations for user selection. Ultimately,
the successful generation and evaluation of these mul-
tiple topologies establishes a time-efficient, high-fidelity
foundation for future design workflows. This enables
researchers to seamlessly design optimal equipment siz-
ing and test advanced control algorithms for an islanded
NZEC.

Keywords: microgrid, resilience, template models, design

1 Introduction

Much of the United States’ electrical grid relies on a cen-
tralized infrastructure primarily constructed in the 1950s

and 1960s. With an average age of roughly 40 years,
the system suffers from a significant resilience gap due
to aging components such as transmission lines and trans-
formers that are nearing or exceeding their intended lifes-
pans (Idima et al. 2023). A lack of comprehensive
upgrades to the aging electrical grid has created a se-
vere resilience gap, leaving the system fundamentally un-
equipped to withstand extreme weather events like hur-
ricanes, wildfires, and severe winter storms. Because of
this structural fragility, weather-related failures are the pri-
mary driver of large-scale outages, resulting in an aver-
age of 520 million customer-hours without power annu-
ally across the United States (Do et al. 2023). The real-
world consequences of this aging infrastructure are severe:
Hurricane Maria (2017) devastated Puerto Rico’s fragile
grid, resulting in a grueling 11-month restoration effort
to reconnect residents to power (Campbell 2018). Sim-
ilarly, extreme weather threats such as widespread wild-
fires in California frequently force utility providers to dis-
connect power to millions of residents for consecutive
days to prevent grid-sparked ignitions (Zuo et al. 2025).
Moreover, the Texas grid failure during the 2021 Winter
Storm left 4.5 million Texans freezing without electric-
ity and triggered unprecedented spikes in residential util-
ity bills (Cramton 2022). Furthermore, grid vulnerabili-
ties extend beyond extreme weather events. Under normal
operating conditions, aging transmission infrastructure of-
ten lacks the capacity to meet the increasing peak energy
demands of growing communities or geographically iso-
lated areas. In such scenarios, microgrids can disconnect
from the bulk grid to self-generate power and shave peak
loads, thereby preventing localized blackouts (Ganesh et
al. 2022). Ultimately, this undeniable susceptibility to
both extreme weather and everyday capacity limits high-
lights a growing national trend of prolonged outages and
underscores the urgent need for more resilient, localized
energy systems.

Microgrid energy systems capable of autonomous is-
landing have emerged as a vital solution to sustain critical
power during prolonged outages, ensuring community re-
silience while minimizing severe economic impacts (Bal-
ducci et al. 2020; Energy 2017). Traditionally, emergency
backup power has relied exclusively on inefficient, high-
emission diesel generators (DG). However, modern com-

DOI 10.3384/ECP21978



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

munity microgrids leverage a hybrid architecture of re-
newable distributed energy resources (DERs), such as so-
lar photovoltaics (PV) coupled with battery energy stor-
age systems (BESS). This hybrid approach not only pro-
vides robust, localized power during catastrophic grid fail-
ures but also aligns with broader decarbonization goals by
minimizing fossil fuel consumption during islanded oper-
ations.

However, designing a resilient microgrid with multiple
DERs is a highly complex engineering challenge due to
the vast number of possible equipment combinations, siz-
ing and control strategies (Yan et al. 2017). While vari-
ous hardware configurations can successfully sustain the
critical load during an outage, they often yield drastically
different capital costs, fuel consumption rates, and emis-
sion profiles. Furthermore, generic controllers are insuf-
ficient for these diverse topologies; to guarantee system
stability and prevent secondary blackouts, each unique
physical configuration requires a dedicated, rigorously tai-
lored control strategy. Therefore, evaluating and optimiz-
ing these systems requires a comprehensive approach that
accounts for both the physical equipment mix and the su-
pervisory logic simultaneously.

Existing microgrid optimization tools, such as the
Hybrid Optimization of Multiple Energy Resources
(HOMER) and the Renewable Energy Integration and
Optimization (REopt) model, are widely utilized for
baseline techno-economic planning but present distinct
limitations for advanced system development. Primar-
ily, their reliance on Mixed-Integer Linear Programming
(MILP) with piecewise-linear approximations effectively
captures discrete equipment coupling and steady-state dis-
patch, resolving fast transient dynamics requires fine time-
discretization that can become computationally demand-
ing. Additionally, these platforms operate with simplified,
static control logic. This closed architecture restricts engi-
neers from implementing or evaluating the highly rigorous
supervisory controllers necessary for optimizing power
dispatch under dynamic, high-stress conditions. To cap-
ture the non-linear dynamics that standard planning tools
miss, recent literature has used high-fidelity simulation en-
vironments, such as Modelica, to model microgrid perfor-
mance. For instance, Castro et al. (2023) demonstrated
the efficacy of the Modelica OpenIPSL library in captur-
ing the electromechanical transients of a specific univer-
sity campus microgrid (Fachini et al. 2023). Similarly,
Zuo et al. (2025) used Modelica-based frameworks to per-
form high-fidelity, multi-timescale dynamic simulations
of an offshore energy island, demonstrating the necessity
of detailed component-level modeling for integrated re-
newable systems. While these platforms provide excep-
tional transient resolution, they impose a significant archi-
tectural constraint: the supervisory control logic in custom
microgrid models is typically rigidly coupled to the phys-
ical configuration of the equipment. This inherent lack
of modularity dictates that any attempt to alter the equip-
ment configuration or substitute an advanced control al-

gorithm requires major manual reengineering and remap-
ping (Dosa et al. 2025).

To address these critical gaps, this paper proposes a re-
producible, unified Modelica modeling template specifi-
cally engineered for net-zero energy communities (NZEC)
with islanded capability. Evaluating diverse microgrid dis-
patch strategies traditionally requires manually rewiring
the model’s graphical layer. To overcome this, the pro-
posed framework implements a parameterized 1D array
switching mechanism that completely decouples the phys-
ical distributed energy assets from the supervisory con-
trol logic. This advanced parameterization enables users
to automatically instantiate and simulate 12 distinct sys-
tem topologies without manual topological reconfigura-
tion. The remainder of this paper is organized as follows:
the modular modeling methodology and software imple-
mentation, followed by a community resilience case study,
an analysis of the simulation results, and conclusion.

2 Methodology

To facilitate the rapid and reproducible evaluation of com-
munity energy systems, this work introduces a modular
modeling framework developed using the Modelica Build-
ings Library (Wetter et al. 2014). The core methodological
approach involves constructing hierarchical templates that
allow users to seamlessly transition between different sys-
tem topologies and operational strategies. This flexibility
was achieved by dividing the architecture into two interop-
erable sub-models. First, a dedicated controller model was
designed to govern the dispatch logic, specifically man-
aging the power flow of the DG and the BESS. Second,
a comprehensive Test Bed model was developed to en-
compass the physical system of the dispatchable units, re-
newable energy generation, and the community load. This
modular template work is shown in Figure 1
Communication between these sub-models is facilitated
by standardized information buses. The physical Test Bed
transmits real-time state data to the control model, specifi-
cally the instantaneous power outputs from the renewable
generation, the DG, and the BESS. In response, the con-
troller evaluates the system state and transmits three pri-
mary dispatch signals back to the Test Bed: a binary on/off
operational command for the DG, a requested power out-
put setpoint for the DG, and a directional power command
dictating the charge or discharge rate of the BESS.

2.1 System Description

The physical system model structurally decouples the con-
trol logic from the energy assets, which include PV, wind
turbines, BESS, and DG. This architecture defines 12 dis-
tinct community energy systems topologies, as detailed in
Table 1. To guarantee system resilience during islanded
events, every configuration is designed to include at least
one dispatchable unit (either a DG or BESS).

The physical system is driven by a set of boundary con-
ditions that simulate a realistic operational environment.
The primary input is a community electrical load pro-
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Figure 1. Template diagram

System State

Table 1. Microgrid Configurations and Active Control Strate-

gies
Config ID Included Components Controlled Asset(s)
1 DG only DG
2 BESS only BESS
3 DG + Wind DG
4 DG + BESS DG + BESS
5 DG + PV DG
6 Wind + BESS BESS
7 BESS + PV BESS
8 DG + Wind + BESS DG + BESS
9 DG + Wind + PV DG
10 DG + BESS + PV DG + BESS
11 Wind + BESS + PV BESS
12 DG + Wind + BESS + PV DG + BESS

file, which establishes the strict power demand required
to maintain resilience. Furthermore, site-specific meteo-
rological data such as solar irradiance and ambient wind
speed are utilized to dictate the transient, intermittent gen-
eration of the renewable assets. This integration of real-
world weather and load data ensures the system model ac-
curately captures complex transient behaviors, requiring
the control logic to continuously balance a fluctuating re-
newable supply against the community’s critical demand.

2.2 Controls

To ensure seamless operation without necessitating man-
ual model reconfiguration, a parameterized 1D array
switching mechanism automatically links the active phys-
ical system to its corresponding controller. This mecha-
nism dynamically selects among BESS-only, DG-only, or
combined DG-BESS control strategies, depending on the
active equipment configuration and the available dispatch-
able units.

The DG-only controller employs a load-following
threshold strategy, activating whenever the building
load exceeds 80% of the active generation capacity.
To mitigate mechanical wear from rapid cycling, the
generator deactivates only when total generation exceeds
130% of the load, provided this condition is sustained for
a mandatory 30-minute waiting period. The state logic
for this controller is illustrated in Figure 2.

Figure 2. DG-only controller

Gen > 130%Load
and
Wait 30 min

Load > 80%Gen

The BESS-only controller manages transitions between
idle, charging, and discharging states to strictly track the
net electrical load. By continuously evaluating whether
PV generation exceeds the building demand, this con-
troller prioritizes maximizing renewable self-consumption
while maintaining the battery’s state of charge (SOC)
within predefined safety limits. This behavior is shown
in Figure 3.

Gen < Load

or

SOC >=S0Cmax \SOC <=SOCmin
or

Gen > Load

SOC >S0Cmin
and
Gen < Load

Figure 3. Battery-only controller

For configurations featuring both dispatchable units
(DG and BESS), the controller employs a four-state logic
architecture that prioritizes PV utilization and battery dis-
patch, introducing specific generator activation thresholds
to ensure system resilience. The diesel unit is activated
strictly to recharge the system when the battery SOC falls
below a critical lower threshold (SOCDgOn), and it re-
turns to standby once the battery recovers to a designated
upper threshold (SOCDgOff). The control flow for this
combined strategy is depicted in Figure 4.

SOC >=S0Cmax
Gen > Load
and
SOC >S0CDgOn
Charge

and
DgOn

Gen > Load
and
SOC < SOCmax

Gen < Load
and
SOC >S0CDgOn Gen < Load
and

SOC >50CDgOn

Gen > Load

an
SOC > SOCDgOff

SOC < SOCDgOn SOC >S0CDgO!

Figure 4. Battery and DG controller
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2.3 Performance Metrics

To comprehensively evaluate the viability of each islanded
microgrid topology, the system’s performance is quanti-
fied across key techno-economic and environmental indi-
cators. Specifically, the evaluation framework assesses the
total capital cost of the resilient system, the aggregate fuel
consumption, and the resulting CO; emissions.

Total fuel consumption is dynamically calculated by in-
tegrating empirical, part-load ratio (PLR)-dependent per-
formance curves for the active diesel generators over the
simulated outage period. Utilizing operational data from
(Generator Source 2024), the instantaneous volumetric
fuel flow rate is determined as a function of the PLR and
subsequently integrated over the duration of the event to
obtain the total fuel consumed. The total fuel consumed,
Fuel, . is calculated as:

t
Fuelpq = /O Vet (PLR(7))d, (1)
where Vfuel is the volumetric fuel flow rate determined by
the part-load ratio (PLR) at time 7, and ¢ is the total dura-
tion of the simulated outage.

The total carbon emissions, Emissions;y, (in kg of
CO,), are determined by applying a standard conversion
factor (e.g., 2.68 kg of CO; per liter of diesel combusted)
to the integrated fuel consumption:

t
Emissions,pq = / (Vfue[ (PLR(7)) X 2.68) dt.  (2)
b V-

Finally, the total capital cost, Cost;yq, aggregates the
installed capacities of the selected DERs multiplied by
their respective baseline unit prices (C). These economic
parameters were sourced from the National Laboratories
of the Rockies’ REopt (Simpkins et al. 2014):

Costioral = (Cpc - PpG) + (Cpv - Pev) + (Cwind - Pwina)
+ (CBm 'EBar) + (Clnv : Plnv) + CBar,const:
(3

where P denotes the rated power capacity and E denotes
the energy capacity. The specific baseline unit costs ap-
plied to the system components are Cpg = $880/kW for
the diesel generator, Cpy = $2,208/kW for solar photo-
voltaics, Cying = $5,776/kW for wind turbines, Cg, =
$452/kWh for battery energy capacity, Cj,, = $489/kW
for the battery inverter capacity, and Cpy const = $5,926
representing the fixed, capacity-independent installation
and balance-of-system cost for the battery system.

3 Implementation

The proposed microgrid templates were developed us-
ing the Modelica language, leveraging its equation-based,
hierarchical structure to effectively model the complex,
multi-domain physics of the community energy systems.
The top-level model serves as the primary integration in-
terface, linking the user-defined configuration array to

PVoffSignal
PV_off

2o0 o
1 (87498 5 ZARrN

Control TestBed

Configuration

config

Figure 5. Top-level Modelica model illustrating the integration
of the dynamic parameter array, control logic, and physical sys-
tem (testbed) for the community energy system.

both the physical system and the control logic, as illus-
trated in Figure 5.

To facilitate rapid evaluation, optimization, and seam-
less integration with advanced co-simulation environ-
ments, both the physical system and the control logic mod-
els were structured to be exported as Functional Mock-
up Units (FMUs). To automate the simulation workflow
across the 12 distinct topologies, an external Python script
is utilized to orchestrate the FMU execution. When a spe-
cific Configuration ID (referencing Table 1) is selected,
the Python algorithm dynamically updates the system pa-
rameters prior to initialization. It assigns the targeted siz-
ing capacities to the active equipment while strictly setting
the capacities of any omitted components to zero, effec-
tively removing them from the simulation dynamics.

The physical architecture of these interconnected DERs
and the community load is encapsulated within the physi-
cal system model (Figure 6).

WindOutput
lo.

wrlo_.b—;

4
!

K g

0
WindTurbines DieselGenerator * ¥ ¥

putBus

=Battery
w

Figure 6. Hierarchical view of the physical system model,
highlighting the interconnected distributed energy resources and
community load

Structurally decoupled from the physical assets is the
controller model (Figure 7). This subsystem encapsulates
the dynamic switching mechanism, housing the distinct
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baseline operational strategies such as battery-only, diesel-
only, and combined dispatch to actively govern the energy
routing based on the selected microgrid configuration.

false p-------
Architecure archSel realToB. | swiDGOn
OnlyBat R s
- B b arch...p----p gl >
= e |
I R |
realToB... |
Mo Doy DGwithBat R =
arch...p--------- LN S
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InputBus
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Figure 7. Internal structure of the control model, detailing the
routing mechanism for the battery-only, diesel-only, and com-
bined baseline operational strategies.

Signal routing between the physical plant and the su-
pervisory controller is managed through a centralized in-
formation bus. The physical system continuously out-
puts key state variables specifically, aggregated renewable
power generation, the DG’s instantaneous power output,
and the BESS SOC. These metrics are fed as inputs to the
controller. Based on the active microgrid topology and
control strategy, the controller evaluates these states and
dispatches command signals back to the physical assets.
These control outputs dictate the discrete on/off status of
the DG, the continuous active power setpoint requested
from the DG, and the required charge or discharge power
for the BESS.

4 Case Study

To demonstrate the practical application and efficacy of
the proposed modeling templates, a case study was con-
ducted to determine the optimal equipment sizing for mul-
tiple microgrid configurations designed to sustain a one-
week power outage. The selected site is the Historic
Green Village, a 2,776 m? mixed-use community located
on Anna Maria Island near Tampa, Florida (Huang et al.
2021). The community comprises one commercial office,
two retail stores, and two residential buildings. Geograph-
ically classified as ASHRAE Climate Zone 2A (hot and
humid) (Edition et al. 2010), the site experiences high
solar irradiance, making PV generation a highly viable
energy resource. Conversely, due to suboptimal histori-
cal wind velocities in this specific region, wind genera-
tion was excluded from the optimization scope. Nonethe-
less, all 12 templated topologies listed in Table 1, includ-
ing those incorporating wind turbines, were independently

instantiated and executed to confirm that the parameter-
ized switching mechanism correctly assembled the corre-
sponding physical assets and baseline controller for each
configuration. This validation, discussed further in Sec-
tion 5, confirms the general applicability of the templating
framework beyond the specific equipment mix used in the
Anna Maria Island case study, where wind resources were
determined to be unviable for this site.

The baseline electrical load profile for the commu-
nity was derived from an established open-source li-
brary (Huang et al. 2021), while the solar resource avail-
ability was determined using empirically measured on-site
irradiance data.For this resilience assessment, standard
HVAC systems were excluded from the building models
to isolate and simulate the community’s critical electri-
cal load profile during an emergency event. To capture a
worst-case scenario representative of hurricane season in
coastal Florida, a deterministic grid outage was simulated
over a continuous 168-hour (7-day) period, commencing
at midnight on August 20th and concluding at midnight on
August 27th.

Based on this operational profile, the islanded network
must sustain a peak electrical demand of 31.5 kW. With an
average daily energy consumption of 524.2 kWh, the opti-
mal equipment configurations must generate and manage
atotal of 3,669.4 kWh of critical energy over the simulated
week.

5 Results and Discussion

To evaluate the proposed modular templates, the system
was sized to sustain all critical loads during a simulated
one-week outage. For the baseline DG configuration, ca-
pacity was fixed at 40 kW to cover the absolute peak load
alongside a 20% engineering safety margin, assuming un-
constrained fuel availability. Conversely, for the BESS-
only topology, the required capacity to reliably meet the
weekly energy demand with a 10% safety margin was de-
termined to be 4,748 kWh. Following these baselines,
a parametric exhaustive search was conducted across the
hybrid topologies specifically combining PV with a DG,
a BESS, or both to identify optimal equipment sizing.
The search space was constrained as follows: PV capac-
ity ranged from 10 kW to 100 kW in 10 kW increments,
while BESS capacity ranged from 50 kWh to 500 kWh
in 50 kWh increments, with its power capacity held con-
stant at 40 kW. The DG capacity remained fixed at 40
kW across all simulations. The results of this exhaustive
search are illustrated in Figure 8. It is important to note
that the exhaustive search approach used here is a demon-
stration of the templating framework’s evaluation capa-
bility rather than a scalable design-optimization method.
With only two free sizing variables (PV and BESS capac-
ity), the search space was limited to 100 combinations;
introducing additional free variables (e.g., DG or wind ca-
pacity, or dispatch thresholds) would cause the number of
required simulations to grow combinatorially.
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For each simulated configuration, the Python orches-
tration script assigns the corresponding equipment capaci-
ties to the physical-system FMU, executes a co-simulation
of the physical system and controller FMUs over the full
168-hour outage period, and records whether the critical
load was sustained without interruption, along with the
resulting capital cost, fuel consumption, and CO2 emis-
sions. Configurations that fail to sustain the critical load
throughout the simulated outage are excluded from further
analysis. Among the surviving configurations, the Pareto-
optimal frontier is identified via a non-dominance filter ap-
plied to the capital cost and emissions results in Python: a
configuration is retained on the Pareto front if no other
simulated configuration in the search space achieves both
a lower capital cost and lower emissions. This filtering
step, rather than a formal multi-objective optimization al-
gorithm, identifies the Pareto-optimal set from the exhaus-
tively simulated design space described above.

2000000, Peess
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§ 500000 v\l',7 ¥
< BESS + PV DG + BESS + PV
8 (L‘ow Emissions)
o i
5 g
‘5 200000 DG + BESS + PVah 4
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DG + BESS DG + BESSA
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Total Emissions (kg CO2) - Log Scale

Figure 8. Exhaustive search for component sizing

Figure 8 illustrates only the configurations that suc-
cessfully sustained the total critical load for the entire
one-week duration; any configuration that experienced a
loss of load was classified as a failure and excluded from
the plot. The survival rates varied significantly across
the evaluated topologies. For the PV+BESS architec-
ture, only two specific sizing combinations successfully
met the load. In contrast, all configurations incorpo-
rating a DG (DG+PV, DG+BESS, and the fully hybrid
DG+BESS+PV) successfully survived the outage. To nar-
row the viable options, the analysis focused exclusively on
configurations on the Pareto front, which represent opti-
mal trade-offs between capital cost and carbon emissions.

The ultimate selection of an optimal microgrid archi-
tecture depends heavily on stakeholder priorities regard-
ing capital expenditure and environmental impact. For
instance, while a BESS+PV system achieves zero emis-
sions, it incurs prohibitive capital costs, and a BESS-only
configuration remains highly unrealistic due to its mas-

sive physical footprint and the need to be fully charged
precisely when a multi-day outage occurs. Conversely, a
DG-only system offers the lowest capital cost but gener-
ates the highest emissions and requires substantial on-site
fuel storage. To conduct a balanced comparative anal-
ysis, representative optimal configurations were strategi-
cally selected from the Pareto front. Specifically, the
DG+PV configuration with the largest PV capacity was
selected to maximize renewable penetration, while the sin-
gle most optimal point on the Pareto front was chosen for
the DG+BESS setup. Finally, to represent divergent stake-
holder goals within the fully hybrid DG+BESS+PV ar-
chitecture, two distinct configurations were selected: one
prioritizing the lowest possible emissions, and a balanced
configuration that effectively mitigates both capital cost
and carbon output. The specific equipment capacities, re-
quired capital investments, and total carbon emissions for
the seven selected configurations are detailed in Table 2.

To validate the dynamic operational stability and the
efficacy of the applied control logic, high-fidelity time-
series dispatch simulations were analyzed for four repre-
sentative architectures: the DG-only system, the purely
renewable PV+BESS system, and the two fully hybrid
(DG+BESS+PV) configurations representing the "Bal-
anced" and "Low Emissions" Pareto extremes. These four
configurations were selected because they span the ex-
tremes and a representative midpoint of the Pareto front
— from lowest capital cost/highest emissions to highest
capital cost/zero emissions — providing the most infor-
mative test of the controller’s dynamic behavior across the
design space. All 12 templated topologies listed in Table 1
were independently instantiated and simulated to confirm
correct automatic assembly of the corresponding physical
system and controller; detailed transient dispatch analysis
was limited to these four representative cases for clarity,
as the Anna Maria Island case study itself does not include
wind generation as an active component. For each selected
configuration, the transient behaviors of the critical load,
renewable generation, DG power output, cumulative fuel
consumption, BESS power, and SOC were plotted.

Serving as the baseline with the lowest capital cost and
maximum emissions, the DG-only configuration (Figure
9) demonstrates strict load-following behavior. The diesel
generator continuously modulates its power output to per-
fectly match the community demand without any energy
storage buffer. Consequently, the cumulative fuel con-
sumption during the one-week outage is approximately
1,600 liters, underscoring the absolute necessity of a large
on-site fuel storage tank to ensure community resilience
in this topology.

Conversely, the purely renewable PV+BESS architec-
ture (Figure 10) relies entirely on solar generation and en-
ergy storage to maintain critical power. As depicted, the
BESS absorbs excess PV generation during peak daylight
hours and discharges to meet the community load when
renewable generation is insufficient, primarily overnight.
Because the PV array was optimally sized to simultane-

DOI 10.3384/ECP21978



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

Table 2. Selected Pareto Front Configurations and Operational Metrics

Configuration PV (kW) BESS (kWh) DG (kW) Capital Cost ($) Emissions (kgCO»)
DG 0 0 40 31,926 1,281
BESS 0 4,748 0 2,171,853 0
DG + BESS 0 50 40 74,086 695
DG + PV 10 0 40 54,006 1,281
BESS + PV 100 450 0 449,686 0
DG + BESS + PV (Balanced) 50 50 40 184,486 375
DG + BESS + PV (Low Emissions) 80 400 40 431,526 164
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Figure 9. Dynamic operational behavior of the DG-only system.

ously supply the transient load and fully recharge the bat-
tery, this configuration successfully survives the extreme
weather event with absolute zero fuel consumption.
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Figure 10. Dynamic operational behavior of the purely renew-
able PV + BESS system.

For the hybrid configurations, the supervisory control
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Figure 11. Dynamic operational behavior of the DG + BESS +
PV (Balanced) hybrid system.

logic utilizes a robust cycle-charging strategy. As illus-
trated in the "Balanced" hybrid system (Figure 11), the
controller dynamically balances the assets by activating
the diesel unit at maximum capacity only when the bat-
tery SOC drops below a predefined 30% minimum thresh-
old. The generator then remains active until the battery
is recharged to an 80% upper limit. Because this spe-
cific topology minimizes capital expenditure by utilizing
a smaller battery, the BESS depletes rapidly, forcing the
DG to cycle on multiple times to satisfy the load. While
this reduces upfront capital costs, it noticeably increases
total fuel consumption and imposes more micro-cycles
on the battery. If deployed in a standard grid-connected
mode, this elevated cycling frequency would likely accel-
erate battery degradation and reduce its operational lifes-
pan.

In contrast, the "Low Emissions" hybrid architec-
ture (Figure 12) achieves a superior operational balance
through increased BESS and PV capacities. As shown,
the larger battery acts as a substantial buffer, significantly
reducing the frequency of DG activation. When combined
with the larger PV array, the battery is often able to reach
a full SOC solely from renewable surplus. Ultimately, this
structural design dramatically reduces cumulative diesel
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Figure 12. Dynamic operational behavior of the DG + BESS +
PV (Low Emissions) hybrid system.

consumption, minimizes carbon emissions, and decreases
the cyclical stress placed on the BESS, thereby preserving
battery health over the system’s operational lifespan.

6 Conclusion and Future Work

As extreme weather events increasingly expose the
fragility of centralized electrical grids, resilient commu-
nity microgrids have emerged as critical infrastructure
for sustaining power during prolonged outages. How-
ever, designing these systems is historically constrained
by the rigid, hardcoded nature of high-fidelity simulation
tools. To address this, this study successfully developed
a highly modular Modelica template framework that en-
ables the seamless generation and execution of diverse mi-
crogrid architectures. By structurally decoupling the phys-
ical plant models from the supervisory control logic, this
standardized approach simplifies efficient evaluation of
the techno-economic and environmental trade-offs among
distinct physical configurations without requiring manual
model remapping.

Applying this framework to a deterministic community
outage case study successfully demonstrated its analytical
capabilities. The simulation mapped the Pareto-optimal
frontier, quantifying the specific capital-cost and carbon-
emission trade-offs required to keep the community pow-
ered. Furthermore, the framework validated the dynamic
dispatch behavior and operational stability of purely re-
newable, diesel-only, and fully integrated hybrid opera-
tions, explicitly highlighting how equipment sizing and
control thresholds directly impact fuel consumption, cap-
ital expenditure, and battery cycling.

Future research will build directly upon this founda-
tional model. Because the physical plant is completely
decoupled from the operational brain, researchers can now
rapidly implement, test, and benchmark novel supervi-
sory control algorithms against the baseline strategies es-

tablished in this work. Furthermore, advanced mathe-
matical optimization algorithms will be integrated to ex-
plore more complex, multi-objective sizing strategies. Ul-
timately, this modular template will serve as the critical
foundation for a comprehensive co-design framework one
that evaluates both optimal asset sizing and dynamic con-
trol logic simultaneously to maximize the resilience of fu-
ture net-zero energy communities.
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Abstract

Modelica is a well established cyber-physical modeling
language, but many modern engineering workflows, such
as optimization, differentiable simulation, scientific ma-
chine learning, and system analysis, make use of other en-
vironments such as CasADi, JAX, and Julia. Existing in-
frastructure for Modelica toolchains does not target these
languages directly, meaning models must typically be
rewritten, or lose important information in the interface.
This paper presents Rumoca, a Rust-native Modelica com-
piler that turns Modelica into a universal algebraic fron-
tend for a variety of tools. Rumoca is organized as a se-
quence of explicit phase boundaries from parsing through
Differential-Algebraic Equation (DAE) construction and
template-driven code generation, with a native Rust sim-
ulation backend that also supports real-time, software-
in-the-loop execution. We report quantitative coverage
of the Modelica Standard Library across pipeline phases,
together with compile-time and simulation-time bench-
marks against an open-source reference. The full com-
piler ships as a VS Code extension and runs in the browser
via WebAssembly, enabling zero-install playgrounds and
self-contained HTML simulators. End-to-end case stud-
ies demonstrate realtime software-in-the-loop control of
a quadrotor model and deployment of a single Modelica
source across multiple algebraic backends.

Keywords: Modelica compiler, code generation, Rust, We-
bAssembly, FMI, CasADi, differentiable simulation, MSL
benchmarking

1 Introduction

The Modelica language is widely used for declarative,
equation-based modeling of cyber-physical systems. The
mature Modelica toolchain, led on the open-source side by
OpenModelica (Fritzson et al. 2020) and complemented
by industrial environments such as Dymola, is highly ef-
fective at simulation, FMU export, and graphical author-
ing. However, a growing set of engineering workflows live
downstream of simulation. Optimization, differentiable
simulation, scientific machine learning, and system anal-
ysis are all workflows typically built on symbolic and nu-
merical frameworks such as CasADi (Andersson, Gillis,

et al. 2019), JAX, and SymPy. Existing common Model-
ica tools do not target these languages directly. In cur-
rent practice, an engineer working across these ecosys-
tems may end up writing the same model several times.
For example, once in Modelica for simulation, again in
CasADi for optimization, and a third time in SymPy for
analysis, with no inherent guarantee that the three imple-
mentations of the model are the same. Moreover, these
frameworks’ modeling syntax is often harder to learn than
Modelica’s, since the model must be assembled impera-
tively in a general-purpose host language rather than de-
clared as equations in a form close to textbook notation.
Engineers who would benefit from Modelica’s modeling
discipline are often forced to use general-purpose lan-
guages or closed environments such as Simulink, where
the tooling ecosystem is broader even when the modeling
abstractions are weaker.

This paper presents Rumoca, a Rust-native Modelica
compiler that turns Modelica into a universal algebraic
frontend for a variety of tools. Rumoca preserves Model-
ica as a dedicated declarative source language and exposes
its intermediate representation to template-driven back-
ends that emit CasADi, SymPy, FMI, JavaScript, JAX, Ju-
lia, ONNX, or embedded C, as well as to a native-Rust
simulation runtime with exact automatic-differentiation
Jacobians and software-in-the-loop (SIL) support.

The remainder of this paper is organized as follows:

e Section 2 reviews background on Modelica, FMI,
and the Rumoca project.

e Section 3 describes the Rumoca compiler architec-
ture: a pipeline of explicit phase boundaries with
typed intermediate representations, template-driven
code generation to multiple algebraic backends, and
a native Rust simulation backend with real-time SIL
support, all exposed through unified command-line
interface (CLI), language service protocol (LSP),
WebAssembly, and Python frontends.

* Section 4 presents a quantitative Modelica Standard
Library (MSL) parity benchmark across pipeline
phases, together with compile- and simulation-time

DOI 10.3384/ECP219 87



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

microbenchmarks against a reference open-source
compiler.

e Section 5 describes Rumoca’s WebAssembly-native
deployment story, including self-contained HTML
simulators that compile a Modelica model into a
single shareable artifact runnable in any modern
browser.

* Section 6 presents end-to-end case studies in which a
single Modelica model is used as a realtime SIL plant
for an external autopilot and as a source for multiple
algebraic deployments.

2 Background

Rumoca builds on two existing standards and extends a
tool we described previously. This section reviews the
Modelica language and the properties that make it a suit-
able source language for algebraic backends, the FMI
standard that Rumoca targets as an export format, the sur-
rounding landscape of Modelica and Modelica-adjacent
tooling, and the evolution of Rumoca from a translator into
a compiler.

2.1 Modelica

Modelica (Modelica Association 2017) is an equation-
based, object-oriented modeling language for cyber-
physical systems.  Unlike procedural modeling ap-
proaches, Modelica models are expressed declaratively,
with computational causality determined automatically
by the compiler. This enables reusable component li-
braries and acausal multi-domain modeling. In procedural
and signal-flow environments, computational causality is
specified explicitly: block-diagram tools such as Simulink
define directed computations between inputs and outputs,
and hand-written Ordinary Differential Equations (ODE)
implementations similarly require the modeler to choose
which variables are solved for directly. In contrast, a Mod-
elica equation such as mv = —kx — cv specifies a phys-
ical relationship without prescribing a computational di-
rection. The compiler determines the required causality
during transition.

The modeler can still fix a direction when one is
wanted. Top-level signals can be marked as input or
output for FMI export, for control design, or for con-
necting to a causal environment. The equations inside a
component do not have to commit to a direction. As a re-
sult, the same resistor, mass, or pipe model can be reused
in different contexts. Component libraries follow the same
discipline. Typed connector and connect equations
let a library author publish reusable parts. The language
enforces the interconnection rules so each user does not
have to reimplement them. The MSL ships several thou-
sand such components across electrical, mechanical, ther-
mal, fluid, and control domains.

Modelica is also a plain-text language. A model is a
file. It can be read, diffed, version-controlled, and gen-

erated by a script in the same way as any other source
code. This matters for large language models. An LLM
can read a Modelica file directly, reason about its struc-
ture, and propose edits in the same medium. A visual
block diagram cannot be inspected this way. It has to be
serialized into some intermediate form first, if such a form
exists. As LLMs become a standard tool in engineering
workflows, the readability of the source language matters
as much as its expressive power. These properties make
Modelica attractive even when the downstream consumer
is not a traditional simulator, such as when the model feeds
an optimizer, a learned controller, or a symbolic analysis.

Listing 1 shows a complete Modelica model of a bounc-
ing ball. The model has a continuous dynamics (7 = —g),
an event condition (A2 < 0 moving downward), and a dis-
crete reset that flips the velocity and applies a coefficient
of restitution. The compiler extracts the state variables,
detects the zero-crossing, and re-initializes the integrator
at each event.

Listing 1. A Modelica model of a bouncing ball. The
equation section declares the continuous dynamics; the
when clause declares an event-triggered discrete reset.

model BouncingBall
parameter Real e
restitution";
parameter Real g

0.8 "coefficient of

9.81 "gravity";

Real h(start = 1.0) "height";

Real v (start = 0.0) "velocity";
equation

der (h) = v;

der (v) = —-g;

when h <= 0 and v < 0 then

reinit (v,
end when;
end BouncingBall;

—e * pre(v));

2.2 FMI

The Functional Mock-up Interface (FMI) (Modelica Asso-
ciation 2022) is a tool-independent standard for packaging
simulation models as Functional Mock-up Units (FMUs):
zip archives containing an XML interface description and
a compiled implementation of the model’s dynamics. FMI
defines two interaction modes. In Model Exchange the
host provides the integrator and the FMU exposes resid-
uals, event indicators, and reset logic; in Co-Simulation
the FMU embeds its own solver and is advanced by the
host over a communication step. The standard does not
specify a modeling language, but was developed in the
Modelica community and the two are commonly encoun-
tered together. Recent work has extended FMI handling in
CasADi to support symbolic import, event dynamics, and
analytic sensitivities, narrowing the gap between FMI’s
traditional black-box framing and the symbolic workflows
targeted by Rumoca (Andersson 2023; Andersson and
Goppert 2024). Rumoca’s FMI backend (section 3) emits
dual-mode FMUs that declare both interfaces from a sin-
gle Modelica source.
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2.3 Related Work

The first commercial implementation of a Modelica com-
piler is Dymola (Dassault Systemes 2025), developed by
Dynasim and now owned by Dassault Systemes. It re-
mains the reference commercial tool for simulation and
FMU export. On the open-source side, OpenModel-
ica (Fritzson et al. 2020) is the most widely used com-
piler. It provides simulation, FMU export, and graphical
authoring through OMEdit. A more recent open-source
effort is MARCO (Agosta et al. 2023), an LLVM/MLIR-
based C++ compiler aimed at high-performance simula-
tion of large-scale models. These tools all treat simula-
tion as the primary deliverable. Rumoca instead targets
the symbolic and algebraic workflows that sit downstream
of simulation: optimization, differentiable simulation, sci-
entific machine learning, and symbolic analysis.

Not all of this work has treated simulation as the de-
liverable. Optimica and JModelica.org (Akesson et al.
2010) extend Modelica with constructs for the optimiza-
tion interval, the cost function, and the constraints, and
transcribe the resulting problem into a nonlinear program
rather than a simulation run. Rumoca shares the premise
that a Modelica compiler is useful for more than transient
simulation, but differs in mechanism: rather than extend-
ing the language and implementing the analysis inside the
compiler, it exposes the DAE through templates so the
model can be consumed in the native idiom of whichever
tool the analysis calls for.

Another line of work worth mentioning is Julia-hosted
modeling tools. ModelingToolkit.jl (Ma et al. 2021) em-
beds an acausal, equation-based modeling layer inside Ju-
lia. It exposes SciML solvers and Julia’s broader numer-
ical ecosystem directly to the modeler. Dyad (JuliaHub
2025), released by JuliaHub in 2025 is a direct compari-
son to Modelica. It is a declarative, equation-based mod-
eling language with object-oriented composition, typed
connectors, GUI authoring, a standard component library,
and FMI export. It covers essentially the same design
space as Modelica. The differences are in the surround-
ing ecosystem and licensing. Dyad is released under a
source-available license rather than an open one. Its com-
piler lowers Dyad source to ModelingToolkit.jl code, so
models ultimately run only inside the Julia/SciML stack.
Its standard component libraries are BSD3-licensed and
are explicitly intended to replace the Modelica Standard
Library over time.

Rumoca takes a different stance. Rather than intro-
ducing a new language tied to one runtime, it preserves
Modelica itself as an open, declarative frontend and emits
the model into many host languages, including Modeling-
Toolkit.jl itself. The two approaches trade off against each
other: a clean-slate language like Dyad is free to introduce
new modeling features directly, whereas Rumoca, build-
ing on the existing Modelica language, would need such
features added to Modelica itself. In exchange, Rumoca
inherits Modelica’s 25-year history and large public cor-

pus of open-source models, including the MSL. This is
an advantage that also benefits LLM workflows, since an
LLM can be trained on or grounded against that corpus.

2.4 Evolution of Rumoca

In our previous paper (Condie et al. 2025) we introduced
Rumoca as a Rust-based translator from Modelica to alge-
braic modeling languages, with initial CasADi and SymPy
backends and a Jinja-driven template mechanism for addi-
tional targets. That paper positioned Rumoca as a transla-
tor, demonstrated it on three example models, and outlined
a path in which complex Modelica models would first be
lowered to flattened Modelica by an external compiler be-
fore being handed to Rumoca.

Since that publication, Rumoca has expanded into a
Modelica compiler. This change in scope was made pos-
sible by Al co-development (see subsection 3.5). Even
so, implementing full Modelica support takes time, and
using flattened Modelica as a bridge between more ma-
ture compilers and Rumoca is still necessary in some
cases. Rumoca now implements parsing, name resolu-
tion, type checking, instantiation, flattening, DAE con-
struction, structural analysis with initialization-condition
planning, and template-driven code generation across
explicit phase boundaries. A native Rust simulation
backend provides exact automatic-differentiation Jaco-
bians and solver fallbacks, the full pipeline runs in the
browser via WebAssembly, and the project maintains
a continuous-integration parity gate against MSL. Ru-
moca is distributed through CLI, language-server, Python,
and VS Code interfaces. The compiler is developed in
the open at https://github.com/CogniPilot/
rumoca and released under the Apache-2.0 license. The
remainder of this paper describes the resulting system.

3 Architecture, Features, and Devel-
opment

Rumoca is designed such that each phase of the com-
piler has a clear scope and produces an accessible artifact.
Solvers, code generators, and simulators all consume clear
intermediate representations, but none of these consumers
is permitted to influence the IRs. Rather, each IR is either
transformed into the next IR by a compiler phase, or con-
sumed terminally by a downstream tool. This clear separa-
tion of representations is what aids the design of Rumoca
as a Modelica frontend for many ecosystems rather than
a simulator alone. Other than code generation, features
of Rumoca include SIL and native Rust simulation with
automatic differentiation. Rumoca can be used through
the CLI, through a VS Code extension, and imported as a
Python package (a pip-installable wheel) or npm package.

3.1 Pipeline Overview

Rumoca consists of two main peer activities, Compile
and Simulation. Compile is responsible for parsing and
building the various internal representations of the model,
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while Simulation takes the IR representations produced
by the Compile API and applies the relevant solvers and
IO tools required for simulation. Internally, every activ-
ity in Rumoca is implemented as a sequence of phases,
each phase living in its own Rust crate and communi-
cating only through explicit transitions. This organiza-
tion, of clearly defining crate scope, mirrors that of the
Rust compiler itself (The Rust Project Developers 2025),
whose source tree is split across dozens of crates with
strict phase boundaries. Compile and Simulation activi-
ties are exposed by the four entry points of Rumoca: the
command-line binary, an LSP server (used in the VS Code
extension), Python bindings, and WebAssembly bindings.
These will be described in more detail later.

Figure 1 shows an overview of the Rumoca architec-
ture, though in reality the implementation consists of 45
Rust crates. Within the compile activity, there are four
stages of processing a Modelica model goes through, each
represented by a unique IR. The first pass on the model
is done by the Parol (Singer 2025) parser. This produces
the Parsed IR that still contains the native object-oriented
structure of the model. The second phase then flattens this
model, producing the Flattened IR, which has the object-
oriented structure removed and the connect equations re-
solved. This bears the closest resemblance to traditional
flattened Modelica (similar to that used in OpenModelica).
The next pass produces the DAE IR, which arranges the
equations of the model in a hybrid differential-algebraic
form as specified by the Modelica Language Specifica-
tion Appendix B. This includes variables being tagged by
role (state, algebraic, discrete, parameter) and equations
tagged by category (continuous, discrete update, event
condition).

Between the DAE IR and the Solver IR, Rumoca
performs the standard structural preparation. Exact
scalar incidence is taken from the checked DAE ex-
pressions; equations are assigned to unknowns by
maximum bipartite matching over augmenting paths,
sorted into block-lower-triangular form from the strongly
connected components of the dependency graph, and
coupled blocks are torn by a greedy heuristic so that a
small nonlinear core is iterated while the remainder is
evaluated explicitly. Higher-index systems are reduced
by the dummy-derivative method over a Pantelides-style
differentiation of unmatched constraints: the index-1 lift
is complete, higher-index lifts cover an explicit subset,
and constraints retained by the reduction are enforced at
runtime by a minimum-norm manifold projection. Event
support covers time events, state events from relational
zero crossings, when and elsewhen equations, when
statements in algorithms, and the discrete and temporal
operators (pre, previous, edge, change, reinit,
delay, noEvent, smooth). Synchronous support covers
periodic clocks, declared as Clock (interval) or
Clock (intervalCounter, resolution), together
with the clock conversions and clocked partitions ex-
ercised by the Clocked results of Table 1; event and

solver clocks, spatialDistribution, and Modelica
state machines (MLS §17) are not yet lowered to a
DAE and are rejected with a diagnostic rather than
silently mistranslated. The per-phase rates of section 4
localize the remaining gap: attrition is concentrated at
DAE construction for connection-heavy libraries and
at initialization for the machine and magnetic libraries,
which is where the index-reduction and initialization
work is currently directed.

A final pass produces the Solver IR, which represents
the model lowered to a flat, register-based opcode stream
with Jacobian-vector products precomputed by forward-
mode automatic differentiation, ready for direct numeri-
cal evaluation by an interpreter or a JIT backend. This
multi-pass discipline, where each phase is distinct and
crosses a typed IR boundary, simplifies testing and Al-
assisted contribution. It also opens the door to advanced
diagnostics: when a simulation or optimization fails, the
user can inspect each IR in turn—Parsed, Flattened, DAE,
or Solver—to localize the problem to a specific compiler
phase.

Parsed IR

—~

Flattened IR

Base Modelica \

DAE IR

Jax

Figure 1. Rumoca’s architecture. Compile and Simulation are
peer activities, each callable from any frontend. The IR’s are
used to generate the various backends. The Solver IR used for
Rumoca’s native simulation

3.2 Code Generation

Code generation is template-driven and can operate on
any of the IR phases. Templates are processed by the
Jinja2 template engine (Pallets 2025), a widely used
text-templating system originating in the Python web-
development ecosystem, where it is commonly used to
generate HTML pages from dynamic data. The same
mechanism applies cleanly to code generation: Jinja2
walks the prepared DAE and emits the model in the syn-
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tax specified by a particular template. Each backend is a
separate template; Jinja2’s control-flow constructs (loops,
conditionals) handle the per-model variation within a tem-
plate. New backends can be added by writing additional
templates, using existing ones as examples. The templates
currently shipped with Rumoca, in approximate order of
maturity, are:

* CasADi in both MX and SX expression flavours —
MX for matrix-valued DAGs of arbitrary CasADi
nodes, SX for dense scalar-valued trees.

* SymPy for symbolic analysis and verification.

e FMI 2.0 and FMI 3.0, exported as dual-mode
FMUs that declare both Model Exchange and Co-
Simulation; Model Exchange is the accurate path,
with Co-Simulation provided as a convenience wrap-
per for tools that only consume CoSim FMUs.

e JavaScript exported as self-contained js code, in-
cluding solvers for inclusion in web-based frontends.

o JAX for differentiable simulation and machine learn-
ing.

e Julia / ModelingToolkit that works with SciML
solvers. Simple examples have been shown to work
with this target, but more comprehensive models and
testing are in progress.

* ONNX for export of model components into
machine-learning runtimes. Simple examples have
been shown to work with this target, but is not yet
fully implemented.

¢ Embedded C, currently at an early stage: the tem-
plate generates a self-contained C model suitable for
integration into bare-metal or RTOS targets, and has
been flown experimentally on a quadrotor through
the CogniPilot Cerebri autopilot, but is not yet rec-
ommended for production use.

In addition to these consumer backends, Rumoca ships
two other templates. The first produces flat Modelica, ad-
hering to the proposed Base Modelica standard (Modelica
Association 2023). The second re-emits the compiler’s
own DAE and flat-model IRs as Modelica source. These
are not translation targets in the conventional sense but
inspection and traceability surfaces: they let a user see
exactly what the flattening or DAE-formation phase has
produced. The DAE re-emission is particularly useful as
an entry point for custom tools and analyses, since it ex-
poses Rumoca’s canonical hybrid DAE in a human- and
machine-readable form that downstream consumers can
parse without re-implementing any of the upstream com-
piler phases. It also provides a natural handoff to other
tools expecting Base Modelica—style input.

3.3 Simulation and SIL

Rumoca’s simulation runtime consumes the Solver IR
and ships with two solver backends: a pure-Rust RK45
explicit integrator for non-stiff problems, and an inte-
gration with Diffsol (Robinson and Allmont 2026), an
open-source Rust ODE and semi-explicit DAE solver
from the University of Oxford, which provides BDF
and ESDIRK methods for stiff and implicit-DAE prob-
lems. Initialization-condition planning runs ahead of in-
tegration, and residual evaluation can be optionally JIT-
compiled through Cranelift (Bytecode Alliance 2025) on
native targets and through WebAssembly in the browser.
Initialization solves the initial equations together with the
MLS §8.6 equations induced by fixed = true start at-
tributes over a combined state—parameter vector, so fixed

= false parameters enter as initialization unknowns;
the solve is a scaled damped Newton iteration with line
search and a per-iteration step limit that keeps the it-
erate on its starting branch, and homotopy (actual,
simplified) is implemented as a true A-continuation
rather than the trivial reading the specification permits. Ja-
cobians and mass matrices are obtained by exact forward-
mode automatic differentiation of the DAE IR rather than
finite differences, giving the solver analytic derivatives at
every step. The runtime supports both batch execution
and a deterministic, step-locked realtime mode suitable
for SIL work, with named-signal I/O serialized through
a FlatBuffers codec (Google 2025) and transported over
UDP for desktop clients or WebSockets for browser view-
ers and remote operators. Live operator input is supplied
through gamepad and keyboard backends. For visualiza-
tion, simulations can drive a Three.js scene, giving the op-
erator a live 3D view of the plant alongside the numeric
feed.

3.4 Additional Features

The language server, exposed through the Rumoca Mod-
elica extension on the VS Code marketplace, makes the
compiler’s internal information available at edit time.
Beyond standard LSP features — realtime diagnostics,
autocomplete, hover information, go-to-definition, find-
references, document symbols, signature help, and for-
matting — the extension integrates directly with the com-
piler’s simulation surface. A user can edit a .mo file,
trigger a one-click simulation run, and receive a self-
contained HTML report with embedded plots, all without
leaving the editor. The extension also exposes a config-
urable visualization view system: in addition to standard
time- and X/Y-plot views, a 3D view generates a Three.js
scene script for the model that the user can edit directly
to reflect the model’s physical state, giving each Modelica
model a customizable runtime visualization without leav-
ing the source-tree workflow.

3.5 Al-Assisted Compiler Development

Rumoca has been developed with substantial assistance
from frontier large-language-model based coding agents.
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This has only worked under close human direction and
with project-specific guardrails. For semantic changes, we
require an explicit lookup of the relevant Modelica Lan-
guage Specification rule. We also require the agent to
respect Rumoca’s phase boundaries, identify the owning
compiler phase, and avoid fixing downstream consumers
when the error belongs in the compiler pipeline.

In practice, the useful workflow is to define the com-
piler contract first and let the agent implement inside that
boundary. For compiler bugs, we usually ask the agent
to reproduce one concrete failure, trace the affected sym-
bol or equation through the pipeline, inspect intermediate
artifacts such as flattened models or DAEs, and compare
phase-level MSL outcomes. This helps distinguish a real
regression from a change that improves an earlier phase
while exposing a pre-existing limitation in a later one.

Despite these measures, the main limitation remains un-
resolved: agents still struggle with root-cause analysis and
frequently repair the visible symptom. A simulation fail-
ure may lead to a solver-side workaround. A diagnostic
failure may lead to relaxed validation. A backend mis-
match may lead to a template patch. In each case, the
actual bug may have been introduced earlier during name
resolution, instantiation, flattening, or DAE construction.

As aresult, substantial manual analysis is still required.
Human developers must guide the investigation, inspect
compiler artifacts, decide which phase first introduced the
wrong symbol, equation, or structural form, and reject
plausible but shallow fixes. We therefore treat Al output
as a hypothesis, not a fix. In our experience, Al acceler-
ates implementation once the semantic target is clear, but
it does not replace human root-cause analysis, specifica-
tion judgment, or architectural review.

4 Benchmarking and MSL Parity

To quantify how much of the Modelica language Rumoca
handles in practice, we benchmark the compiler against
the Modelica Standard Library (MSL) version 4.1.0 (Mod-
elica Association 2025), the canonical reference suite for
Modelica tools. Rather than report a single pass/fail num-
ber, we measure two things: how far each model advances
through the pipeline described in section 3 (a reachabil-
ity funnel that separates front-end coverage from DAE
construction, solver lowering, initialization, and simula-
tion), and, for the models that simulate to completion,
how closely their trajectories agree with the OpenMod-
elica compiler (OMC).

4.1 Methodology

The benchmark set is the collection of root example
models in MSL— every non-partial class of the form
Modelica.<library>.Examples.<...> withno
unbound top-level inputs. This yields 566 standalone-
simulatable models spanning the MSL sublibraries. All
OMC references were produced with OpenModelica
1.26.7.

Reachability funnel. Each model is run through the full
Rumoca pipeline, and we record the last phase it reaches:
Parse (Parsed IR), Flatten (Flattened IR), DAE (DAE IR),
Solve (Solver IR), IC (consistent initialization), and Sim
(integration to the model’s stop time through the embed-
ded Diffsol suite in its aut o mode, which tries BDF first
and falls back through RK-family methods on stiff or dis-
continuous problems). A model counts as passing a phase
if the pipeline gets past that phase without failing; the
phases are nested by construction, so the reported rates
are non-increasing from left to right across all packages.
It should be noted that passing the flattening or DAE phase
does not necessarily mean it is correct. Future work will
formally verify the semantics of the compiler to ensure
the correct construction of the IR and the semantic lower-
ing of it. Sim here measures only that a model integrates
to completion, not that it agrees with OMC; agreement is
measured separately below. Rumoca integrates at solver
tolerances rtol = atol = 107°.

Matched stop time. Both tools integrate each model to
its own experiment (StopTime=-) annotation: Ru-
moca reads the annotation directly, and OMC is driven
with ——use-experiment-stop-time so it uses the
same horizon. This makes the integration spans match per
model, which is a precondition for a meaningful simula-
tion comparison.

Trace agreement. For the models that both tools sim-
ulate to completion, parity is measured per output chan-
nel with a normalized, bounded error. Channels are vari-
ables matched by exact name; each channel is compared
on the union of both tools’ sample times over the over-
lap window, with linear interpolation for continuous chan-
nels and zero-order hold for discrete/clocked channels.
For a channel, let & be the time-averaged absolute devi-
ation between the Rumoca and OMC traces (trapezoidal
rule), normalized by a robust scale s equal to the 5th-95th
percentile span of that variable’s OMC trace; the chan-
nel score e = /s is mapped into [0,1) by é =¢/(1 +e),
so a single diverging or near-flat channel saturates near 1
rather than dominating the aggregate. A channel is in high
agreement if & < 0.05, near agreement if ¢ < 0.20, and
deviating otherwise. A model is agreeing if its channel
distribution falls in either a high-agreement band (at least
80% of channels high and at most 1% deviating) or a near-
agreement band (at least 90% high-or-near and at most
10% deviating). Of the 151 models that both tools simu-
late and that produce comparable traces, 102 (= 67%) are
agreeing; the remaining third deviate. The agreeing set is
the basis for the timing comparison in subsection 4.3.

4.2 Coverage Results

Table 1 reports per-package and overall pass rates at
each phase. All 566 models parse cleanly (100%
for every sublibrary), so we omit the Parse column
and begin at Flatten. Flattening succeeds for 99%
of the suite; the only sublibraries below 100% are
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Electrical.Polyphase, Electrical.Spice3,
Magnetic.FluxTubes,and Utilities.
DAE construction succeeds for 73% of the suite.

The losses are concentrated in connection- and
constraint-heavy libraries: the quasi-static elec-
trical machines and polyphase libraries (0%), the

magnetic wave libraries (FundamentalWave 4%,
QuasiStatic.FundamentalWave 10%), Fluid
(35%), and the large coupled-constraint systems of
Mechanics.MultiBody (55%); StateGraph (0%)
is gated by state-machine semantics not yet lowered to
a DAE. Media now constructs a DAE for 68% of its
examples.

Solver lowering (60%) and initialization (41%) are the
next two attrition steps. Electrical .Machines, for
example, lowers a Solver IR for 53% of its models but
loses all of them at initialization (53% Solve — 0% 1C),
and Magnetic.FluxTubes drops from 85% Solve to
15% IC.

End-to-end, 28% of the suite simulates to its stop
time, and—as noted in subsection 4.1—about two-thirds
of the simulated models then agree with OMC. There
are thus two distinct gaps: a reachability gap (only
28% reach a completed simulation) and an agreement
gap (of those, ~ 33% deviate from OMC). Several li-
braries are clean end-to-end: ComplexBlocks and the
Math examples reach 100%, Electrical.Digital
96%, and Clocked 88%. By contrast, several
switched-electronics and thermal libraries reach high
DAE and solver coverage but simulate few or no mod-
els (Electrical.PowerConverters: 76% Solve,
66% IC, but 0% Sim), indicating gaps in event handling
and stiff-solver coverage rather than missing language
features. Compile-side phases are fast (parse, flatten,
and DAE construction average well under a second per
model); wall-clock time is dominated by the solve and
simulation phases.

4.3 Compile and Simulation Time

We complement the coverage results with a wall-clock
comparison against OpenModelica (OMC), reporting
compilation and simulation time separately rather than
as a single combined number. The two tools have op-
posite performance profiles: Rumoca’s advantage is con-
centrated in compilation, while its interpreted integration
loop is slower than OMC'’s native code on large sys-
tems, so a combined figure would hide the crossover. All
timings were collected on a single workstation running
Ubuntu 24.04 with an AMD Ryzen 9 5950X (16 cores,
32 threads) and 64 GB of RAM.

The harness runs a pool of 14 worker processes, each
pinned to a dedicated physical core, that draw models
from the 100-model agreeing set (the models that both
tools simulate to their experiment stop time and on
which the traces agree within the bands of subsection 4.1,
and for which both tools record valid timings) until the
set is exhausted. For each model we measure the time

to build and simulate it from scratch; a model exceed-
ing a 10s timeout is killed and its worker restarted.
Each Rumoca worker retains a persistent in-process cache,
so intermediate representations of shared MSL compo-
nents computed for one model may be reused by later
models in the same worker. The OMC side is driven
through its persistent ZMQ session. We separate three
Rumoca stages—front-end through DAE, Solver-IR low-
ering plus Cranelift JIT build, and the integration loop—
and group the first two as compilation (build-to-runnable)
and the third as simulation. For OMC we use the self-
reported timeTotal —timeSimulation as compi-
lation (frontend, backend, SimCode, C-code generation,
and clang) and t imeSimulation as simulation. We re-
port median per-model time within scalar-equation-count
groups, and a throughput (sum/sum) ratio across the whole
set.

Table 2 reports the results in three panels. Compi-
lation (panel b): Rumoca is faster in every bin (2.6—
5.2x; throughput 4.18 <, front-end-only median 5.25Xx),
because it emits native code through a Cranelift JIT (Byte-
code Alliance 2025) rather than generating C and invok-
ing clang. Simulation (panel c) crosses over with sys-
tem size: Rumoca leads on small models (6.7x at 1-
9 equations), reaches parity near 25-49 equations, and
then falls behind sharply (0.29x, 0.05x, 0.01x in the
top three bins; throughput 0.22x). OMC'’s integration is
nearly flat (= 0.02-0.04 s) because it runs native compiled
C, while Rumoca’s interpreted Solver-IR runtime grows
steeply with size. Total (panel a): end to end, Rumoca
is faster on all but the very largest systems—median per-
model speedup 4.79x, throughput 3.01 x—and only the
250+ bin (two models) tips to OMC, at 0.54 x. The break-
down localizes the gain: the speedup is a compile-time ef-
fect, and Rumoca’s numerical integration is in fact slower
than OMC’s on large systems.

These numbers should be read as an efficiency compar-
ison, not a like-for-like one. The comparison is restricted
to the subset of models that both tools simulate success-
fully and on which they agree, which by construction ex-
cludes the harder cases where OMC’s index reduction,
tearing, and broader stiff- and event-handling succeed and
Rumoca does not; this easy-and-agreeing subset plausi-
bly favors Rumoca, and OMC remains the more robust
and capable simulator. Several further issues temper the
absolute numbers. The warm, core-pinned worker pool
lets Rumoca reuse cached IR for shared MSL components
across models, and although OMC is driven through its
persistent ZMQ session, we have not verified that it caches
MSL components equivalently, so part of the measured
compile gap may reflect caching asymmetry. The agree-
ing population skews small (62 of the 100 models have
< 24 equations), so per-model median speedups are small-
model-weighted; we report the throughput ratio alongside
every median for this reason, and the largest (250+) bin
contains only two models. Finally, each model is timed
once on a single host with no variance bars; a production
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Table 1. MSL 4.1.0 pass rates by package and pipeline phase. Scope: N = 566 root Modelica. «.Examples . models. All
models pass Parse at 100%, so that column is omitted. A model passes a phase (Flatten, DAE, Solve, IC, Sim) if the pipeline
reached past it; Sim means the model integrated to its experiment stop time, not that it agrees with OMC (trace agreement is
reported separately in subsection 4.1). Reported rates are non-increasing left-to-right per row.

MSL Package n Flatten DAE  Solve IC Sim
Blocks 32 100% 78% 69% 63% 63%
Clocked 76 100% 96% 96% 88% 88%
ComplexBlocks 2 100% 100% 100% 100%  100%
Electrical.Analog 65 100% 95% 83% 58% 32%
Electrical.Batteries 8 100% 50% 13% 13% 0%
Electrical Digital 23 100% 96% 96% 96% 96%
Electrical. Machines 43 100% 63% 53% 0% 0%
Electrical.Polyphase 5 80% 80% 80% 20% 20%
Electrical.PowerConverters 59 100% 98% 76% 66% 0%
Electrical.QuasiStatic.Machines 1 100% 0% 0% 0% 0%
Electrical.QuasiStatic.Polyphase 4 100% 0% 0% 0% 0%
Electrical.QuasiStatic.SinglePhase 6 100%  100% 83% 0% 0%
Electrical.Spice3 14 93% 79% 79% 7% 0%
Fluid 23 100% 35% 0% 0% 0%
Magnetic.FluxTubes 20 90% 90% 85% 15% 0%
Magnetic.FundamentalWave 27 100% 4% 4% 0% 0%
Magnetic.QuasiStatic.FluxTubes 9 100%  100%  100% 0% 0%
Magnetic.QuasiStatic.Fundamental Wave 21 100% 10% 0% 0% 0%
Math.FastFourierTransform 2 100% 100% 100% 100%  100%
Math.Nonlinear 1 100%  100% 100% 100%  100%
Math.Random 1 100% 100% 100% 100%  100%
Mechanics.MultiBody 42 100% 55% 0% 0% 0%
Mechanics.Rotational 17 100%  100%  100% 41% 18%
Mechanics.Translational 16 100% 100%  100% 81% 69%
Media 22 100% 68% 36% 27% 27%
Media.Incompressible 1 100%  100% 0% 0% 0%
StateGraph 7 100% 0% 0% 0% 0%
Thermal.FluidHeatFlow 12 100% 17% 17% 8% 0%
Thermal.HeatTransfer 4 100%  100%  100% 75% 25%
Utilities 3 67% 67% 67% 67% 67%
Overall 566 99% 73% 60% 41% 28%

claim should repeat the run and report variance, as sub-
second compile times are sensitive to scheduling and ther-
mal noise. We therefore present these results as evidence
that the Rumoca pipeline is fast enough to be practical, not
as a claim of general superiority over a production Mod-
elica tool.

5 Browser-Native Compilation via

WebAssembly

A central goal of Rumoca is to make Modelica modeling
easy to use. The compiler infrastructure described in sec-
tion 3 is built so that the WASM bindings crate exposes
the compiler’s API as a JavaScript module. Two distinct
deployment patterns fall out of this design.

5.1 Compiler-in-Browser

The first pattern runs the compiler itself client-
side. A hosted playground at https://rumoca.
cognipilot.org/ (Figure 2) loads the WASM build
of rumoca-bind-wasm in the user’s browser and uses it
to drive an editor with realtime parsing, diagnostics, and
DAE introspection on every keystroke. The implementa-
tion stack matches the desktop language server described

in subsection 3.4: the same Session, the same diagnostic
types, the same backend templates.

This is unusual for Modelica tooling. Browser-based
Modelica environments typically run the compiler on a re-
mote server and ship results to the client; the user’s mod-
els leave their machine, the server bears the operating cost,
and editor latency is bounded by network round-trips. By
contrast, the Rumoca playground requires no backend, no
authentication, no per-session quota. Models stay on the
user’s machine. The operator of the playground pays only
for static asset hosting. This is particularly valuable to
researchers, students, and engineers evaluating Modelica
without committing to a desktop installation, lowering the
barrier to first contact.

5.2 Standalone HTML Simulators

Rumoca includes JavaScript templates that compile Mod-
elica models into pure, self-contained JavaScript code,
which can be embedded directly in an HTML file (Fig-
ure 3). This enables lightweight, browser-based simu-
lators and makes Rumoca suitable for applications such
as digital twins, product model exchange, and interactive
simulation demos on web pages.

The js-template-based approach exposes the solver and
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Table 2. Wall-clock time, Rumoca vs. OpenModelica
(OMC), on the 100 models that both tools simulate to their
experiment stop time and agree within the parity thresholds
of subsection 4.1, grouped by scalar-equation count. Compila-
tion is build-to-runnable (t imeTotal —timeSimulation
for OMC, including clang); Simulation is the integration loop
only. Per-bin Rumoca/OMC columns are median seconds and
Speedup is the per-bin median of per-model ratios; the All row
reports the throughput (sum/sum) ratio over all 100 models,
which need not equal any median.

Scalareqns  Models  Rumoca (s) OMC (s)  Speedup (x)
(a) Total: model — simulated result

1-9 26 0.46 2.40 5.20
1024 36 0.49 2.44 5.03
25-49 11 0.54 2.48 4.55
50-99 14 0.80 2.68 3.37
100-249 11 1.33 2.75 2.07
250+ 2 6.05 3.29 0.54
All 100 84.9 255.9 3.01
(b) Compilation: build-to-runnable

1-9 26 0.46 2.38 5.18
1024 36 0.48 242 5.10
25-49 11 0.50 245 4.88
50-99 14 0.55 2.58 4.72
100-249 11 0.97 2.73 2.81
250+ 2 1.24 3.26 2.64
All 100 59.8 250.3 4.18
(c) Simulation: integration only

1-9 26 0.0028 0.0190 6.71
10-24 36 0.0100 0.0205 2.06
25-49 11 0.0255 0.0252 0.99
50-99 14 0.1376 0.0399 0.29
100-249 11 0.4889 0.0240 0.05
250+ 2 4.8140 0.0292 0.01
All 100 25.1 5.6 0.22

code-generation logic in a form that is easy for Al cod-
ing agents to inspect, modify, and extend. Existing exam-
ples (Meschede 2026) demonstrate how compilation tar-
gets can be switched quickly between different architec-
tures and programming languages or build rich interfaces
on top of detailed simulation models.

6 Case Studies

This section presents two end-to-end case studies, each
taking a single Modelica source through the Rumoca
toolchain. 6.1 drives a 21-state quadrotor as a realtime
SIL plant for an external autopilot, exercising the native
Rust runtime. 6.2 takes a small planar quadrotor and emits
it into four algebraic ecosystems from one source, ex-
ercising the code generators. Together they support the
paper’s thesis: Modelica as a universal algebraic fron-
tend, authored once and consumed by downstream op-
timization, symbolic analysis, differentiable simulation,
and tool-independent deployment in their native idioms.

Figure 2. The Rumoca in-browser playground. The compiler
runs entirely client-side via WebAssembly, with parsing, diag-
nostics, and DAE inspection driven by the same Session API
used by the desktop CLI and language server.

Figure 3. Modelica simulations can be exported into fully self-
contained, pure HTML/js based and customizable files using ru-
moca with its js based templates.

Figure 4. Software-in-the-loop setup: Rumoca runtime as real-
time plant for Cerebri.
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6.1 Realtime Software-in-the-Loop  with

Gamepad Control

The first case study runs Rumoca’s native simulation run-
time as a realtime SIL plant for the CogniPilot Cere-
bri autopilot (CogniPilot Foundation 2025). The Model-
ica source is a 21-state quadrotor: six-degree-of-freedom
rigid-body kinematics with a rotation-matrix attitude rep-
resentation with Euler’s equations for the angular dynam-
ics

The runtime advances the integrator in lock-step with
the autopilot, exchanging named-signal frames with Cere-
bri over UDP through a FlatBuffers codec at a fixed step
rate of 250 Hz. A USB gamepad feeds the autopilot’s
setpoint channel, so the operator flies the simulated ve-
hicle through the controller. A Three.js scene renders the
state in a browser at the step rate, and a small WebSocket
proxy bridges the UDP feed for remote operators. Figure 4
shows the setup.

The point is not realtime control quality. It is that the
same compiler producing the symbolic artifacts of 6.2 also
produces a Rust binary deterministic enough to hold a
step-locked loop against a production autopilot, without
giving up the equation-based modelling surface. The only
contract between the model, the SIL host, the autopilot,
and the viewer is the Modelica file and the signal schema.

6.2 Same Source, Multiple Algebraic Back-
ends

The second case study drives four downstream workflows
from one hand-written Modelica source: a planar vertical-
take-off-and-landing aircraft (PVTOL), the canonical two-
input textbook quadrotor. Its six states are the horizontal
position x, the altitude z, the pitch angle 6, and their time
derivatives X, z, 0; its two inputs are the total thrust 7’
and the pitching moment M; and its parameters are the
mass m, the moment of inertia about the pitch axis J, and
the gravitational acceleration g. Listing 2 gives the com-
plete source. It is about twenty lines, small enough that the
symbolic deliverable of 6.2.2 fits on the page and can be
checked against a textbook. Hover trim is 8 =0, T = mg,
M=0.

Listing 2. The complete PVTOL Modelica source. This one file
feeds all four backends of 6.2.

model PVTOL "Planar VTOL aircraft"

parameter Real m = 2.496 "Mass [kg]"
14

parameter Real J = 0.0344 "Inertia
about y [kg.m2]";

parameter Real g = 9.80665 "Gravity [m
/s21";

Real x, z, theta "Position
, pitch";

Real x_dot, z_dot, theta_dot "
Velocities";

input Real T "Total thrust [N]";

input Real M "Pitching moment [N.m]";

equation

[\
1

Position [m)]

Figure 5. Linear MPC built on the Rumoca-emitted CasADi
model tracking a step reference in the horizontal position x and
altitude z. The prediction model is the hover linearization; the
plant is the nonlinear emitted model.

der (x) = x_dot;
der(z) = z_dot;
der (theta) theta_dot;

m*xder (x_dot) = —-Txsin (theta);
m*der (z_dot) = Txcos(theta) - mxg
7
Jxder (theta_dot) =
end PVTOL;

M;

From this one source Rumoca emits four artifacts:
a CasADi MX module; a SymPy Model class; a
JAX module exposing the right-hand side as a function
ode_ fn(t,y,args), with time 7, state vector y, and an ar-
gument tuple args holding the parameters and inputs; and
an FMI 3.0 model-exchange FMU. Each artifact comes
from one Rumoca compilation; the consumer scripts be-
low import it as an ordinary module or FMU and never
touch generated code.

6.2.1 Linear MPC with CasADi

We differentiate the CasADi-emitted state derivative at
the hover trim to obtain the same hover linearization of
6.2.2, and use it as the prediction model of a linear model-
predictive controller (MPC): forward Euler at 20 Hz over
a 1.0 s horizon, with the thrust 7 and moment M bounded,
posed as a quadratic program (QP) through CasADi’s
Opt1i interface and solved. The controller runs against the
nonlinear emitted plant and tracks a step reference (Fig-
ure 5), with a mean QP solve time near 10 ms, inside the
control period. The glue code is plant-agnostic: swapping
the Modelica source re-derives the linearization automati-
cally.

6.2.2 Symbolic Linearization and Cross-Backend
Check with SymPy

The SymPy backend exposes the dynamics symbolically,
so the Jacobians follow in closed form. At hover, the state
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matching the textbook PVTOL linearization, and SymPy
certifies that the controllability matrix [B, AB, ..., A’B]
has full rank 6 symbolically, independent of the parame-
ters.

The same script then checks the backends against each
other. We build CasADi’s analytic Jacobians from the
same source, lambdify SymPy’s, and evaluate both at five
random points in the state and input space. The max-
imum elementwise difference is 2.8 x 10716 for A and
3.6 x 10714 for B. Two backends emitted from one .mo
file by separate templates encode numerically identical
dynamics, the guarantee a hand-ported model cannot give.

6.2.3 Parameter Identification with JAX

The JAX module exposes the dynamics as the function
ode_fn introduced above, so it composes with Jjit,
grad, and vmap and slots into an adjoint-mode integra-
tor. This makes the whole trajectory differentiable with
respect to the model’s physical parameters m and J.

We build a reference trajectory under the ground-truth
values m = 2.496kg and J = 0.0344 kg m? with a thrust-
step, sinusoidal-moment excitation over three seconds,
then start from a poor initial guess for the mass and in-
ertia (g = 0.50m, Jy = 0.60J, where /1 and J are the es-
timates) and minimize the mean-squared trajectory error
by gradient descent on (logsi,logJf). After 60 Adam iter-
ations the recovered values are m = 2.4985 kg (+0.10%)
and J = 0.034544 kg m?2 (40.42%), with the loss falling
by a factor of 5.5 x 10° (Figure 6). The consumer code
never reimplements the dynamics or derives a sensitivity
equation by hand; the adjoint integration comes from the
emitted module.

6.2.4 FMI 3.0 Export

The FMI 3.0 backend produces a tool-independent FMU:
a zip with the modelDescription.xml interface, a
compiled shared object, and the source manifest. As of
now, the FMU has only been tested with gcc on linux.
Loaded with fmpy, it holds exact hover trim (z(2s) =
3.8x 10710 m) and, under a 10% over-thrust 7 = 1.10mg,
follows the closed-form ballistic climb to 8 x 10~ m.
Each step costs about 25us at 200 Hz, roughly 200x
faster than real time, leaving headroom to host the FMU
inside a larger co-simulation rig.

Across the four workflows the modeller wrote one short
Modelica source; the consumer chose the artifact, and
SymPy certified that two of the bindings agree to machine
precision.

7 Roadmap and Discussion

Rumoca turns Modelica into a frontend: one source, au-
thored once, emitted into whatever ecosystem the work
demands—CasADi, JAX, SymPy, FMI, or a native Rust
runtime—with cross-backend agreement to machine pre-
cision that a hand-ported model cannot match. Two lines
of work carry that thesis forward.

The first is coverage. End-to-end MSL simulation is
28 %, leaving room for improvement. We are taking a
structured defensive coding approach to address this and
focusing on built-in tracing tools that assist authors diag-
nose simulation and compile time errors back to source
code through span preservation. The second is templates.
Because code generation is template-driven, the reach of
Rumoca grows by adding and hardening backends rather
than rewriting the compiler. The near-term work is pro-
moting the experimental Embedded C target to produc-
tion, broadening FMI 3.0 coverage, and bringing the JAX,
Julia, and ONNX templates to the maturity of the CasADi
and SymPy paths, each one extending where a single
Modelica model can be deployed.

We also note that MSL parity, having served as our
development and regression corpus, functions more as a
language-coverage test than as a measure of real-world
utility, which the case studies of Section 6 address only
from author-written models. No Modelica collection is
curated for the optimization and machine-learning work-
loads Rumoca targets, so we invite the community to con-
tribute models that already simulate in an established com-
piler; each such model is a known reference against which
Rumoca’s coverage and cross-backend agreement can be
measured. Feedback from these early adopters will steer
coverage priorities more directly than MSL parity alone.
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Abstract

Equation-oriented modeling tools routinely generate
differential-algebraic equations (DAEs) with state-
dependent events, including switching logic, mode
changes, impacts, and when/reinit-style state reini-
tializations. While mature DAE solvers provide robust
forward simulation for such hybrid models, gradient-
based parameter estimation remains difficult: algebraic
variables are implicit, the times of state events depend
on the parameters, and resets are discontinuous. We
formulate parameter learning as constrained least squares
and compare two gradient strategies. An AD-through-
simulation method differentiates the algebraic solve by
the implicit function theorem and uses segmented differ-
entiable integration. An explicit discrete-adjoint method
constructs smooth-segment and event residuals from
an event-split trajectory and solves for their Lagrange
multipliers; these residuals are equality constraints, not
heuristic penalties. Experiments on one event-driven
DAE and one ODE impact system illustrate the tradeoffs.
Both methods compute local gradients for the event path
selected by the forward simulation and assume fixed event
ordering and transversal guard crossings.

1 Introduction

Equation-oriented modeling languages such as Modelica
provide a compact and declarative way to describe multi-
domain systems as equations, connections, parameters,
and event logic. Toolchains then perform structural anal-
ysis, index reduction, algebraic-loop handling, event de-
tection, and integration. Consequently, DAEs with events
are central to equation-oriented simulation (Ascher and
Petzold, 1998; Fritzson, 2014; Hairer and Wanner, 1996;
Modelica Association, 2025).

Switches, mode changes, impacts, and when/reinit
statements make the model a sequence of smooth DAE
segments coupled by guards, resets, and post-event alge-
braic consistency.

Hard switches may instead be regularized or suppressed
with Modelica’s smooth and noEvent operators, at the
possible cost of approximation error, slower simulation, or
reduced model reuse (Modelica Association, 2023). Here
the original guard/reset structure is retained; only out-
put reconstruction is optionally blended during optimiza-
tion (Section 3.1). “Times of the events” below means

parameter-dependent state-event times, not Modelica time
events, whose times are known in advance (Modelica As-
sociation, 2023).

Existing Modelica and DAE toolchains provide mature
and robust mechanisms for forward simulation. DASSL
and SUNDIALS/IDA provide implicit integration and
nonlinear solves, while Modelica tools add equation sort-
ing, algebraic-loop detection, and tearing (Casella, 2015;
Elmgvist and Otter, 1994; Hindmarsh et al., 2005; Petzold,
1982; Téuber et al., 2014; Zimmer, 2009). These capabil-
ities do not automatically provide end-to-end derivatives
through events, resets, and algebraic consistency.

Section 6.1 outlines a Modelica/FMI deployment path;
the present experiments are Python-only and do not
benchmark a complete Modelica toolchain.

Libraries such as torchdiffeq and diffrax sup-
port differentiable ODE solving and event-aware exam-
ples (Chen, 2018; Chen et al., 2021, 2018; Kidger, 2021).
They primarily target ODEs; a DAE implementation must
also solve and differentiate algebraic variables during in-
tegration, after events, and during output reconstruction.

We compare two strategies. AD-through-simulation
solves the algebraic equations inside the vector field, dif-
ferentiates that solve by the implicit function theorem, and
uses segmented integration with right-continuous output
evaluation.

The explicit discrete adjoint instead consumes an exter-
nal solver’s event-split trajectory and constructs smooth
DAE and event residuals. These are equality constraints,
not heuristic penalties; their multipliers give the gradient
without forming full trajectory or event-time sensitivity
matrices.

The contributions are:

1. formulate parameter learning for event-driven DAEs
as a constrained least-squares problem with algebraic
constraints, event guards, and reset maps;

2. present an AD-through-simulation implementation
in which algebraic variables are differentiated by
an implicit-function-theorem custom JVP and events
are handled by segmented differentiable integration;

3. derive an explicit discrete-adjoint formulation that
can use an external forward DAE solver and com-
putes gradients from an event-split residual system;

4. compare them on an electrical DAE and a planar
bouncing-ball system.

DOI 10.3384/ECP219 99



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

Only the Cauer benchmark exercises the DAE algebraic
solve; the multi-ball case is an ODE-with-events scaling
study. Thus the experiments do not establish scaling with
DAE index, algebraic-loop size, or tearing.

Both approaches compute gradients that are local to
the event path selected by the forward simulation. They
assume transversal event crossings and no change in the
number, identity, or ordering of events under sufficiently
small parameter perturbations. This local-path interpre-
tation is consistent with hybrid-system sensitivity analy-
sis, where perturbations are propagated across events us-
ing jump conditions or saltation matrices (Saccon et al.,
2014; Kong et al., 2024). These assumptions also clarify
the limitations of gradient-based optimization near graz-
ing events, simultaneous events, or event-order changes.

The implementation used for the experiments is
available at https://github.com/ionmatei /
diff-dae-events/.

Paper structure: Section 2 formulates parameter learn-
ing for DAEs with state-dependent events as a con-
strained least-squares problem. Section 3 presents the
AD-through-simulation approach. Section 4 develops the
explicit discrete-adjoint formulation. Section 5 reports the
numerical experiments. Section 6 discusses related work
and implementation tradeoffs. Section 7 concludes the pa-
per. Full derivations and implementation details omitted
for space are retained in the extended arXiv version (Matei
et al., 2026).

2 Problem Formulation

Let
O=n<tu<--<ty<tyr1 =T

denote the event times generated by the hybrid DAE. On
each interval (7, T,+1), the system satisfies

X (t) = f(tvxm(t)vzm(t)ap)v 0= g(tvxm(t)vzm(t)ap)-

At an event time 7, an active guard satisfies

¢em(1’n7xV;7ZI;7p) = 07

and a reset map or reinitialization equation relates the pre-
event and post-event variables,

('xjr;7Z;) = \Pem<fm7x;7z;l7p)’

with the understanding that algebraic variables may be re-
computed after the differential state is reset.

A hat denotes a prediction, a star a reference value,
—/+ the event’s left and right limits, and (-) " transpose.
The subscript /& denotes a discrete quantity: _#j is the dis-
crete objective, R,, x a smooth step residual, E,, an event
residual, W all discrete states, and A,,, x, L, their respective
multipliers.
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Given output data y?am at observation times f;, the

parameter-estimation problem can be written as

1N0bs dat 2
min = h(ti,x(t:),2(t;), p) — yi*@
Pa{xnth};{Tm} 2 1:21 ( ' X( 1) Z( l) p) yl 2
st Xm(t) — f(t,xm(t),zm(t),p) =0,
g(taxm(t)azm(t)vp) =0,
Em(Tm,W;,»W;yP):O, m:l,...,M,

where w = (x,7) and E,, collects the guard condition, reset
equations, continuity conditions for variables not modified
by the event, and post-event algebraic consistency.

This constrained formulation is the common starting
point for both methods studied in this paper. The AD-
through-simulation method eliminates the trajectory vari-
ables by executing the simulator and differentiating the
reduced map from parameters to outputs. The discrete-
adjoint method keeps the residual constraints explicit after
discretization and solves for the corresponding Lagrange
multipliers.

3 AD-through-Simulation for DAEs
with Events

The AD-through-simulation approach treats the event-
driven DAE simulator as a differentiable program. For
a selected parameter vector pop, the simulator produces
predicted outputs

~

y(tl;popt)
Y(popt) = :

yA(tN;popt)

The reduced learning problem is then

min //\(popt) = /(/Y\(popt))v

Popt

and the gradient is computed by automatic differentiation:

VoS =AD |7 (¥ (po))]

The main DAE-specific issue is the algebraic variable.
During integration, z is defined implicitly by

g(t,x,z,p) =0.

‘We write the solution as

z=C(t,x,p),  glt,xC(txp),p) =0.

The differential state is advanced using the reduced vector
field

x=f(t,x,C(t,x,p),p)-
In the implementation, the algebraic solve is performed by

chord Newton iterations and differentiated using a custom
JVP derived from the implicit function theorem. Thus,

DOI 10.3384/ECP219 99



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

gradients propagate through the algebraic constraint with-
out differentiating through every Newton iteration.

For completeness, write g, = dg/dq, with all partial
derivatives evaluated at (¢,x,{(z,x,p),p). A perturbation
(dt,dx,dp) induces dz satisfying

8. dz+ g dt +grdx+g,dp =0,

and hence the Jacobian-vector product (JVP) used by the
implementation is

dz=—g. (g dt +g.dx+g,dp).

This expression assumes that g, is nonsingular at the eval-
uated point. In practice the linear system is solved; the
inverse is not formed explicitly.

Events are handled by segmented integration. At the be-
ginning of each segment, all guard functions are evaluated
and guards that are already active are masked out to avoid
immediate retriggering. The remaining active guards are
combined into a scalar event condition,

q’(%%l’) = £$¢6(I1x7 C(t7x7p)>p)7

where <7 is the set of active guards. A root finder locates
the first zero crossing of this composite guard. The corre-
sponding event index is selected, the reset map is applied,
the algebraic variables are recomputed, and the next seg-
ment starts from the post-event state.

To make this process compatible with JIT compilation,
the simulator is written as fixed-length scans over a pre-
scribed maximum number of event-bounded segments.
Physical segments are recorded until the terminal time
is reached; remaining iterations are padding segments.
Target-time evaluation is performed by reintegrating each
recorded segment with the requested target times clipped
to that segment. The output at each target time is selected
from the latest real segment whose closed interval contains
the target, giving the right-continuous convention

() = AT, x(T5, ), 2( Ty ), P).-

3.1 Differentiable target-time blending

The Cauer experiment uses optional soft segment selec-
tion to widen the loss basin. Both routes use the same out-
put reconstruction surrogate; the DAE dynamics, guard
localization, and reset map themselves are not smoothed.
Let segment k occupy [ag,bi], let ry € {0,1} distinguish
physical from padded segments, and let X; ; be the state
obtained by evaluating segment k at observation time ¢;
clipped to [ag, by]. Define

oy = o(B(ti —ax)) o(B(bx — 1)) 1,

O, R )
= v - . ti; = o X,
Y00+ €0 p(t3p) ; v X

Wy i

where 6(s) =1/(1+¢7*), B > 0 controls transition sharp-
ness, and &, > 0 prevents division by zero. Outputs are
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reconstructed via Zg(t;;p) = C(t;,%5(ti;p),p) and 5 =
h(t;,%g, 2, p). Finite B blends neighboring segment val-
ues; away from events the weights approach hard selection
as B — oo,

For Cauer, both optimizers use the blended objective
with B = 150. Reported Cauer losses are re-evaluated with
hard, right-continuous segment selection using a common
IDA forward solve. The values compared in Table 1 are
therefore not blended metrics. The surrogate can intro-
duce optimization bias for finite f; the present experiment
does not quantify that bias separately.

The resulting loss and gradient are evaluated with a JIT-
compiled value_and_grad call. These gradients pass
through the algebraic solve, ODE integration, event-time
computation, reset maps, target-time selection, and out-
put reconstruction. They are local to the event sequence
selected by the forward simulation.

A useful way to interpret this method is that it differ-
entiates the numerical algorithm actually executed by the
simulator. This includes solver steps, algebraic solves,
event-time refinement, reset maps, and target-time selec-
tion. The advantage is that the gradient is tightly cou-
pled to the solver tolerance and implementation used for
the forward pass. The drawback is that reverse-mode AD
must retain or reconstruct the computational trace of the
segmented simulation. This can become expensive when
the number of states, events, or solver steps grows. Fur-
ther derivations are in the extended arXiv version (Matei
et al., 2026).

4 Discrete-Adjoint Parameter Learn-
ing for DAEs with Events

The AD-through-simulation approach requires a simulator
whose numerical operations are visible to the automatic-
differentiation system. Many mature DAE solvers, how-
ever, are available only as external numerical engines. The
discrete-adjoint approach targets this setting. It uses the
external solver to generate the event-split forward trajec-
tory at the current parameter values, including the event
times and pre- and post-event states. These quantities are
then used to construct a differentiable discrete residual
system, from which the Lagrange multipliers and parame-
ter gradient are computed explicitly.

The discrete-adjoint method starts from the same con-
strained parameter estimation problem, but keeps the con-
straints explicit after discretization. The forward solve
produces an event-split trajectory: smooth segments be-
tween events and event records containing the event time,
active event index, pre-event state, and post-event state.

Let segment m be bounded by event times 7, and 7, .
The implementation stores normalized time coordinates

0= nm,O < nm,l << nm,N,,,fl - 17

and reconstructs physical node times as

Ik = Tm + nin,k(fm+l - Tm)-
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Thus, event times determine both the segment boundaries
and the physical time steps used in the residuals.
For Wy = [x,, 1,2 ] > define the column-width abbre-
viations '
fm,k = f(tm,kaxm,kazm,kvp)a
8mj = &(tmicsXmks Zmje, D),
hm,k =Tmk+1 — I k-

The smooth-step residual is then the compact trapezoidal
DAE residual

Pk
Ry = —Xmj+1 T Xm i+ %(fm,k —i—fm,kﬂ) —0.
8m k41

This form is mathematically identical to the expanded ex-
pression but fits within one column of the conference tem-
plate. Event blocks are represented by residuals of the
form

Em(Tm,W,,:,WZ,p) =0,

which enforce the guard condition, reset equations, con-
tinuity of unchanged variables, and algebraic consistency
after the event.

The finite-dimensional constrained problem is therefore

i 7, (W, T

fin (W, 7,p)

s.t. Ryx(W,7,p) =0,
Em(W7T,P) = 07

where W denotes the collection of the differential-state
and algebraic-variable values at all mesh nodes. Problem
(1) is not a penalty relaxation. It is the discrete constrained
form of the same parameter-estimation problem. The cor-
responding discrete Lagrangian is

Zn = 7n(W,7,p) Jer,,IkRm’k(W, 7,p)
m,k

+Z.UIIEm(W7 T,p).
m

Because the residuals vanish on feasible trajectories, .2, =
7, for any multipliers. The multipliers are chosen so that
the stationarity conditions with respect to W and 7 elimi-
nate the need to compute explicit trajectory and event-time
sensitivities. The gradient is then obtained from

dJn _

dp

2%

dp

Computationally, the gradient is evaluated by a reverse
block sweep. Smooth segment blocks solve local ad-
joint systems associated with the trapezoidal DAE resid-
uals. Event blocks solve event-adjoint equations associ-
ated with the guard and reinitialization residuals. Because
event times define adjacent segment boundaries, event-
time stationarity couples an event block with the segment
immediately before it. The implementation handles this
by storing an affine pending-event adjoint and resolving
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its scalar coefficient when the preceding segment is swept.
The discrete-adjoint route trades implementation conve-
nience for control over the gradient calculation. Its accu-
racy is tied to the residual discretization used for the ad-
joint calculation, not necessarily to the tolerance of the
forward DAE solver. This distinction explains why a
high-accuracy forward solve does not automatically im-
ply a high-accuracy discrete-adjoint gradient: the adjoint
residual mesh and quadrature must be sufficiently accu-
rate for the optimization problem. Conversely, because
the method does not require differentiating through the
solver internals, it can be paired with mature external DAE
solvers and can expose smaller linear systems when sym-
bolic preprocessing or tearing is available. The complete
block derivation is in the extended arXiv version (Matei
et al., 2026).

An untested adaptive extension would retain detected
event times as segment boundaries and refine each seg-
ment’s interior trapezoidal mesh until successive param-
eter gradients agree. Forward IDA tolerances control the
stored trajectory and event localization, but do not refine
this separate adjoint mesh.

S Experiments

We evaluate the proposed gradient pipeline on two hybrid-
system parameter identification problems. The first is
an electrical ladder network with a state-dependent reinit
event and is used to compare the implicit-AD route
(diffrax with a JAX-AD-friendly algebraic solver) against
the discrete-adjoint route (Sundials/IDA forward solve,
padded backward sweep for computing the multipliers).
The second is a planar multi-ball system with contact-
driven reinit events; we use it to study how each route
scales with the number of balls N and to position our
JAX-AD pipeline against a PyTorch-AD implementation.
Only the first benchmark exercises an algebraic solve; the
second is explicitly an ODE-with-events scaling study.
The code for generating the experimental results can
be found at https://github.com/ionmatei /
diff-dae-events/.

5.1 Cauer ladder with a state-dependent event

Here x = (iL27iL17vC57VC37vC1) and z = (VC57VC3,VC1);
the seven optimized positive parameters are 0 =
(Cl,Cz,C37C4,C57L17L2). A when clause detects v¢, >
0.5 V and applies reinit(vc,,0). Its complete event resid-
ual is

0.5 :VE}
E T 9 77 +7 = VC3
c(tc,w™,w", p) Pt —x)

g(TCax+aZ+vp)

:0’

where P-3 selects the four differential states other than
vc,; the last block restores post-event algebraic consis-
tency. The 20-second nominal trajectory has 10 events and
11 smooth segments. We initialize the parameters from
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the truth via a log-uniform multiplicative bias of half-
width 0.1 (so each component lies in [8*-e~ 01, 8*.¢+0-1],
i.e. a £10% band) and run Adam for 500 iterations with
step size 1072 on 500 uniform target points. Both routes
use the same sigmoid blending sharpness 8 = 150 across
event boundaries to widen the loss basin by smoothing the
effects of the events (Section 3.1).

Each method uses the same seed-0 initialization; these
are single runs without standard deviations. Every five it-
erations, the snapshot with smallest blended training loss
was retained (iteration 180 for AD and 500 for DA); nei-
ther ground-truth error nor hard validation loss selected
it, and neither run met the gradient stopping tolerance.
Figure 2 includes transient increases, so this offline fixed-
budget rule is not evidence of monotone or across-seed
convergence.

Table 1 reports the relative error per parameter, the
hard-selection loss of the chosen snapshot, and the wall-
clock cost. The implicit-AD route attains a lower re-
ported hard-selection loss than the discrete-adjoint route
(1.32 x 107° vs. 4.01 x 107%). It also recovers several
parameters to below one percent relative error, although
the remaining error on Cs indicates that some parameter
directions are weakly identifiable from the chosen output
and time grid. The discrete-adjoint route recovers C3, Cy,
and L; accurately, but retains larger residual errors on Cy,
Cs, and L,. Figure 1 overlays the optimized trajectories on
the ground truth, and Figure 2 shows the loss histories.

== A =
— / \ —
e o e

/\
Ei N\ . Nen A
o 7// NAAADDS _ NAAANDEDIS
s B
J/

(a) Implicit-AD route. (b) Discrete-adjoint route.

Figure 1. Cauer ladder: optimized vs. true trajectories at the
best-loss snapshot. Both routes capture the qualitative event
structure; the AD route additionally matches the post-reset os-
cillation envelope.

The parameter errors should be interpreted in the con-
text of output sensitivity and identifiability. Different pa-
rameter combinations can produce nearly indistinguish-
able output trajectories, especially along weakly identi-
fiable directions. Therefore, matching the output loss is
the primary optimization objective, while exact parameter
recovery depends on the informativeness of the measured
outputs and the time grid.

From the optimization perspective, any parameter com-
bination that minimizes the loss is acceptable; multiple
local minima can therefore be equivalent with respect to
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Cauer DAE (events) — Adam loss ‘Cauer DAE (events, discrete adjoint) — Adam loss

\

S %0 w0 E ] %0 ED E w0 B
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(a) AD loss history. (b) DA loss history.

Figure 2. Cauer ladder: Adam loss histories on log scale. The
AD curve descends ~5 decades whereas the DA curve plateaus
at ~ 10™4; the gap is consistent across the last ~ 100 iterations.

the observed outputs. The accuracy gap between the two
routes on this benchmark traces back to two effects. First,
the discrete-adjoint pipeline constructs the Jacobian based
on a trapezoidal-step approach, so its gradient quality is
bounded by the adjoint mesh density rather than by the
forward solver tolerance. Second, the loss surface near
the truth is anisotropic and dominated by long-time-scale
plateaus between events; with a uniform target grid the
trapezoidal Jacobians of the discrete adjoint accumulate
a small but coherent bias along the soft directions, ob-
servable here as the residual error on Cs and C;. The
implicit-AD pipeline gradient inherits the diffrax toler-
ance (rtol=atol=10"°) directly. The price is that AD must
hold the entire diffrax tape per segment in JAX memory;
on this 7-parameter system this is negligible, but it scales
with the number of state dimensions and the length of the
dense-output tape, a distinction that drives the next exper-
iment. As specified in Section 3.1, the tabled losses are
common-solver, hard-selection evaluations of the param-
eters chosen using the blended training objective.

5.2 Multi-ball planar bouncing system: scal-
ing with N

We consider a planar system of N identical bouncing
balls in a square box of half-width 10, with elastic col-
lisions against the four walls (restitution e;) and inelastic
ground impacts (restitution eg). The dynamics is an ODE
with state-dependent events, 4N + (g) event clauses for
N € {3,7,15}. We optimize three identifiable parameters
0 = (g,eq,¢p) from a randomly biased start (+10% log-
uniform). All three identification routes share the same
500 points uniform target grid, the same Adam step size,
and the same convergence tolerance; the only differences
are how the gradient is obtained and which framework
holds the autograd tape:

jax_ad our JAX/diffrax AD-through-simulation
pipeline, using the same segmented event machinery
as in 5.1; because this benchmark is an ODE, no
algebraic solve or algebraic custom JVP is exercised.

jax_da the JAX padded-discrete-adjoint pipeline of 5.1,
ported to ODE-with-events.

pytorch_ad PyTorch implementation
torchdiffeq with hand-written

using
event-time
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Table 1. Cauer ladder with a state-dependent reinit event. Per-parameter relative error (%) after 500 Adam iterations from a +10%
initial bias. One seed-0 run is reported without standard deviations; loss is re-evaluated by a common IDA solve with hard selection
at the best blended-loss checkpoint. AD: implicit differentiation through diffrax with a JAX-AD-friendly algebraic solver. DA:
discrete adjoint via Sundials/IDA forward and padded backward sweep.

Method  C; G C3 Cy Cs Ly Ly Loss Timel/iter
Initial 278 450 877 922 647 8.61 216 7.59-3 —
AD 0.29 1.84 0.01 0.09 328 1.13 0.04 1.32¢-6 0.03 s
DA 297 180 0.02 003 544 053 1.09 4.0le-4 0.042s

root-finding and direct backpropagation through
the entire segmented integration tape via odeint;
odeint_adjoint is not used.

Each row is one fixed-initialization run without error
bars, timed on one CPU thread. PyTorch uses direct
odeint backpropagation (adjoint=False), so the
comparison does not establish speedups over GPU exe-
cution or odeint_adjoint; neither was benchmarked.

Table 2 summarizes the result. Per-parameter relative
errors are reported as percentages, the final validation loss
is on a denser held-out target grid, and timing is total wall-
clock for the budget of iterations actually used.

Three observations stand out.

(i) Per-iteration scaling. For these CPU implementa-
tions, JAX-AD is flattest (74 — 71 — 110 ms/iter), while
PyTorch-AD grows from 554 to 6652 ms/iter. JAX-DA
lies between them because its per-step Jacobians grow
with segment count and event density.

(ii) Accuracy/throughput. At N € {3,7}, JAX-AD has
the better measured tradeoff in these runs. At N = 15,
PyTorch-AD reaches 3.9 x 107% versus 1.4 x 1075 at
37x the cost. The synthetic noise-free case supplies no
application-specific error floor with which to value that
additional accuracy.

(iii) Discrete-adjoint bias. JAX-DA is competitive on
small problems, but bias from the per-segment trapezoidal
mesh grows to about 4% on ep, at N = 15. This reflects the
tested fixed mesh, not discrete adjoints in general.

6 Discussion and Comparison with
Existing Approaches

Most differentiable continuous-time learning methods are
formulated for ODEs. Neural ODE and torchdiffeq
methods support backpropagation through ODE solvers
or a continuous adjoint (Chen et al., 2018; Chen, 2018);
event-aware extensions differentiate event times and re-
sets for a locally fixed event sequence (Chen et al., 2021).
Our setting additionally requires implicit algebraic solves
during integration, after events, and during output recon-
struction. Table 3 summarizes the resulting distinctions
from ODE, DAE, and compiler-based approaches.

The AD-through-simulation method is closest in spirit
to differentiable ODE solvers with event handling. Its ad-
vantage is implementation simplicity: once the DAE is re-
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duced by solving the algebraic equations, the event-driven
simulation can be written as a differentiable program. Its
limitation is that the returned gradient is the derivative
of the computational path selected by the forward event
solver.

The explicit discrete-adjoint method is closer to con-
strained optimization. It keeps the residual equations vis-
ible and solves for their Lagrange multipliers. This gives
direct control over the discrete residuals, event blocks, and
event-time stationarity conditions. It also clarifies the the-
oretical role of residuals: they are not loss penalties, but
equality constraints whose multipliers produce the adjoint
gradient.

The discrete-adjoint construction used here is closely
related to earlier work in the control and sensitivity-
analysis communities. In power-system and hybrid
systems analysis, trajectory sensitivities for differential-
algebraic-discrete models were developed with explicit
jump conditions at switching and reset events (Galan et al.,
1999; Hiskens and Pai, 2000). Adjoint sensitivity methods
were also developed for DAEs, including the derivation
and numerical solution of adjoint DAE systems (Cao et al.,
2003). More recently, discrete-adjoint methods have been
implemented for hybrid dynamical systems with state- and
time-dependent switching, with applications to preventive
and corrective control (Zhang et al., 2017). Our formula-
tion follows this same first-discretize-then-adjoint philos-
ophy, but focuses on parameter learning for DAEs with
event-triggered reinitialization and makes the event-split
residual structure explicit. The distinction in this paper
is not the existence of adjoint methods for hybrid sys-
tems, but the combination of an event-split DAE residual
construction with a practical parameter-learning workflow
and a comparison against AD-through-simulation imple-
mentations.

6.1 Relation to IDAS, Modelica, and FMI

IDAS integrates a user-defined backward DAE from
forward checkpoints (SUNDIALS Project, 2026a), but
IDASolveB does not perform backward rootfind-
ing (SUNDIALS Project, 2026b,a). Hybrid use therefore
still requires event splitting and guard, event-time, reset,
and consistency jump terms. We did not implement a na-
tive IDAS-adjoint baseline and make no runtime or accu-
racy claim against it.

After Modelica compilation, AD-through-simulation
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Table 2. Multi-ball bouncing system with N € {3,7,15} balls. Per-parameter relative error in %, final validation loss, and total
wall-clock time. Budget: 300 iters for N € {3,7} and 600 iters for N = 15. Times measured on a single CPU thread. Each entry is
one run; the PyTorch method uses odeint direct backpropagation, not odeint_adjoint.

N Method |Agl/g  |Aeg|/es  |Aey|/ep Loss Iter Total time ms/it
jax_ad 0.002 0.000 0.001 1.40e-9 300 33.4sec 73.9
3 jax_da 0.27 1.16 0.16 9.38¢-5 300 22.1sec 61.9
pytorch_ad 0.003 0.001 0.003  3.89¢-9 300 168.6sec 554.4
jax_ad 0.002 0.001 0.001 1.63e-9 300 33.4sec 71.2
7 jax_da 0.15 0.09 0.10 7.76e-6 300 84.0sec 254.8
pytorch_ad 0.013 0.010 0.010 6.61e-8 300 525.5sec 17404
jax_ad 0.07 0.19 042 1.35e-5 600 77.2sec 110.1
15 jax_da 0.21 2.67 4.04 9.28e-4 495 595.7sec  1157.5
pytorch_ad 0.000 0.005 0.001 3.88e-8 423 2826.9sec  6652.2
Th— S
ol \

(a) N =3.

(b)N=1.

() N =15.

Figure 3. Bouncing balls: prediction error vs. wall-clock time. For the tested single-thread CPU implementations, the JAX-AD
runs use approximately 5x, 16x, and 37x less total wall-clock time than the PyTorch-AD runs for N = 3, 7, and 15, respec-
tively; the corresponding losses are reported separately in Table 2. These timing factors do not characterize GPU execution or

odeint_adjoint.

could consume exported f,g,h, guards, resets, and
local derivative products. Alternatively, the runtime
could return an event-split forward record while gener-
ated residual and Jacobian callbacks populate the back-
ward blocks. Both retain index reduction and tear-
ing (Casella, 2015; Tauber et al., 2014). With FMI
3.0 Model Exchange, an importer could similarly record
event indicators and Event Mode updates, then com-
bine optional fmi3GetDirectionalDerivative
or fmi3GetAdjointDerivative products with
event-time and reset terms (Modelica Association Project
FMI, 2024). This hybrid assembly is a proposed integra-
tion, not standardized FMI functionality.

Recent OpenModelica prototypes instead generate
symbolic adjoints after BLT transformation and target
compact sparse Jacobian products (Brandt et al., 2026b,a).
Such products could replace local derivatives in our
implicit and discrete-adjoint blocks while retaining our
event-time/reset coupling. We neither implement this
symbolic processing nor treat the continuous-component
prototype as an equivalent hybrid-event baseline.

The algebraic solve used in our AD-through-simulation
implementation should be viewed as a baseline realiza-
tion of implicit differentiation rather than as a state-of-the-
art Modelica compilation strategy (Fritzson, 2014). Pro-
duction tools use structural analysis and tearing to reduce
algebraic loops (Casella, 2015; Tauber et al., 2014); the
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same reduction could shrink both our forward nonlinear
and backward implicit solves. Equation-based AD can
also exploit DAE structure more efficiently than a fully
expanded trace (Elsheikh et al., 2015).

7 Conclusion

This paper studied differentiable parameter optimiza-
tion for semi-explicit DAEs with state-dependent events,
where gradients must include algebraic consistency,
parameter-dependent event times, and resets.

AD-through-simulation differentiates an implicit alge-
braic solve and segmented event integration. The ex-
plicit discrete adjoint instead applies Lagrange multipliers
to trapezoidal DAE and event equality residuals from an
event-split forward trajectory.

AD is convenient in differentiable-programming
toolchains; the explicit adjoint does not require an
AD-through-simulation engine and gives more control
over residuals and linear algebra. Both gradients are local
to a fixed, transversal event path.

DAE-specific behavior is shown on one five-state,
three-algebraic-variable Cauer model and all optimiza-
tions use one initialization. DAE indices, tearing, multi-
seed variability, and native Modelica/IDAS-adjoint com-
parisons are untested.

Future work includes grazing or reordered events and
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Table 3. Comparison of differentiable event-learning approaches.

Approach Model class Event treatment Gradient mechanism
Neural ODE / differen- ODEs Usually continuous trajecto-  Backpropagation
tiable ODE solvers ries; event handling avail- through solver oper-

Neural event ODEs

AD-through-simulation
DAE method

Explicit  discrete-adjoint
DAE method

IDAS continuous adjoint

Symbolic adjoint compila-
tion

ODEs with event functions
and reset maps

Semi-explicit DAEs with
state-dependent events

Discretized hybrid DAE
residual system

DAEs with user-defined
backward problem

Compiler-transformed
equation blocks

able in some solvers

Events terminate integration
and trigger state updates

Events are guard-triggered
resets; algebraic variables
are re-solved after events

Smooth-segment residuals
coupled with event residuals

Forward rootfinding is avail-
able; hybrid resets and back-
ward jump conditions re-
quire application-level treat-
ment

Current OpenModelica pro-
totype targets continuous
strong components; hybrid
event adjoints remain com-
plementary work

ations or continuous

adjoint
AD through event
time, terminal state,

and reset map; event
sequence fixed locally
AD through reduced
DAE simulation, im-
plicit algebraic solve,
event time, and reset

map
Backward solve for
residual Lagrange
multipliers; event-time
stationarity ~ handled
explicitly

Checkpointed forward
trajectory and back-
ward adjoint DAE

Compile-time reverse
equations,  symbolic
simplification, and
sparse Jacobian prod-
ucts

smaller torn algebraic loops. Compiler-generated sym-
bolic adjoints could simplify local products, but that pro-
cessing is not implemented; an adaptive event-segment ad-
joint mesh is also planned. Further priorities are a larger
DAE, multi-seed reporting, and IDAS-adjoint compari-
son. Modelica/FMI integration is also future work.
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Abstract

This paper introduces ModelScript, a web-native, poly-
glot compiler that reframes the Digital Thread as an in-
cremental compilation problem. While integrating sys-
tems architecture and physical simulation traditionally re-
lies on fragile data-linking or opaque co-simulation, Mod-
elScript unifies SysML v2 and Modelica directly into a
shared computable graph. By procedurally extracting
multi-fidelity parameters from upstream 3D CAD geome-
tries (e.g., STEP AP242), the compiler bridges the gap be-
tween mechanical design and 1D behavioral simulation.
Powered by a demand-driven query engine, cross-domain
flattening, and a sparse numerical simulation runtime, it
generates executable equation systems entirely within the
browser. To ensure broad interoperability, the platform na-
tively exports standard FMI-compliant Functional Mock-
up Units (FMUs). Experimental results demonstrate that
this architecture maintains sub-300 ms responsive feed-
back for high-dimensional models (up to 5,000 equations),
transitioning the engineering lifecycle toward interactive
verification at the edge.

Keywords: Modelica, SysML v2, FMI, AP242, MBSE,
Polyglot Compiler, Digital Thread, Hardware-as-Code

1 Introduction

Modern cyber-physical systems have reached high levels
of complexity, demanding tight integration between re-
quirements, systems architecture, 3D mechanical geom-
etry, and multi-domain physics simulation. To manage
this complexity, the engineering industry has increasingly
transitioned away from fragile, document-centric work-
flows toward Model-Based Systems Engineering (MBSE).
At the core of this transition is the Digital Thread: an un-
broken chain of traceability intended to seamlessly con-
nect different engineering models, such as SysML v2
requirements, STEP AP242 geometries, and Modelica
physical simulations. Ideally, this thread promises to
break down isolated engineering silos, establishing a sin-
gle source of truth that enables early and continuous veri-
fication across domains.

In reality, implementations of the Digital Thread of-
ten fall short of this ideal. While interoperability stan-
dards like the Functional Mock-up Interface (FMI) are
highly effective for system-level co-simulation, relying
on them during highly iterative design phases forces en-
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gineers to exchange black-box simulation models, which
slows down the verification process. Because these com-
piled models hide the underlying physical equations, they
easily become outdated and inconsistent as the original
designs change. This exposes a fundamental bottleneck:
separate engineering tools do not natively communicate.
As a result, engineers cannot instantly check for errors
across domains. Instead, they must rely on tedious export-
import cycles to find basic mistakes rather than receiving
immediate compiler feedback. Another major challenge
in realizing this vision is balancing rigor and agility (To-
lentino and Wood 2018). While rigor is essential for en-
suring accuracy, it can reduce agility by extending the time
required to implement design changes. This tradeoff is es-
pecially challenging in early-stage projects, where system
definitions are highly volatile.

To overcome these limitations, this paper introduces
ModelScript: a web-native compiler designed to instantly
check for errors across domains. Instead of exchanging
files between tools, ModelScript directly parses SysML
v2 and Modelica, unifying systems architecture, physical
behavior, and procedural CAD geometries into a shared
computable graph. By leveraging modern web architec-
ture, ModelScript creates an active, computable model
directly in the browser without needing a remote server.
This work illustrates how applying compiler principles to
the Digital Thread can facilitate rapid verification across
system architectures, mechanical geometries, and physical
simulations. By combining different models into a unified
graph, the compiler maps architectures and physics into a
solvable system of equations, while simultaneously evalu-
ating design requirements as mathematical assertions. By
moving from simple metadata links to unified compiler
models, this approach transitions the engineering lifecycle
from delayed, offline synchronization to web-native inter-
active verification.

To realize this vision, this paper makes three core con-
tributions.  First, we establish the Code-centric Digi-
tal Thread, a novel integration paradigm that breaks iso-
lated engineering silos by dynamically unifying different
modeling languages. Second, we develop a responsive,
polyglot compiler architecture featuring an incremental
query engine, cross-domain resolution and flattening, and
a multi-target code generation pipeline backed by a sparse
numerical simulation runtime. Finally, we deploy this ar-
chitecture within VS Code for the Web to enable continu-
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Figure 1. The Code-centric Digital Thread topology. The compiler maps geometric parameters (CAD, CFD, FEA) and architec-
tural topology (SysML) into a unified Modelica physical simulation, against which SysML verification bounds are continuously

evaluated.

ous engineering verification, and empirically prove that it
maintains sub-300ms incremental compilation latency for
models scaling up to 5,000 equations.

The remainder of this paper is organized as follows.
Section 2 discusses related work. Section 3 introduces
the core philosophy of the platform, formalizing how the
Code-centric Digital Thread breaks traditional engineer-
ing silos. Section 4 details the underlying polyglot com-
piler architecture that makes this continuous verification
possible. Section 5 presents concrete industrial applica-
tions to demonstrate the practical value of this approach.
Finally, Section 6 evaluates the compiler’s performance
through experimental benchmarks, and Section 7 con-
cludes the paper.

2 Related Work

To properly contextualize the contributions of Mod-
elScript, it is essential to assess the current landscape of
Digital Thread architectures and cross-domain interoper-
ability frameworks. The challenge of cross-domain engi-
neering integration has been approached from several dis-
tinct angles. However, existing solutions fundamentally
differ from the polyglot compiler approach proposed in
this paper, which aims to unify disjoint domains into the
continuous topology illustrated in Figure 1.

The common approach for integrating different physics
domains relies heavily on co-simulation frameworks and
the Functional Mock-up Interface (FMI) standard. Tools
such as Ansys ModelCenter or modeFRONTIER oper-
ate by compiling models into opaque execution units
(FMUs) and orchestrating their inputs and outputs. Simi-
larly, Model-to-Model (M2M) translation workflows have
driven the development of integrated verification frame-
works for SysML and Modelica (e.g., Sun et al. (2026)).
While these frameworks successfully map architectural
constraints to physics parameters, they remain constrained
by their reliance on static code generation and fragile file-
based exchanges. This “export-import-execute” cycle pre-
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vents tools from natively understanding each other, intro-
duces high delays, and makes it impossible to instantly
check for errors during early-stage iterative design.

A separate approach focuses on traceability through
Product Lifecycle Management (PLM) integration lay-
ers (Stark 2011), which provide the Authoritative Source
of Truth (ASoT) mandated by modern engineering stan-
dards (INCOSE 2021). To overcome the limitations of
these monolithic, tool-centric databases, the industry has
seen a rapid evolution toward ontology-based Knowl-
edge Graphs, exemplified by the NIO Semantic Digital
Thread (Hooshmand 2025), Intercax Syndeia, and JPL’s
OpenCAESAR (Elaasar et al. 2023). Recent efforts have
even adopted graph-based metadata models to modernize
co-simulation DevOps (Reiterer et al. 2023). However,
these ontology databases act as passive linkers (e.g., re-
lying on external variable-mapping between SysML and
CAD (Bajaj et al. 2016)). They track dependencies and
manage versions—identifying that a link exists—but lack
an understanding of the underlying code. Consequently,
they cannot automatically check for structural errors or
solve equations across tool boundaries.

To address early-stage synchronization, collaborative
concurrent engineering platforms like Valispace utilize
centralized cloud databases as a single source of truth for
engineering variables (e.g., mass, power budgets). While
highly effective for parameter synchronization in the en-
terprise “Outer Loop” (Brost et al. 1993), these systems
function similarly to advanced collaborative spreadsheets:
they synchronize scalar numbers and simple formulas but
cannot parse, unify, or verify complex hierarchical archi-
tectures or continuous geometries required by the “Inner
Loop” of agile engineering.

Finally, there is a nascent industry shift toward
“Hardware-as-Code” paradigms and incremental compiler
frameworks. This transition naturally extends the long-
standing success of Modelica (Fritzson and Engelson
1998), which pioneered dual-language architectures for
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physical modeling. Furthermore, recent work has demon-
strated the viability of decentralized, NPM-style package
management for these hardware architectures (Nachawati
et al. 2022). While modern tools have demonstrated the
viability of code-centric engineering and edge execution,
existing solutions remain heavily siloed within single do-
mains. Although incremental compilation architectures
exist, none have yet applied these techniques to create a
unified graph spanning SysML, procedural CAD geome-
tries, and Modelica. ModelScript bridges this specific gap.

3 The Code-centric Digital Thread

ModelScript moves the Digital Thread beyond simple data
links. A primary contribution of the platform is its ability
to unify different models directly at the compiler level.
By reading these models and checking them against each
other directly in the browser, ModelScript creates a foun-
dation for continuous verification and traceability across
engineering domains.

The Computable Semantic Graph. To achieve this,
the Digital Thread must act like a compiler instead of just
a database. While modern databases successfully trace re-
lationships across models, they treat physics simulations
as black boxes. Because they lack a native compilation
engine, they cannot instantly verify the underlying math.
ModelScript overcomes this by directly parsing the source
code of SysML v2 and Modelica—alongside native pro-
cedural CAD constructs—into domain-specific Abstract
Syntax Trees (ASTs). The compiler preserves each lan-
guage’s native structure rather than forcing them into a
single format.

Polyglot Semantic Projection. These independent
models are unified on demand. The compiler maps the
structure and parameters of a SysML v2 architecture di-
rectly into the solvable equations of its Modelica imple-
mentation. By analyzing both the architecture and the
math, ModelScript checks for errors across domains. This
reports inconsistencies as compiler errors, catching inte-
gration mistakes before simulation. Because this process
runs in memory, it eliminates high-latency export-import
cycles. This instant feedback is ideal for the rapid itera-
tion of early-stage design. The system can also generate
standard Functional Mock-up Units (FMUs) for external
tools.

Continuous Verification Architecture. With this en-
gine in place, traceability becomes a compile-time veri-
fication step, enabling concurrent hardware-software co-
design. Software logic can be tested against fixed physical
constraints before manufacturing.

ModelScript divides this process into two phases: static
analysis and dynamic simulation. During the static phase,
the compiler performs cross-domain type-checking. For
instance, if a Modelica model assigns a String value of
“fast” to a SysML Real speed attribute, the compiler
catches the error immediately. ModelScript highlights the

error directly in the source code.

Static verification also goes beyond basic type-
checking. Because the compiler analyzes the entire sys-
tem mathematically, it performs deep structural verifica-
tion. Consider a scenario where a SysML test harness
hardcodes a propeller’s speed, but the Modelica model
defines this speed as a dynamic state dependent on iner-
tia and drag (Figure 1). A standard type-checker would
accept this, but ModelScript maps the equations and in-
stantly detects that the variable is constrained by two con-
flicting equations. It emits a structural over-constraint er-
ror before simulation.

For constraints that must be evaluated over time, the
compiler seamlessly transitions into dynamic simulation.
By running simulations directly in the same environment,
ModelScript unifies static checking and dynamic execu-
tion, providing an interactive development experience.

Web-Native Execution. Relying exclusively on a cen-
tralized cloud architecture for compilation introduces de-
ployment constraints, particularly for engineers in discon-
nected environments like test tracks or remote field sites.

ModelScript resolves this bottleneck with its web-
native compiler architecture. It runs the entire compilation
pipeline—including parsing, mathematical flattening, and
code generation—directly in the browser. For simulations,
the platform compiles both the equations and standard nu-
merical solvers (like SUNDIALS and SuiteSparse KLU)
into WebAssembly (WASM). This allows models to run
at near-native speed on the user’s device.

By running locally, ModelScript enables robust, offline
multi-physics verification. Engineers can compile models
into animated digital twins completely offline. This allows
teams to visually identify physical issues before manufac-
turing, providing flexibility for distributed workflows.

4 Implementation

To realize the interactive edge-native verification de-
scribed in Section 3, ModelScript transitions from a tradi-
tional, pass-based compilation model to a demand-driven,
reactive query engine inspired by the Rust-analyzer’s
Salsa framework. The polyglot pipeline, spanning incre-
mental Tree-sitter parsing, semantic indexing, and flatten-
ing, is modeled as a dependency graph of memoized, pure
functions. When an engineer modifies a source file, the
compiler invalidates only the specific downstream queries
affected by the syntax change, rather than recompiling the
entire system. This incremental architecture enables true
continuous engineering agility; a parameter change propa-
gates instantly through algorithmic generation rules, auto-
adjusting tolerances dynamically and providing real-time
diagnostic feedback on large industrial libraries.

The Incremental Query Engine. Under the hood,
this architecture operates by strictly separating base “in-
put queries” (raw source text) from ‘“derived queries”
(resolved symbols and flattened equations). As derived
queries execute, the framework automatically records
their precise data dependencies, enabling surgical cache
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(b) SysML v2 code editing with synchronized diagram.

Figure 2. Interactive digital thread workflows facilitated by the ModelScript IDE directly in the browser.

invalidation. To ensure the compiler can flatten high-
dimensional models without exhausting strict browser
memory limits, ModelScript leverages an arena-based
memory allocation strategy for its Differential Algebraic
Equation (DAE) representation. Rather than instantiating
millions of independent, garbage-collected objects during
compilation, flattened equations and variables are stored
sequentially within flat memory arenas and referenced via
integer IDs. This contiguous layout drastically reduces
the compiler’s memory footprint and eliminates unpre-
dictable garbage collection pauses during the flattening
phase. However, the incremental AST parsing and se-
mantic symbol indexing still rely on standard garbage-
collected V8 objects, which remains the primary source of
memory overhead when scaling to large systems. Active
work is underway to introduce this contiguous memory
strategy further up the pipeline to accelerate these earlier
phases.

Polyglot Language Parsing. The foundation of the
polyglot compiler is its ability to process multiple model-
ing languages. To support evolving standards like SysML
v2, ModelScript uses a schema-driven approach to lan-
guage processing powered by a central language.ts
definition. Rather than relying on rigid, handwritten
parsers and disconnected configurations, language.ts
consolidates the language semantics into a single authori-
tative model.

From this single source of truth, the framework auto-
matically produces multiple compiler artifacts. This in-
cludes not only the grammar . js required by the Tree-
sitter parsing engine, but also the semantic lint queries,
syntax highlighting rules, and code folding definitions.
A critical advantage of this generated Tree-sitter integra-
tion is its fault-tolerance; the parser recovers from syn-
tax errors, allowing the compiler to provide helpful IDE
diagnostics even while the user is actively typing. The
incremental query engine ensures that once an error is

m

fixed, any affected downstream calculations are automat-
ically updated. This responsiveness supports real-time
editing workflows, providing synchronized code and di-
agram editing for both Modelica (Figure 2a) and SysML
v2 (Figure 2b) architectures directly within the IDE.

Cross-Domain Resolution and Flattening. Instead
of performing direct source-to-source text translation, the
parsers unify the models into a shared graph. To establish
consistency, ModelScript implements a mapping frame-
work inspired by the OMG SysML-Modelica Transforma-
tion (SyM) standard (Object Management Group (OMG)
2012). The compiler maps SysML v2 constructs directly
to Modelica equations. By integrating at this structural
level, the compiler enforces type consistency across do-
mains, catching mismatches instantly.

The compiler then reduces this unified graph into a
flat, solvable system of Differential Algebraic Equations
(DAEs). To extract an optimized minimal set, the flatten-
ing process employs Equality Graphs (e-graphs) for ad-
vanced algebraic simplification, utilizing specific heuris-
tics to isolate variables and analytically reduce complex
terms. To assign equations to the unknown variables, the
compiler constructs a bipartite graph and transforms the
system into Block Lower Triangular (BLT) form. This
structural matching mechanism catches conflicting bound-
ary conditions and over-constraints across domains.

Because standard numerical integration routines (such
as CVODE) require explicit Ordinary Differential Equa-
tions (ODEs) rather than high-index DAEs, the compiler
must perform index reduction. ModelScript applies the
Pantelides algorithm to systematically differentiate spe-
cific equations until all hidden algebraic constraints are
exposed, successfully lowering the system’s differentia-
tion index. Following this, the Dummy Derivatives algo-
rithm is employed to statically select a valid set of state
variables, allowing the system to be safely formulated as
an ODE. While many of these structural analysis algo-
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rithms are fundamental to the standard Modelica backend,
adapting them within a web-native query engine ensures
that the entire cross-domain verification pipeline remains
both mathematically rigorous and responsive.

Multi-Target Code Generation. A modern engi-
neering platform must support diverse execution envi-
ronments, balancing low-latency browser execution with
standard co-simulation interoperability. To achieve this,
ModelScript implements a backend-agnostic code genera-
tion pipeline that lowers the resolved explicit ODE repre-
sentation into multiple distinct execution targets.

For rapid Ul prototyping and debugging, the compiler
emits pure JavaScript bound to a lightweight embedded
solver (e.g., Dopri5). For high-performance browser ex-
ecution, the pipeline generates WebAssembly (WASM),
linking the compiled equations directly against a cross-
compiled SUNDIALS CVODE solver suite. This edge-
native approach delivers continuous simulation entirely
within the client without relying on cloud infrastructure.
Finally, to ensure broad interoperability with standard co-
simulation environments, the platform generates Func-
tional Mock-up Units (FMUSs) packaged in both native C
and WASM formats. As demonstrated in Section 6, the re-
sulting native C targets achieve execution speed and mem-
ory efficiency at near-parity with the highly optimized
OpenModelica baseline. While browser and Node-based
WASM targets naturally carry the base memory overhead
of their host JavaScript engines, the underlying simula-
tion runtimes prove that web-native compilation can yield
production-grade numerical simulation performance.

Sparse Numerical Simulation Runtime. To provide
Jacobians to the numerical solvers, ModelScript utilizes
automatic differentiation directly at the compiler level. By
computing these exact gradients and structuring them in
the Compressed Sparse Column (CSC) format, the com-
piler enables direct integration with sparse linear solvers
such as KLU. This memory-efficient approach prevents
Out-Of-Memory (OOM) failures on bounded WebAssem-
bly engines, ensuring rapid compilation and exact gradient
accuracy for large optimizations.

For simulation, the platform uses the SUNDIALS
CVODE solver suite cross-compiled to WebAssembly. To
support high-dimensional models—such as the 10,000-
component systems evaluated in Section 6—the runtime
integrates the SuiteSparse KLU solver. KLU is highly op-
timized for the specific sparsity patterns found in physi-
cal equations. By providing the KLU solver with sparse
Jacobians, the WebAssembly runtime bypasses the bot-
tlenecks that typically cripple browser-based numerical
tools, achieving the scalability required for industrial
models.

5 Applications

ModelScript allows engineers to connect high-level sys-
tem requirements directly to executable physics models.
By unifying these domains at the compiler level, it catches

cross-domain design errors interactively in the code ed-
itor, avoiding the high-latency synchronization steps re-
quired by traditional, siloed engineering tools. This sec-
tion demonstrates the practical value of this architecture
by detailing four core workflows: Simulation-Based Ver-
ification, Multi-Fidelity Parameter Binding, Data-Driven
Parameter Calibration, and Hardware Continuous Integra-
tion.

Simulation-Based Verification. ModelScript converts
static SysML v2 operational requirements (e.g., maximum
temperature limits) into executable trajectory checks. The
pipeline extracts SysML verification def blocks
and compiles their limits into post-simulation assertions.
After the WebAssembly solver computes the dynamic
Modelica physics, the compiler evaluates these assertions
against the generated time-series data. If any requirement
is found to be violated—such as the battery pack thermal
runaway fault evaluated in Section 6—the pipeline flags
the failure and traces the violation directly back to the of-
fending SysML source line.

Multi-Fidelity Parameter Binding. ModelScript can
procedurally extract multi-fidelity parameters from up-
stream 3D CAD tools directly into the 1D behavioral
simulation. If an engineer updates a drone propeller’s
pitch, the aerodynamic thrust_coeff and rotational
inertia can be re-computed and mapped into Model-
ica parameter declarations. By separating quick static
checks from full dynamic simulations, the compiler in-
stantly emits static cross-domain lints if a parameter vi-
olates a basic SysML limit, while using WebAssembly to
verify how the entire system behaves over time.

Data-Driven Parameter Calibration. To synchro-
nize digital twins with real-world telemetry, ModelScript
automates parameter calibration. A visual IDE panel
allows engineers to bound unknown parameters. The
platform then reads CSV sensor data and executes
a Levenberg-Marquardt optimization routine, utilizing
compiler-generated analytic gradients for rapid conver-
gence. The tuned parameters can then be verified against
SysML architectural limits to ensure the updated model
remains compliant before saving the modifications back
to the codebase.

Hardware Continuous Integration. By treating phys-
ical architectures as code, ModelScript integrates hard-
ware engineering into modern Git-based CI/CD pipelines.
When changes are proposed via Pull Requests, the head-
less compiler flattens and solves the SysML and Mod-
elica integration. If a change introduces a structural
over-constraint or violates a physical requirement—such
as the conflicting boundary conditions evaluated in Sec-
tion 6—the build fails. Upon merge, the release pipeline
can export the verified Bill of Materials, 3D geometries,
and standard FMUs directly to enterprise PLM systems.
This workflow isolates the fast engineering “inner loop”
from the formal “outer loop”, preserving agility while
maintaining the authoritative source of truth.
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6 Experiments

This section evaluates the performance of the ModelScript
polyglot compiler through a series of experiments. The
evaluation focuses on four core criteria: semantic flat-
tening correctness, incremental compilation latency, ex-
ecution speed across varying runtimes, and cross-domain
verification and latency. All experiments were executed
on an Intel Core Ultra 9 285H processor (16 cores) with
32 GB of RAM, running Debian GNU/Linux 13, Node.js
v24.14.0, and VS Code version 1.100.0. To automate
the rigorous benchmarking pipeline, experiments were ex-
ecuted in Node.js. Because Node.js utilizes the same
V8 JavaScript engine as modern Chromium browsers, the
CPU metrics provide a reliable proxy for browser-native
performance. For baseline correctness comparisons, the
OpenModelica (OMC) 1.26.7 toolchain (Fritzson, Arons-
son, et al. 2005) was utilized as the canonical reference.

6.1 Flattening Correctness against OMC

Table 1. Flattening correctness results across the OpenModelica
Modelica flattening test suite categories.

Category Total Models Passed Pass Rate
Complex Instantiations
scodeinst 1324 224 16.9%
Object-Oriented & Architecture
modification 88 34 38.6%
connectors 82 11 13.4%
redeclare 71 10 14.1%
extends 56 23 41.1%
scoping 26 5 19.2%
packages 20 6 30.0%
Data Structures & Types
arrays 186 20 10.8%
declarations 100 31 31.0%
records 42 0 0.0%
enums 28 1 3.6%
types 27 11 40.7%
Mathematics & Logic
algorithms-functions 132 46 34.8%
built-in-functions 79 28 35.4%
equations 60 10 16.7%
operators 56 9 16.1%
Advanced & External
others 108 20 18.5%
mosfiles 84 5 6.0%
msl 60 0 0.0%
ffi 29 0 0.0%
synchronous 17 1 5.9%
external-functions 15 2 13.3%
streams 14 0 0.0%
expandable 9 0 0.0%
asserts 6 3 50.0%
statemachines 8 3 37.5%
blocks 4 2 50.0%
external-objects 2 0 0.0%
modelica-output 1 0 0.0%
Total 2749 505 18.4%

Compiler correctness was evaluated by comparing the
ModelScript flattener against the open-source OpenMod-
elica (OMC) toolchain. We generated baseline results us-
ing OMC and compared them against ModelScript’s gen-
erated equation sets using a strict text-based comparison
to confirm they match.

As detailed in Table 1, ModelScript successfully flat-
tened 505 out of 2749 models, achieving an overall pass
rate of 18.4%. It scored 38.6% on Modifications, 10.8%
on Arrays, and 16.9% on SCodelnst. The compiler is quite
capable and supports many advanced Modelica features,
such as state machines, event-driven when-equations, and
complex class modifications. However, it currently fails
a majority of the OpenModelica reference tests. Some
tests fail simply because our compiler outputs equations
in a different order or simplifies them differently, caus-
ing a strict text-based mismatch even when the underlying
math is identical. Fixing these remaining issues is a major
focus of our ongoing work.

6.2 Simulation Accuracy against OMC

We validated simulation accuracy by exporting Mod-
elScript models across multiple backends (JavaScript,
WASM, and C-FMU). Evaluations confirm high numeri-
cal accuracy, with the maximum difference between Mod-
elScript and OpenModelica trajectories remaining below
3 x 1072 across all test models. We compared the results
between OMC and the ModelScript engines across 8 test
models (including SimpleCircuit, BouncingBall,
and CoupledClutches).

As shown in Figure 3, the trajectories between Mod-
elScript and OMC remain tightly overlapping across the
entire simulation, demonstrating high fidelity regardless
of the chosen backend.

6.3 Incremental Compilation Latency

To evaluate the responsiveness of the query engine, we
measured IDE latencies using a 1D Heat Conduction
model scaled up to N = 5,000 equations. The structure
of the test model is shown in Listing 1.

The experiment isolated eight editing conditions to
contrast local edits against global changes: (1) Cold
Start: full parsing and evaluation; (2) Root Parameter Re-
name: renaming L to L_new, triggering a global update;
(3) Global State Modifier: changing start=zeros (N);
(4) Isolated Equation Edit: modifying a constant to test lo-
cal updates; (5) Isolated Structural Edit: adding an alge-
braic loop; (6) Local Variable Rename: renaming alpha,
which triggers scattered updates across every equation;
(7) Introduce Type Error: replacing a number with a
string; and (8) Introduce Syntax Error: removing a semi-
colon.

As shown in Figure 4, the compiler provides fast feed-
back (under 300 ms) even for large models (N < 5,000),
and near-instant feedback (under 10 ms) for small sys-
tems. By combining incremental Tree-Sitter parsing with
a caching verification pipeline, the compiler decouples
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Figure 3. Simulation trajectory comparison between the native OpenModelica reference (OMC DASSL) and the generated Mod-
elScript simulation engines (MSC JS Dopri5, MSC WASM Sundials CVODE, MSC C FMU RK4, and MSC WASM FMU RK4)
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Figure 4. Incremental Compilation Latency Breakdown across various model scales (N). The visualizations capture the total
millisecond latency required to execute the compiler pipeline phases (Reparsing, Scope Resolution, Symbolic Evaluation, and
Diagnostic Verification) in response to different editing conditions, compared against OpenModelica (OMC) cold-start initialization
times. The dash-dotted, dashed, and dotted lines indicate 300 ms, 100 ms, and 10 ms responsiveness budgets respectively.
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Listing 1. Skeleton structure of the synthetic 1D Heat Conduc-
tion test model.

model HeatConductionlD_N
parameter Integer N = 5000;
parameter Real L = 1.0;
parameter Real dx = L / N;
parameter Real alpha le-4;
Real T[N] (start=zeros(N));
equation

der(T[1]) = alpha =
[21) / (dx"2);

// ... N=2 inner elements

der (T[N]) = 2.0 % alpha =
(dx"2);

end HeatConductionlD_N;

(100.0 = 2.0+T[1] + T

(T[N-1] - T[N]) /

parsing and evaluation time from the overall file size. This
results in near-instant feedback for local edits. Crucially,
the architecture caches individual equations to localize up-
dates, minimizing the impact of the model’s total size.
While global operations like Local Variable Rename take
longer because they modify every equation, isolated edits
bypass these global updates and verify instantly.

Listing 2. Skeleton structure of the synthetic N-equation Cas-
cade evaluation model.

model Cascade_N
Real x1 (start=1.0);
Real x2(start=1.0);

// N—2 inner elements

Real xN(start=1.0);
equation

der (x1) = -x1;

der (x2) = x1 - x2;

// N—2 inner elements

der (xN) = x_{N-1} - xN;

end Cascade_N;

6.4 Compilation Scalability

Because ModelScript parses and flattens models entirely
within the browser and Node.js, its resource constraints
differ significantly from traditional desktop toolchains.
To evaluate the scalability of this web-native pipeline,
we measured the compilation CPU time and peak mem-
ory consumption for a linear cascade system scaled from
N =10to N =5,000 equations. The structure of this eval-
uation model is shown in Listing 2.

As shown in Figure 7, the compilation metrics highlight
a distinct memory profile when executing in JavaScript
environments. While the internal arena allocator effi-
ciently manages the flattened DAE representation with
minimal overhead, scaling up to high-dimensional sys-
tems (N > 5,000) exposes the inherent limitations of the
V8 JavaScript engine’s garbage collection. Specifically,
the millions of transient objects generated during AST
parsing and semantic indexing lead to higher peak mem-
ory usage compared to the highly optimized, native Open-

Latency (ms) [log scale]

N=100

N=1000 N=10000

Figure 5. Computational latency of static polyglot projection
and dynamic SysML requirements verification across a param-
eterized N-component battery pack architecture. Because the
physical system scale is defined via an array parameter rather
than explicit source-code generation, parsing latency is naturally
constant, highlighting the query engine’s ability to resolve high-
dimensional architectural arrays in O(1) time during static diag-
nostics.
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Figure 6. Dynamic simulation of the 1D thermal model veri-
fying the SysML MaxTemperatureCheck requirement. The
native WASM CVODE/KLU solver continuously evaluated the
thermal propagation, accurately detecting the localized thermal
runaway fault and immediately triggering a SysML requirement
violation as the temperature crossed the 65°C safety threshold.

Modelica baseline. We are actively implementing fur-
ther contiguous memory optimizations to mitigate this V8
overhead. Despite this compilation-phase memory foot-
print, once the equations are successfully lowered into
WebAssembly or native C execution targets, the result-
ing simulation runtime drops to become exceptionally
lightweight, maintaining robust execution stability.

6.5 Cross-Domain Verification and Latency

To evaluate the compiler’s ability to maintain a continu-
ously verified Digital Thread at scale, we modeled a pa-
rameterized N-component battery pack spanning SysML
v2 architectural constraints (Listing 3) and Modelica phys-
ical dynamics (Listing 4). We evaluated both static diag-
nostic accuracy and dynamic requirements verification.
First, we injected structural errors to evaluate the com-
piler’s cross-domain checking. High-level constraints de-
fined in SysML can conflict with the physical equations
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Figure 7. Scalability metrics comparing ModelScript compila-
tion performance against native OpenModelica baselines for N
identical cascade equations. (Logarithmic scaling on both axes).

defined in Modelica. For example, the Modelica thermal
system is perfectly balanced, meaning the number of un-
known variables matches the number of equations. If we
add a SysML constraint that hardcodes a cell’s tempera-
ture (e.g., cells[1] .temp == 50.0), the combined
system has too many constraints. ModelScript detected
100% of these discrepancies at compile-time. Because the
system size is defined by an array parameter, the pars-
ing phase is identical across all sizes. The query engine
mapped the SysML constraint down to the Modelica array
without fully unrolling the equations, localizing the fault
in a 10,000-component system in just 255 milliseconds.

Second, we dynamically verified a SysML maximum
temperature requirement using ModelScript’s WebAssem-
bly pipeline. While static checks are nearly instant, dy-
namic simulation involves compiling the equations and
solving them over time. The compiler successfully eval-
uated the thermal trajectory for a 1,000-component sys-
tem in a few seconds, and verified a 10,000-component
system in 57 seconds. Note that a 10,000-component
battery pack (N = 10,000 cells) generates approximately
20,000 underlying scalar equations (for temperature and
power), which pushes the scale beyond the 5,000 equation
benchmark in Section 6.3. By catching structural errors at

compile-time in just 255 milliseconds, ModelScript pro-
vides immediate feedback, while still providing a robust
simulation pipeline in the browser (Figure 5). To test error
reporting, we injected a heat fault. As the thermal run-
away caused the temperature to exceed the 65°C limit set
by SysML, the post-simulation verification engine flagged
the failure (Figure 6). For the N = 10 model, this produced
the following verification failure:

[VERIFICATION FAILED] Requirement ’'max_temp’

violated:
pack_instance.cells[5].temp reached 92.8 (
limit: 65.0) at t=1.40s

7 Conclusion and Future Work

The persistence of isolated engineering tools remains a
critical bottleneck in cyber-physical system design. This
paper introduced ModelScript to overcome these limita-
tions by reframing the Digital Thread as a compiler prob-
lem. By parsing and unifying engineering models into
a shared computable graph, ModelScript establishes a
Code-centric Digital Thread. Experimental results val-
idate the efficacy of this approach: the polyglot com-
piler maintains sub-300 ms responsive feedback for high-
dimensional models (N < 5,000), while securely lower-
ing the complex architectural graphs into exceptionally
lightweight WebAssembly and native C simulation run-
times. By executing directly within the web browser, this
architecture transitions the engineering lifecycle from de-
layed synchronization to interactive verification.

While ModelScript establishes a robust foundation for
continuous verification, several critical avenues remain for
future research. The immediate roadmap prioritizes so-
lidifying the core compiler to fully support the Model-
ica standard, with a specific focus on tackling the com-
plex edge cases responsible for the remaining failures in
the OpenModelica compliance test suite. Furthermore,
to support even larger models under strict browser mem-
ory limits, future work will extend the contiguous arena
memory allocation strategy—currently used for the DAE
representation—further up the compiler pipeline to accel-
erate earlier phases like syntax parsing and semantic in-
dexing.
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APPENDICES

A Code for Cross-Domain Verifica-
tion

Listing 3. SysML v2 architectural structure defining the logical
battery pack hierarchy, constraints, and requirements verifica-
tion.

package BatteryArchitecture_N {
part def BatteryCellSysML {
attribute temp: Real;
}
part def BatteryPackSysML ({
attribute T_ambient: Real = 25.0;
part cells: BatteryCellSysML[N];
// OVERCONSTRAINT: Hardcoded constant
conflicts with DAE differential eq for T
[1]
// constraint { cells[1].temp = 50.0 }
}
// Import the physical
import BatteryPack_N;
// Instantiate the fully realized model
part pack_instance: BatteryPack_N;
verification def MaxTemperatureCheck {
objective max_temp {
subject target : BatteryPack_N;
verify pack_instance.cells[N / 2]
.temp <= 65.0;

implementation

Listing 4. Modelica implementation extending the SysML v2
architecture to inject the physical 1D thermal dynamics of the
N-component battery pack.

model BatteryCell
extends BatteryCellSysML (temp (start=0.0));
Real power;
equation
end BatteryCell;
model BatteryPack_N
import BatteryArchitecture_N.x;
extends BatteryPackSysML (
redeclare BatteryCell cells|[N]
)i

parameter Integer N_cells = Nj;
parameter Real C = 5.0;
parameter Real R = 0.1;

equation
for i in 1:N_cells loop
cells[i] .power = 10.0;
C * der(cells[i].temp) =
- (cells[i].temp - T_ambient)
- (if 1 > 1 then
(cells[i].temp - cells[i-1].temp) /R
else 0.0)
- (if 1 < N_cells then
(cells[i].temp - cells[i+l].temp)/R
else 0.0);
end for;
annotation (experiment (
StartTime=0, StopTime=10.0,
)) i
end BatteryPack_N;

cells[i] .power
/ R

Interval=0.05
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Abstract

High Voltage Direct Current (HVDC) power transmis-
sion based on the Modular Multilevel Converters (MMCs)
has become the reference topology for modern HVDC
links and future multi-terminal DC grids, driven by renew-
able integration and long-distance power transfer needs.
While electromagnetic transient models accurately cap-
ture switching behavior, their computational cost limits
their use in large-scale system studies, motivating the de-
velopment of phasor-domain arm average value represen-
tations. This paper introduces MMChvdcLibrary, a
Modelica library developed in Dymola for phasor-domain
arm average value modeling of MMC-based HVDC sys-
tems. The library provides modular converter mod-
els, control blocks, sensors, and mathematical opera-
tors, assembled into station-level models supporting P-Q,
Vae—Q, and V,. phasor control modes, along with a user-
configurable master HVDC station integrating all three.
Examples are presented to demonstrate and validate the
library across these operating modes. The library is dis-
tributed with the BSD 3-Clause "New" or "Revised" Li-
cense and is available online at: https://github.
com/ALSETLab/MMChvdcLibrary/

Keywords: Arm average-value model, Modular multilevel
converter (MMC), HVDC, Power Systems, OpenlPSL

1 Introduction

The increasing share of power-electronics-interfaced gen-
eration driven by offshore wind integration and the need
to interconnect asynchronous AC areas is reshaping how
transmission systems are planned and simulated. HVDC
transmission based on MMC has become a cornerstone of
this transition, offering superior efficiency, controllability,
and scalability over earlier VSC topologies (Samimi, Gru-
son, Delarue, et al. 2016; Shinoda et al. 2018). As deploy-
ments grow, so does the need for simulation tools that are
both physically accurate and computationally tractable at
system scale. This paper presents MMChvdcLibrary,
a Modelica library implemented in Dymola that provides
phasor-domain arm average value model of the MMC con-
verter and the MMC-HVDC stations across multiple oper-
ating modes, designed for seamless integration with stan-
dard AC network simulation environments.

1.1 Motivation

The MMC is now the reference topology for HVDC
links and envisioned Multi-Terminal DC (MTDC) grids
(Freytes et al. 2016; Samimi, Gruson, Delarue, et al.
2016). Beyond its low switching losses and modular con-
struction, its defining feature is the ability to store and
control energy in distributed submodule capacitors inde-
pendently of the DC bus voltage — a degree of freedom
absent in classical VSC designs, and one that creates a cor-
responding modeling challenge (Saad et al. 2015; Shinoda
et al. 2018). Operationally, an MMC station may regu-
late active power, control the DC bus voltage (Samimi,
Gruson, Guillaud, et al. 2015; Samimi, Gruson, Delarue,
et al. 2016), or impose a stable AC voltage when sup-
plying a passive or islanded network such as an offshore
wind farm (Chai et al. 2013). Electromagnetic Transient
(EMT) models reproduce switching-level phenomena ac-
curately but are prohibitively expensive for grids with
many AC buses, machines, and HVDC terminals (Jovcic
and Jamshidifar 2015; Freytes et al. 2016). Phasor-domain
models that preserve the essential average dynamics — in-
cluding internal energy — are therefore essential for tran-
sient stability workflows. The Modelica language, with its
acausal, equation-based paradigm, is well suited to such
component libraries and has been used effectively for AC
stability studies (Mukherjee et al. 2021) and grid-forming
converter assessment (Gonzalez-Torres et al. 2021). A
structured, multi-mode, openly available MMC-HVDC
Modelica library nevertheless remains absent from the lit-
erature, and MMChvdcLibrary addresses this gap.

1.2 Related Works

The Arm Average Value Model (AAVM) formalized in
(Saad et al. 2015) replaces each arm’s submodule stack
with an equivalent controlled voltage source and lumped
capacitor, yielding an eleven-state representation that
serves as the starting point for further simplifications
(Freytes et al. 2016; Gonzalez-Torres et al. 2021). Build-
ing on this, energy-based control frameworks have es-
tablished the MMC'’s stored energy as a controllable de-
gree of freedom: (Samimi, Gruson, Guillaud, et al. 2015;
Samimi, Gruson, Delarue, et al. 2016) showed that cou-
pling the energy reference to the square of the DC voltage
effectively increases the apparent DC-side capacitance,
and (Shinoda et al. 2018) generalized this through Vir-
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tual Capacitor Control with a tunable coefficient, k.. For
passive-network operation, (Chai et al. 2013) developed a
dg-frame AC voltage controller combining feed-forward
compensation with decoupled current PI loops — the ba-
sis for the AC voltage mode adopted here. Grid-following
modes require a PLL; (Ortega and Milano 2018) com-
pared five implementations and found the LPF-PLL of-
fered the best responsiveness—noise trade-off for system-
level studies. For phasor-domain MMC representation,
(Jovcic and Jamshidifar 2015) derived an analytical model
in rotating dq and d,qg; frames, while (Freytes et al. 2016)
reduced the AAM to four states by aggregating arm ca-
pacitors into a single Ceq = 6Ctot and per-phase differ-
ential currents into one iy, validated against a 401-level
EMT reference. This reduced model was subsequently
implemented in Modelica using OpenIPSL (Gonzalez-
Torres et al. 2021; Mukherjee et al. 2021), with which
MMChvdcLibrary is designed to be compatible.

1.3 Contributions

This paper presents MMChvdcLibrary, a Modelica li-
brary implemented in Dymola for phasor-domain arm av-
erage value modeling of MMC-based HVDC systems.
The library is grounded in the simplified MMC model
of (Freytes et al. 2016), which preserves the converter’s
internal energy dynamics while remaining computation-
ally efficient. The control structure follows the energy-
based framework established in (Samimi, Gruson, Guil-
laud, et al. 2015; Samimi, Gruson, Delarue, et al. 2016;
Shinoda et al. 2018), supporting both constant and DC-
voltage-linked energy references. The AC voltage con-
trol mode implemented in the library builds on the
passive-network control strategy developed in (Chai et
al. 2013), extended to the phasor-domain setting. The
library is structured around two main packages. The
ComponentLibrary provides modular building blocks
including converter models, inner and outer loop con-
trol blocks, basic functions like sensors and mathematical
operations. The MMC_HVDCstation package assem-
bles these components into validated station-level mod-
els supporting three operating modes: P-Q control, V,;.—Q
control, and V,. phasor control. A user-configurable
MasterHVDCstation integrates all three modes into a
single reconfigurable station model. Example models are
provided to validate each operating mode against refer-
ence responses consistent with established EMT-validated
simplified MMC models from the literature. The specific
contributions of this paper are:

e A structured, reusable Modelica library for phasor-
domain MMC-HVDC simulation encompassing
three physically motivated operating modes and
composable control components.

e Three physically motivated, ready-to-use station
models (P-Q, V;.-0, V,¢) plus a reconfigurable Mas-
ter HVDC station that integrates all three under a

Boolean mode-selection input.
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Figure 1. MMChvdcLibrary package structure.

¢ Demonstration of the library’s capability for efficient
MMC-HVDC simulation in a Modelica-based envi-
ronment compatible with standard AC network li-
braries.

2

The package structure of the MMChvdcLibrary is
shown in Figure 1. Test cases for each operating mode
of the MMC-HVDC station are located in the Examples
package, which contains ActivePowerModeTest,
DCvoltageModeTest, and VacModeTest. These
examples demonstrate the dynamic response of the HVDC
station under active power, DC voltage, and AC voltage
control modes, respectively. The ComponentLibrary
package contains the modular building blocks from which
the MMC-HVDC stations are assembled. It is organized
into three sub-packages. The Converter package con-
tains the phasor-domain AAVM MMC model, derived
from the simplified representation of (Freytes:2016) that
preserves the converter’s internal energy dynamics while
reducing the switching details. The ControlBlocks
package contains the inner and outer control loops, in-
cluding AC current controllers in the dg frame, DC
current controllers, energy controllers, DC voltage con-
trollers, active and reactive power controllers, the AC volt-
age controllers, and a Synchronization block for
grid synchronization. The BasicBlocks package con-
tains general-purpose mathematical operators, transfor-
mations, and sensors used throughout the library, such
as dq transformations, power calculation, and interfaces.
The MMC_HVDCstation package assembles the com-
ponents from the ComponentLibrary into station-
level models. It contains four ready-to-use station mod-
els: ActivePowerModeMMCstation for P-Q con-
trol, DCvoltageModeMMCstation for Vg.-Q control,
ACvoltageModeMMCstation for V,. phasor control,
and MasterHVDCstation, a user-configurable station
that integrates all three operating modes and exposes a
mode-selection parameter so the user can reconfigure the
same component instance for different roles in an HVDC
link. The Information package contains library docu-
mentation, including a description of the underlying con-
verter model, the control architecture of each station, and
usage notes for the example models. The library depends
on the other following libraries:

Library Overview
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* Modelica Standard Library, v4.1.0 (Modelica Asso-
ciation 2023).

e OpenlIPSL, v3.1.0 (Baudette:2018), for compatibil-
ity with phasor-domain AC network components in
system-level studies.

3 Component Library

The ComponentLibrary package, shown in Figure 1,
provides the fundamental building blocks for simulat-
ing MMC-based HVDC systems. It is organised into
three sub-packages: Converter, ControlBlocks,
and BasicBlocks. Each sub-package is described in
the following subsections.

3.1 Converter subpackage

The Converter subpackage contains the MMC
model used throughout the library. The core model,
AvgMMCmodel, is a simplified AAVM model of the
MMC that captures the converter’s internal energy dynam-
ics without modeling individual switching events. This
simplification makes the model suitable for transient sta-
bility studies while reducing the computational cost. The
phasor domain AAVM MMC circuit is shown in Figure 2
whose dynamic behavior can be expressed by the follow-
ing equations:

digq

__ gac ac : ac:
Vimd = Ved = Loy —— +Req1gd — (DLeqlgq

4" gy M

mdigd

dc de .
Leq Req Maelace

c.,

Mglgq

Figure 2. Phasor domain MMC model.

.di . ..
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Vde = Vmdc = LZqC dl‘c +Rggldc (3)
dﬁco . . .
eq dtt - = Myclde — Mgqlgq — Mglgg “4)
where
1%
mg =" mg= T g = (5)
VCior VCio VCor
2R 2L
de arm de arm
Req - 3 b Leq - 3 (6)
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RZ; _ Darm 5 f7 LZ; _ Larm . 'f (7)

The modulated voltages v,uq, Ving» and v,,4. serve as con-
trol inputs that regulate the converter dynamics, along with
the corresponding grid voltages vy; and vg,. Besides, igq
and i, represent the current components of the grid on the
d- and g-axes, and o is the frequency of the AC system.
The average voltage of the arm-capacitor is vc,,,, with an
equivalent capacitance C,; = 6C;;. The modulation in-
dices are my, my, and mg.. The equivalent AC parameters
are R¢g and Lgg, while the DC parameters are Rgg and ng ,
where Rym, Lam, Ry, and Ly denote the resistances and
inductances of the arm and transformer.

The Dymola graphical implementation of the
AvgMMCmodel is depicted in Figure 3. The main
electrical circuit is implemented with sources, resistors,
inductors, capacitors, and pins from the Modelica Stan-
dard library. These components are used to represent the
equivalent electrical structure of the arm average value
MMC model. The mathematical operations, scaling,
and multiplication of internal signals required by the
converter model are also implemented using the Modelica
Standard Library. The RealToComplex block from
Modelica.ComplexBlocks.ComplexMath is
used to convert real-valued signals into complex vari-
ables. This conversion is required because the AC side
of the converter is connected to the phasor-domain inter-
face of OpenlIPSL. besides, implementing the AC-side

A\ ground2
T

D current Lo
g
¥ Req L eqa 3
co R(RT - L=(Xr +

u*\ia ‘.

b,

|
mo

enbow

|
v_m dc

<+
ERJN
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Figure 3. Phasor domain MMC model implementation in Dymola.
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interface, the OpenIPSL Library is used to implement
the converter terminal voltage, and the division operation
inside the converter.

Model initialization is performed in the Dymola text
layer, an excerpt of which is shown in Listing 1. The
user supplies power-flow data as parameters such as
the connection-bus voltage magnitude V,; and its angle
teta_bus. These are then converted into the complex ter-
minal voltage V;o used to initialize the AC-side state vari-
ables.

Listing 1. Initialization excerpt of AvgMMCmodel.

parameter Real Vgd = Vgd

"Connection bus voltage magnitude
parameter SI.Angle teta_bus = teta_bus

"Connection bus voltage angle (rad)";
parameter Complex Vt0 =

CM. fromPolar (Vgd/sqgrt (3), teta_bus)

"Connection bus voltage in complex form

",
’

(v)y";

3.2 ControlBlocks Subpackage

The ControlBlocks subpackage contains the control-
system components that govern the dynamic behavior
of the HVDC stations. It is divided into two layers:
OuterLoopControls and InnerLoopControls.

3.2.1 OuterLoopControls

The outer-loop controllers act on system-level objectives
and provide reference signals to the inner-loop controllers.
The subpackage includes:

* EnergyControl: maintains energy balance between
the AC and DC sides by adjusting the DC-link volt-
age reference.

» ActivePowerControl: regulates the active power ex-
change between the converter and the AC grid.

* ReactivePowerControl: governs reactive-power ex-
change to support AC voltage regulation.

* DCvoltageControl: keeps the DC-link voltage at its
setpoint.

* ACvoltageControl: maintains the AC terminal volt-

age.

The ActivePowerControl block is used here as a
representative example of the outer-loop controller imple-
mentation, as shown in Figure 6. The block receives the
active power reference, the measured active power, and
the d-axis terminal voltage as real-valued input signals.
The difference between the reference and measured active
power is calculated using an add block. This signal is then
processed by a PI controller. The PI-controller output is
divided by the terminal voltage, and the resulting signal is
provided as the d-axis AC current reference.

The gain and time constant of the PI controller are prop-
agated to the higher-level station model. Therefore, the
controller can be tuned directly from the station inter-
face. Other outer-loop controllers in the library are imple-
mented in a similar way. The PI-controller gain k and time

121

+
T L
ac

Ve, ref
Vi
Quc, ref lgq, ref
o )
Wia, MQ_’EI_’ ide, ref
e Py Vt

Figure 4. Block diagrams of the outer-loop controllers.
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Figure 5. Block diagram of the AC voltage phasor controller.
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Figure 6. Implementation of ActivePowerControl.

constant 7" are propagated to the enclosing station model
through the text layer shown in Listing 2. Other outer-loop
controllers in the library are implemented in the same way.

Listing 2. Parameter propagation in Act ivePowerControl.

parameter Real k = k "Gain";
parameter Modelica.Units.SI.Time T
"Time Constant (T>0 required)";
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3.2.2 InnerLoopControls

The inner-loop controllers shown in Figure 7 operate on
the fast current dynamics of the converter and are driven
by the reference signals produced by the outer-loop layer.
The subpackage includes:

* DCcurrentControl: regulates the DC current to
support the DC-voltage control objective.

* ACcurrentControl: enforces the d- and g-axis cur-
rent references on the AC side, ensuring that the con-
verter injects the correct amount of active and reac-
tive power.

1 gd, ref

gd

Lgq, ref

&1

Lic, re f Mg

f

VCeq

Lac
Vdc

Figure 7. Block diagrams of the inner-loop controllers.

the equivalent capacitor voltage Vce,. The difference be-
tween the reference and measured DC current is first cal-
culated and then processed by a PI controller. The con-
troller output is combined with the measured DC voltage
to generate the modulated DC voltage signal V,,,;.. The re-
sulting voltage signal is divided by the equivalent capaci-
tor voltage Ve, to calculate the DC modulation mg.. The
gain and time constant of the PI controller are propagated
to the higher-level station model so that the DC current
controller can be tuned directly.

3.3 BasicBlocks Subpackage

The BasicBlocks are used to process signals, apply
transformations, and perform calculations, supporting the
overall control system and converter operations. The
subpackage includes PhasorModels for AC voltage
and current representation in phasor form, Calculator
blocks for active power, reactive power, and energy
computations, Sensors for real-time measurements,
Transformation blocks for reference-frame conver-
sions (dg/abc), and PLL blocks for grid synchronization.

Whereas most components are assembled graphi-
cally from MSL and OpenIPSL primitives, some re-
quire a purely equation-based implementation in the Dy-
mola text layer. The ACpowerSensor model from
ComponentLibrary.BasicBlocks.Sensorsisa
representative example and its complete text-layer imple-
mentation is shown in Listing 3.

Listing 3. Text-layer implementation of ACpowerSensor.

model ACpowerSensor "Measure the AC power"
outer OpenIPSL.Electrical.SystemBase
SysData;

import Modelica
import Modelica
import Modelica
import Modelica

.ComplexMath.conj;
.ComplexMath.real;
.ComplexMath.imag;
.ComplexMath. j;

The DCcurrentControl block is used here as a
representative example of the inner-loop controller imple-
mentation, as shown in Figure 8. This block receives four
real-valued input signals: the DC current reference idc,.,
the measured DC current i,.., the DC-side voltage V., and

parameter Real S_b = SysData.S_b
"System base power (MVA)";

Real P12PU; Real P21PU;

Real Q12PU; Real Q21PU;

OpenIPSL.Types.ActivePower P12,

OpenIPSL.Types.ReactivePower Q12,

Complex vs(re=p.vr, im=p.vi);

P21;
Q21;

- Complex is(re=p.ir, im=p.ii);
N Complex vr(re=n.vr, im=n.vi);
>—L . Complex ir(re=n.ir, im=n.ii);

’ OpenIPSL.Interfaces.PwPin p;

ide } OpenIPSL.Interfaces.PwPin n;

’ e equation
P12PU = real (vsxconj(is));
P21PU = real (vrxconj(ir));

B mdc Q12PU = imag(vs*xconj(is));
> Q21PU = imag(vrxconj(ir));

P12 = real (vsxconj(is)) *S_b;

Ve eq P21 = real (vrxconj(ir))*S_b;

Q12 = imag(vsxconj(is)) *S_b;
Q21 = imag(vrxconj(ir)) «S_b;
complex (0,0) = is + ir;
complex (0,0) = vs - vr;

Figure 8. Implementation of DCcurrentControl end ACpowerSensor;
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4 MMC HVDC Station Models

The MMC_HVDCstat ion package integrates the compo-
nents described in Section 3 into four complete, ready-to-
use HVDC station models. Each station is parameteriz-
able and exposes all relevant controller parameters at the
top level.

4.1 ActivePowerModeMM C Cstation

The ActivePowerModeMMCstation, illustrated in
Figure 9, operates under P — Q control, i.e., it simulta-
neously regulates the active power and the reactive power
exchange. The station is assembled from five functional
zones labeled A-E in Figure 9:

Variable
Ref

DC
Energy ]
Plcontrolie: iﬁgz{f;

>

—» Active AT

PQ P Power d-axis
alculator ontrollel Current
ontrollel

—P{Reactive AC

Power q axis
(D Mg

ontrollel Current
in
Wfsl

ontrollel
Figure 9. ActivePowerModeMMCstation implementa-
tion.

(E/

ref_S|

Pref
Qref

e Zone A: the AvgMMCmodel converter from
ComponentLibrary.Converter, which pro-
vides the electrical interface between the DC link and
the AC network.

e Zone B: the components gathered from the
ComponentLibrary.BasicBlocks.Trans-
formation that converts electrical units between
per-unit and SI, and also converts AC quantities into
the rotating dq frame required by the controllers.

e Zone C: the measurement component blocks like
PQcalculator and EnergyCalculator from
ComponentLibrary.BasicBlocks.Calcu-—
lator, providing active power, reactive power, and
energy measurements to the feedback loops.

e Zone D: the outer-loop controller blocks like
EnergyControl, ActivePowerControl,
and ReactivePowerControl from
ComponentLibrary.ControlBlocks.Out—
erLoopControls, responsible for maintaining
the desired active and reactive power in the system.
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e Zone E: the inner-loop controller blocks such as the
DCcurrentControl, dAxisACcurrentCon—
trol, and gAxisACcurrentControl from
ComponentLibrary.ControlBlocks.Inn-
erLoopControls, regulate the DC and AC cur-
rents, ensuring precise current control to maintain
system stability.

4.2 DCvoltageModeMMCstation

The DCvoltageModeMMCstation, shown in
Figure 10, operates under V;.-Q control. In this
mode the DC-link voltage is the primary con-
trolled variable, while reactive-power exchange
with the AC grid is independently regulated. Com-

pared to the ActivePowerModeMMCstation,
the DCvoltageControl block replaces
ActivePowerControl in the outer-loop layer

(Zone D). This control architecture is typically used
for the slack-bus converter in a multi-terminal HVDC
network that must absorb power imbalances caused by
generation variations at other stations.
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Figure 10. DCvoltageModeMMCstation implementation.
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4.3 ACvoltageModeMMCstation

The ACvoltageModeMMCstation, depicted in Fig-
ure 11, is designed to control the AC terminal voltage of a
passive network by providing AC voltage phasor control,
maintaining both magnitude and angle of the AC bus volt-
age at their reference values. The ACvoltageControl
block takes the place of the power-regulating blocks in
the outer-loop layer (Zone D), making this station the
appropriate choice for energizing an islanded AC net-
work. Along with all the conversion blocks at zone
B, a dedicated Synchronization component from
ComponentLibrary.BasicBlocks.PLL provides
the synchronization angle required by the dq transforma-
tions throughout the station.
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4.4 MasterHVDCstation

The MasterHVDCstation, shown in Figure 12, is a
user-configurable station model that combines the three
operating modes. This model allows the user to se-
lect the desired operating mode from a single component
by using two Boolean parameters, Vdc_Pac_flag and
Vac_Qac_flag. The control mode is selected using the
logic in Table 1. The main practical modes used in this
work are Pue-Qac, Viae-Qac» and V. control.
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Figure 12. MasterHVDCstat ion implementation.
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Table 1. Mode-selection logic of the MasterHVDCstation.

Vdc_Pac_flag Vac_Qac_flag Control mode

true true P-Quc
false true Vie-Quc
true false Ve
false false No control

Listing 4 shows the implementation used for the mode-
selection logic. The Boolean parameters Vdc_Pac_flag
and Vac_Qac_ flag are first defined by the user. These
parameters are then passed to Boolean constant blocks,
allowing the selected mode to be used within the graph-
ical model. The listing also includes several unity-gain
blocks with the suffix _mock, such as Vdc_ref_mock,
Pref_mock, Qref_mock, and Vac_ref_mock. These
blocks are used as controlled signal paths for references
that are imactive in the selected mode. For example, when
Vdc_Pac_flag is t rue, the active power control path is
selected and the DC voltage reference path is disabled by
setting the input of Vdc_ref_mock to zero.

Listing 4. Text-layer implementation of mode selection.

model MasterHVDCstation

import CM = Modelica.ComplexMath;

import Modelica.Units.SI;

import Complex;

parameter Boolean Vdc_Pac_flag = true "
True-Pac (Vac) mode; False-Vdc mode";

parameter Boolean Vac_Qac_flag = true "
True—-Qac mode; False-Vac mode";

public

Modelica.Blocks.Sources.BooleanConstant
flag2 (k=Vac_Qac_flagqg);

Modelica.Blocks.Sources.BooleanConstant
flagl (k=Vdc_Pac_flagqg);

Modelica.Blocks.Math.Gain Vdc_ref_mock (k
=1);

Modelica.Blocks.Math.Gain Pref_mock (k=1);
Modelica.Blocks.Math.Gain Qref_mock (k=1);
Modelica.Blocks.Math.Gain Vac_ref_mock (k
=1);
Modelica.Blocks.Math.Gain theta_ref mock (
k=1);
Modelica.Blocks.Math.Gain f_ref_mock (k=1)
7
equation
if Vdc_Pac_flag then
Vdc_ref_mock.u = 0;
end if;
if Vac_Qac_flag then
Vac_ref_mock.u = 0;
theta_ref_mock.u = 0;
f_ref mock.u = 0;
end if;
if not Vdc_Pac_flag then
Pref_mock.u = 0;
end if;
if not Vac_Qac_flag then
Qref_mock.u = 0;
end if;

end MasterHVDCstation;
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S Simulation Examples

The Examples package contains three test models that
are used to demonstrate the operating modes implemented
in the MasterHVDCstation. The three examples cor-
respond to P,.-Qgqc control, V;.-Q, control, and V,. pha-
sor control.

5.1 Active Power Mode Test

The first example shows the operation of the station in ac-
tive and reactive power control mode. The circuit used
for this test is shown in Figure 13a. In this example,
the ActivePowerModeMMCstation is connected be-
tween a DC voltage source and an AC grid equivalent. The
AC side is connected to an infinite bus through a measure-
ment block, while the active and reactive power references
are provided as external input signals. Att = 1.5 s, the
active-power reference Py .r is stepped from 0.2 pu to
0.3 pu (i.e., from 200 MW to 300 MW on a 1000 MVA
base). Figure 13b shows the active power output of the sta-
tion together with its reference. The active-power output
P, reaches its new reference within approximately 200
ms, with a response shape set by the tuning of the d-axis
inner current loop. Figure 13c shows the reactive power
output and its reference. The reactive power Q. remains
close to the specified reference 0.01 pu (i.e., 10 MVAr on
a 1000 MVA base) during the step change of the active
power. This result indicates that the implemented P,.-Q,¢
control structure can regulate the two power channels in-
dependently in this test case.

System Data
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(a) ActivePowerModeTest model.
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Figure 13. P-Q mode test. (a) The test model, (b) active power
response, and (c) reactive power responses.
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Figure 14. V;. mode test. (a) The test model, (b) DC voltage
response, and (c) reactive power responses.

5.2 DC Voltage Mode Test

The second example shows the operation of the station in
DC voltage and reactive power control mode. The circuit
used for this test is shown in Figure 14a. In this exam-
ple, the DCvoltageModeMMCstation is connected
between a DC-side current source and an AC grid equiva-
lent. The AC side is connected to an infinite bus through
a measurement block, while the DC voltage and reactive
power references are provided as external input signals.
The DC-side current source has an offset of 0.5 pu and
is stepped to 0.6 pu at = 1 s to create a disturbance on
the DC side of the converter. At ¢t = 2 s, the DC volt-
age reference V. . is stepped from 1.0 pu to 1.5 pu, and
at t = 3 s, the reactive-power reference Qg .y is stepped
from 0.2 pu to 0.3 pu, corresponding to a change from
200 MVAr to 300 MVAr on a 1000 MVA base. The three
events are separated in time so that the rejection of distur-
bance (current source step) and reference tracking (Ve e
and Qg o) can be independently assessed.

Figure 14b shows the DC voltage response of the sta-
tion together with its reference. The current disturbance at
t =1 s produces only a small excursion in V., of the order
of 0.02 pu, which diminishes within approximately 0.1 s;
the disturbance is first absorbed by the arm capacitors, rep-
resented by the equivalent capacitance C,, = 6C;,;, before
the DC voltage controller acts. The The (Vg s step at
t =2 s produces an underdamped tracking response, with a
peak of about 1.68 pu and a damped oscillation that settles
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in approximately 0.9 s, without steady-state error. This
oscillation arises from the interaction between the outer
DC-voltage loop and the inner DC-current loop through
the converter’s stored energy: a change in V. ¢ alters the
energy held in C,y, and the energy controller adjusts the
DC-link voltage reference accordingly.

Figure 14c¢ shows the reactive power output and its ref-
erence. O, is unaffected by the DC-side disturbance at
t =1 s, and the DC voltage step at r = 2 s causes only a
brief dip that recovers quickly. After the reference step at
t =3's, Q4 reaches 0.3 pu without overshoot. This result
indicates that the implemented V;.-Q,. control structure
can regulate the DC-side voltage while controlling the re-
active power exchange with the AC network.

5.3 AC Voltage Mode Test

The third example shows the operation of the station in
AC voltage phasor control mode. The circuit used for
this test is shown in Figure 15a. In this example, the
ACvoltageModeMMCstation is connected to an AC
network representation at the receiving side. The voltage
magnitude, phase angle, and frequency references are pro-
vided as external input signals. This operating mode is
intended to test whether the station can regulate the AC
terminal voltage phasor directly, rather than regulating ac-
tive power, reactive power, or DC voltage.

Att = 1s, the AC voltage magnitude reference [V ref|
is increased from zero to 1.0 pu using a ramp input. At the
same time, the voltage angle reference 6. is changed to
the specified operating value. Figure 15b shows the AC
voltage magnitude response together with its reference.
The terminal voltage magnitude |V,| follows the com-
manded ramp and reaches the specified value. Figure 15¢
shows the voltage angle response and its reference. The
angle 0 follows the commanded reference after the refer-
ence change. This result indicates that the implemented
Ve control structure can regulate both the magnitude and
angle of the AC terminal voltage phasor in this test case.

6 Conclusion and Future Work

This paper presented MMChvdcLibrary, a Modelica li-
brary developed in Dymola for phasor-domain arm aver-
age value modeling of MMC-based HVDC systems. The
library is organized in a modular structure, where the
converter model, control blocks, basic measurement and
transformation blocks, and station-level models are imple-
mented as reusable components. This organization allows
users to assemble and test MMC-HVDC stations under
different operating modes without rebuilding the model
structure for each case.

The implemented station models support three
main operating modes: P,.-Q,- control, V;.-Q, con-
trol, and V,. phasor control. A user-configurable
MasterHVDCstation was also developed to integrate
these modes into a single component. The simulation ex-
amples demonstrated the operation of the library in each
control mode. The ActivePowerModeTest showed
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Figure 15. V,. mode test. (a) The test model, (b) magnitude
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active power tracking while maintaining reactive power
close to its reference. The DCvoltageModeTest
showed the station response under DC voltage and
reactive power control. The VacModeTest showed the
ability of the station to regulate the magnitude and angle
of the AC terminal voltage phasor.

The results indicate that the proposed library can be
used as a reusable modeling framework for computation-
ally efficient MMC-HVDC system studies in a Modelica-
based environment. Since the library uses a phasor-
domain arm average value representation, it is suitable
for system-level dynamic studies where detailed switch-
ing behavior is not required. Future work will focus on ex-
tending the library with additional validation cases, point-
to-point and multi-terminal HVDC network examples, and
black-start oriented test systems. Further work will also
include comparison against detailed EMT models, refine-
ment of the master station mode-selection logic, and inte-
gration with larger OpenIPSL-based AC network models
for studying HVDC interaction with realistic power sys-
tems.

The library is distributed with the BSD 3-Clause "New"
or "Revised" License and is available online at: https:
//github.com/ALSETLab/MMChvdcLibrary/
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Abstract

Modern power grids face significant stability challenges,
as shown by recent incidents such as the 2025 oscilla-
tions of the Iberian grid. These issues highlight the need
for robust Model-Based Systems Engineering (MBSE) to
enable rapid control redesign and deployment. Yet, the
move to Controller Hardware-in-the-Loop (CHiIL) test-
ing is hindered by inefficient, manual re-implementation
workflows, complex tooling and technology stacks with
high software and hardware costs, and challenges to incor-
porate real-time suited plant models for controller testing.
This lack of efficiency disrupts the traceability between
design and implementation.

This paper pioneers an automated workflow using the
Modelica language and the eFMI (Functional Mock-up
Interface for embedded systems) standards to bridge this
gap. We introduce the OpenIPSL_CHIL library, which
provides extensions to the Open-Instance Power System
Library (OpenIPSL) specifically for embedded real-time
applications. Using Dymola’s eFMI tooling, both the
power system stabilizer (PSS) (a damping controller) and
the generator interconnected to a power grid (the plant)
are systematically synthesized into production-ready code
and deployed onto low-cost ARM-based microcontrollers
of the STM32 ecosystem.

The methodology is validated by a full suite of
Model-in-the-Loop (MiL), Software-in-the-Loop (SiL),
and CHIL tests, ensuring that embedded behavior aligns
with physics-based offline simulations, with the non-
functional quality of generated production code ensured
in the process by MISRA C:2023 and SEI CERT C Cod-
ing Standard compliance and real-time capability checks.

The developed framework offers an open-source, trace-
able, and cost-effective alternative to expensive propri-
etary real-time platforms and significantly reduces capital
expenditures for grid control research.

Keywords: power systems, power grid, power system
stabilizer, real-time simulation, CHiL, embedded control,

Modelica, eFMI, Dymola, STM32, ARM Cortex-M
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1 Introduction

1.1 Motivation

Challenges of power grid stability require better power
system control: Modern power grids need a robust
Model-Based Systems Engineering (MBSE) method to
connect control design with real-world control deploy-
ment and routine tuning. Recent incidents, including
the inter-area oscillations observed in Europe in 2016
and 2017 (ENTSO-E Sub-Group System Dynamics and
Protection 2017; ENTSO-E 2018), highlight how crucial
proper tuning of a Power System Stabilizer (PSS) is to pre-
serve adequate damping throughout the system. More re-
cently, the Iberian grid incident of 2025 (ENTSO-E 2025;
ENTSO-E 2026) revealed complex 0.63 Hz and 0.2 Hz os-
cillations. Although initiated by inverter-based resources,
the incident report emphasizes that poor coordination and
the absence of detailed models for active damping con-
trols—including existing PSS—Iimited operators’ ability
to foresee and contain the disturbance, forcing rapid revi-
sions to operating rules.

Discrepancies between simulations and field behavior
often stem from outdated modeling workflows that fail to
capture actual hardware logic. Such control-induced is-
sues have been increasingly observed in inverter-based re-
sources, including irregular dynamics in wind plants due
to setpoint truncation (Pudasaini et al. 2026) and non-
sinusoidal responses in solar PV installations (Mishra,
Vanfretti, Delaree, et al. 2024). This fragility extends to
traditional synchronous generation; for example, a 1.5 Hz
forced oscillation event was recently triggered during a re-
active power capability test at a conventional power plant
in Dominion (Mishra, Vanfretti, Baldwin, et al. 2024). Al-
though the power plant model was accurate, the PSS was
not designed for the specific operating condition encoun-
tered, leading to sustained oscillations. These challenges
demand adaptable controllers that can be redesigned and
deployed throughout their operational lifecycle (Bombois
and Vanfretti 2024; Lauria et al. 2024).

Development and deployment challenges of power sys-
tem controllers hinder adoption of novel stabilizers:
When developing new control strategies to address grid
stability issues, the path from new control designs to Con-
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troller Hardware-in-the-Loop (CHiL) tests is currently
inefficient due to a lack of dynamic model portability
and broken traceability. Offline power system simula-
tion tools, such as PSS®E or PSCAD®, cannot be di-
rectly used for real-time simulation. This necessitates
manual re-implementation, which creates ambiguity and
consumes significant time and resources. Furthermore,
control code is often hardware-dependent; for example,
specialized wide-area PSS implementations frequently re-
quire bespoke code for specific platforms such as National
Instruments® hardware (Rebello et al. 2020). This frag-
mented workflow and the high cost of real-time simulators
and prototyping hardware, such as CompactRIO® (Na-
tional Instruments), create significant barriers to deploy-
ing novel control strategies.

eFMI tooling for Modelica provides new opportuni-
ties for power system design and control: The acausal,
equation-based Modelica®' modeling language has been
successfully used to design and simulate power systems
and grids (Vanfretti, Rabuzin, et al. 2016; de Castro, Van-
fretti, Gémez, et al. 2023). Its object-oriented, system-
level design is particularly well-suited for rapid prototyp-
ing of design variants and modifications (Biirger 2019).
Modelica also provides the means of modeling clocked
subsystems, such as digital controllers, seamlessly inte-
grated within the continuous simulation of plant models
(Elmgqvist et al. 2012). This makes Modelica an excel-
lent choice for physics-based modeling and simulation of
power systems with novel stabilizing controllers. Recent
support for the new eFMI® Standard® (Modelica Associa-
tion 2024) by Modelica tools (such as Dymola®3) extends
the applicability of physics models beyond offline simula-
tion to the embedded domain. The eFMI capabilities pro-
vided by Dymola facilitate the deployment of Modelica-
based models in safety-critical applications that operate
under stringent hard real-time constraints.

1.2 Contributions

This paper pioneers a Modelica and eFMI-based approach
to design power system damping controllers. We use
Modelica and eFMI to (1) rapidly prototype and conduct
Model- and Software-in-the-Loop (MiL, SiL) testing of
PSS designs, (2) deploy the designed models (plant and
controller models) directly onto microcontrollers, and fi-
nally (3) verify in CHiL tests that embedded behavior
aligns with the offline simulations. Our approach solves
many of the previously bespoke design, development, and
deployment challenges associated with a PSS:

e Common physics-based models are the single source
of truth, reducing model-misalignment and inconsis-
tency errors, and preventing behavior that violates or
neglects laws of physics.

e The MBSE approach reduces errors during the tran-

lhttps://modelicaiorg/lanquaqe/
zhttps://wwwAefmifstandard.org/

3https://wwwA3ds.com/products/catia/dymola
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sition from physics-based models to actual embedded
solutions, as is typical for manually developed control
code or code based on heterogeneous tooling at differ-
ent abstraction levels that requires manual adaptation
within deep technology stacks.

e Directly deploying models (controller and plant) on
microcontrollers enables rapid control prototyping and
reduces the risk of late detection of system-integration
issues. Expensive real-time platforms can be avoided
and the complexity of the tooling stacks involved can
be reduced.

e Gaps in model portability and traceability are mini-
mized.

To validate our approach, we designed real-time-suited
Modelica models based on the Open-Instance Power
System Library* (OpenIPSL), generated the corre-
sponding eFMI solutions in Dymola, system-integrated
them on STM32® microcontrollers with the help of
STM32CubeMX? and STM32CubelDES, and systemati-
cally validated each step in respective MiL, SiL, and CHiL
tests. All materials are provided open-source under the 3-
Clause BSD License, as an extensible workbench frame-
work’ ultimately empowering researchers to rapidly pro-
totype grid controllers with guaranteed traceability and
significantly reduced capital expenditure. Our approach
provides a low-cost proof-of-concept platform for PSS mi-
crocontroller prototyping.

1.3 Paper structure

The remainder of this paper is organized as follows: Sec-
tion 2 provides an overview of the eFMI Standard and
the proposed MBSE workflow. Section 3 details the
modeling approach and MiL validation using the new
OpenIPSL_CHIL library. Section 4 discusses the syn-
thesis of eFMUs and SiL tests and code analyses for
such, while Section 5 describes the system integration on
STM32 hardware. Real-time simulation results and CHiL
performance analyses are presented in Section 6. Section
7 provides conclusions and outlines future work, followed
by an Appendix summarizing the related work that high-
lights the limitations of current practices in the power in-
dustry related to damping controls.

2 eFMI & use-case workflow overview

This section provides a high-level overview of the eFMI
Standard insofar as it is required to identify the main ar-
tifacts and generative model-based software engineering
(MBSE) processes that it provides for our use-case; after-
ward, the objectives and workflow of the actual tooling we
are using are presented.

https://github.com/OpenIPSL/OpenIPSL
https://www.st.com/en/development-tools/stm32cubemx.html

https://www.st.com/en/development-tools/stm32cubeide.html

[N - VN

https://github.com/ALSETLab/efmi-pss-use-case
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2.1 The eFMI Standard

The eFMI Standard? (Modelica Association 2024) is an
open standard of the Modelica Association®®. The offi-
cial website? provides a concise summary of the primary
objectives of eFMI:

The eFMI® Standard is an open standard for the
stepwise, model-transformation-based develop-
ment of advanced control functions suited for
safety-critical and real time targets. Its con-
tainer architecture defines the common ground
for collaboration among the stake-holders and
toolchains along the various abstraction lev-
els from high-level modeling and simulation —
e.g., a-causal, equation-based physics in Mod-
elica — down to actual embedded code. The
model representations it defines are interlinked
for traceability and semi-automatic code gen-
eration and do not only capture functional,
but also non-functional quality requirements
like coding standards, static memory allocation,
worst time execution, and documentation, en-
abling credible development within a standard-
ized workspace.’

The abstraction levels eFMI supports—each represented
by a dedicated container type with well-defined content
and with all containers of an embedded solution wrapped
in a single embedded functional mock-up unit (eFMU)—
are! (note that, in contrast to FMUs, an eFMU is an
open workspace container potentially still in develop-
ment; eFMI can be used as a credible MBSE process
to develop—i.e., implement—co-simulation FMUs for
safety-critical real-time simulation):

Algorithm Code container: Algorithmic high-level so-
lution of a sampled system. Algorithms are implemented
in GALEC, a new guarded algorithmic language for
embedded control defined in the eFMI Standard. Al-
though imperative, GALEC provides many high-level
concepts like multi-dimensional arithmetic operators, de-
rived but well-defined dimensional sizes, and a built-in
function standard library to abstract target-specific char-
acteristics and provide common math operations, includ-
ing interpolation and solving systems of linear equations.
GALEC is computationally safe; a powerful static evalu-
ation concept is used to guarantee all indexing is within
bounds, all loops have an upper-bound, and all potential
runtime errors like IEEE 754 not-a-number (NaN) val-
ues, singular linear equation systems or domain errors of
built-in functions (like poles of trigonometric functions)
are handled or explicitly exposed to the runtime environ-
ment (error signals of interface functions). GALEC is also
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https://modelica.org/association/

9Originally written by Christoff Biirger.

10parts of the following Algorithm Code container section are from
(Kamp et al. 2025) and have been originally written by Christoff Biirger.
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well-defined regarding its imperative side-effects; for ev-
ery two GALEC statements it is decidable whether they
can be swapped, enabling, together with its well-defined
dimensionality analysis, target-specific concurrent execu-
tion optimizations. Note that GALEC has no foreign
function interface (FFI), only built-in functions; GALEC
programs are therefore by nature self-contained. From
a Modelica perspective, for example, a GALEC solution
of a sampled system of equations (potentially with events
or mixed system of equations) requires the solver to be
inline-integrated as GALEC code, eliminating dependen-
cies on third party numerical libraries.

These characteristics—self-contained, target indepen-
dent, high abstraction level, and well-defined behavior un-
der all circumstances—make GALEC an ideal interme-
diate language between simulation tools (that can target
GALEC for code generation) and the embedded domain
(where GALEC can serve as a source for code genera-
tion). Once a simulation tool finds a sampled solution
for the simulation problem—which is not always possible
for general equation systems—and expresses it as GALEC
program, further tooling towards embedded C code "only"
has to preserve these characteristics and can focus on
code optimization (e.g., loop and multi-dimensional ex-
pression unrolling, or concurrent execution) and embed-
ded target environment compliance (e.g., compliance with
style guidelines, code analysers, interfaces, or other sys-
tem integration requirements).

The sampled block-interface of the GALEC program of
an Algorithm Code container is also exposed by the XML
manifest file of the container, such that derived eFMU arti-
facts, like production code, can refer to it; this is important
for traceability, but also to enable tooling to work with eF-
MUs without having to process GALEC (e.g., if just using
production code without generating it). Naturally, each
eFMU must have a single Algorithm Code container.

Production Code containers: Target-specific produc-
tion code (C program) implementing the GALEC program
of the eFMU’s Algorithm Code container. Typical chal-
lenges of production code generators are related to effi-
ciently translating GALEC multi-dimensional arithmetic
operations, providing implementations of the used built-
in functions (or preferable reuse target ecosystem routines
considering restricted availability of the C Standard Li-
brary), complying with embedded coding standards like
MISRA C:2023 or the SEI CERT C Coding Standard'!,
following target ecosystem system integration APIs, gen-
erating ISO/IEC 9899 (Cl11, C17, C24, etc.) compliant
code, and finding good trade-offs between portability and
optimization.

An XML manifest file within each Production Code
container maps the respective code’s API to the well-
defined (i.e., standardized in eFMI) block-interface of the
eFMU’s Algorithm Code container. This enables auto-

llhttps://cmufsei.qithub.io/securefcodingfstandards/
sei-cert-c-coding-standard/
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matic system integration—as for example exploited by
Dymola’s production code export options presented in
Section 4.4—although eFMI does not standardize any pro-
duction code interface (unlike FMI'2 3.0, which does with
fmi3Functions.h). Naturally, an eFMU can contain
many different production codes, e.g., for various floating-
point precisions or code optimizations.

Binary Code containers: Target specific binary code
generated from one of the eFMU’s Production Code con-
tainers. An XML manifest file lists the target platform,
used compiler and linker options, and links back to the
source Production Code container. Naturally, an eFMU
can contain many different binaries, even for the same pro-
duction code (e.g., based on different compiler and linker
settings like debug and release versions, or for different
targets).

Behavioral Model containers: Test scenarios with ref-
erence trajectories stored in comma separated value
(CSV) files and additional meta-information—Ilike trajec-
tory units, the index-wise splicing of multi-dimensional
trajectories into separate scalar trajectories, absolute and
relative tolerances, or scenario descriptions—stored in an
XML manifest file. Two kinds of test scenarios are sup-
ported: variable time grid scenarios and equidistant time
grid scenarios. The latter enforce a fixed sampling period
within strict time tolerances between adjacent trajectory
points, as, for example, typical for HiL tests. Variable
time grid scenarios are more flexible, but require well-
defined interpolation (and for that reason typically higher
tolerances) when used for testing a sampled system like
GALEC programs or derived production code; they typi-
cally stem from continuous simulations with flexible step
size (e.g., DASSL).

Naturally, an eFMU can contain many Behavioral
Model containers, e.g., created by different simula-
tion or measurement tools. Automatic instantiation—
although the APIs of production and binary codes are
not standardized—for testing is possible thanks to all
eFMU containers (including Behavioral Model ones) link-
ing back to the well-defined block-interface of an eFMU’s
Algorithm Code container.

2.2 Use-case tooling & workflow

In our use-case, we develop two models with the final
objective of embedded deployment for CHiL testing: a
power system stabilizer (i.e., an actual controller) and a
hard real-time simulation of the controlled power system
(i.e., the plant model). To that end, we used the following
tools:

e Dymola®3 2026x Refresh 1: Physics-based design of
Modelica models of the controller and plant; system-
atic MiL testing of design variants from continuous to
sampled experiments with controller and plant mod-
els refined for eFMI (cf. Section 3); controller and

lzhttps://fmifstandardAorg/
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plant eFMU generation (cf. Section 4.1) and SiL tests
of their production code against MiL. experiments (cf.
Section 4.2).

e Cppcheck® Premium'? 26.3.0 and clang-tidy'*
(Clang Tools 19.1.5): Strict code quality analyses—
in particular for MISRA C:2023 compliance—of the
eFMU production code of controller and plant (cf.
Section 4.3).

e STM32CubeMX’ 6.17.0: Selection of STM32 mi-
crocontrollers for controller and plant; configuration
of their peripherals—Iike pins, DACs, and timers—
and generation of respective template code linking to
the STM32CubeH7'> 1.13.0 software package with
hardware abstraction layer (HAL), lower-layer (LL)
drivers, and Arm® Cortex®-M Common Microcon-
troller Software Interface Standard (CMSIS) imple-
mentations'® (cf. Section 5.1).

e STM32CubeIDE® 2.1.0: Import of CubeMX gener-
ated template codes of controller and plant as indi-
vidual C development projects; incorporation of their
eFMU Production Code containers as symbolically
linked source and include directories; system integra-
tion of eFMU production codes into the main () ex-
ecution routine of the microcontrollers; compilation
and deployment on STM32 boards (cf. Section 5.2).

e WaveForms'’ 3.25.1: Interactive stimuli generation
and plotting of CHIL test signals with a Digilent®
Analog Discovery 3 oscilloscope (cf. Section 6).

Note, that our approach to deploy the plant model—which
is required for CHiL testing the controller—directly on a
microcontroller avoids the need for a real-time HiL plat-
form, e.g., from dSPACE®, Typhoon HIL® or OPAL-RT
Technologies®; this reduces not only hardware costs but
also the complexity of the required software and tooling
stack and its licensing. All tools, except Dymola and Cp-
pcheck Premium, are freely available. To generate eF-
MUs, the Dymola Source Code Generation option, be-
sides a standard Dymola license, is required. Although an
open-source version of Cppcheck exists (and could have
been used), its MISRA C:2023 and SEI CERT C Coding
Standard!! coverage is significantly inferior to the com-
mercial Premium version. And while production code
analyses are optional for our use-case, they are of gen-
eral interest for certification (Cppcheck Premium for ex-
ample has TUV SUD®!3 certification against EN 50128,
EN 50657, EN 50716, IEC 61508, and ISO 26262).

13https://www.cppcheck.com/

https://clang.llvm.org/extra/clang-tidy/
https://www.st.com/en/embedded-software/stm32cubeh7.html
16STM32CubeH7 also includes middleware libraries supporting, for
example, a USB stack, TCP/IP networking stack, file system, or
even real-time operation system (RTOS); we do not use any of the

STM32CubeH7 middleware libraries.
17

18

https://digilent.com/shop/waveforms/

https://www.tuvsud.com/en
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Figure 1. Diagram of a power plant’s electrical generator

equipped with a PSS interconnected with a power grid.

3 Modeling and MiL testing

This section describes the power system model that will be
used to demonstrate the application of eFMI to both syn-
thesis and deployment of the controller code. The system
to be modeled is illustrated in Figure 1, which shows a
power plant interconnected to a power grid. The power
plant’s generator, a synchronous machine, is equipped
with a PSS that is placed before the Excitation Control
System (ECS).

The main purpose of the ECS is to supply the exciter
with sufficient excitation current and voltage, v(), to
control the terminal voltage, V;(r), with respect to a ref-
erence value, vif(f), forming what is typically called the
“voltage control loop” of the plant. The PSS uses the gen-
erator’s speed, @(t), as a feedback signal and is placed in
a cascade with the ECS. This increases the damping of the
plant’s response through the effect of the positive feedback
signal, v(2).

The goal of the PSS is to provide adequate damping
and ensure the stability of the connection to the grid (in
this case, a single power plant), or an entire intercon-
nected region, when the grid is subject to disturbances,
d(1), such as faults, tripping of power lines, etc. However,
to achieve this goal, these damping controllers must be
properly tuned; if left without frequent tuning, they may
lead to major grid stability problems, as described in the
introduction. The PSS structure (a transfer function) is
fixed, and the values of its parameters must be set through
design studies before being implemented in the field.

Conventions: Referring to Figure 1, we will use
the term controller to refer to the PSS, the term
generator unit to refer to the generator and the ECS sub-
system (with or without a PSS in some cases), and the term
plant to refer to the sub-system comprising the generator,
ECS, and remainder of the grid without the PSS.

3.1 OpenlPSL overview

To model the system shown in Figure 1, OpenIPSL* 3.1.0
is used. OpenIPSL is an open-source Modelica! library
of power system components for phasor-based modeling
and simulation for dynamic analysis of power systems,
known as “transient simulation” or “RMS simulation” in
the power system literature. Although the original focus
was on modeling high-voltage transmission networks us-
ing positive sequence phasors (Vanfretti, Rabuzin, et al.
2016), it is also capable of modeling distribution networks
with unbalanced three-phase phasors (de Castro, Vanfretti,
and Gémez 2019) without requiring the use of cosimula-
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tion, as is the case for domain-specific tools. In addition,
it facilitates multi-time-scale modeling by integrating the
electro-magnetic transients (EMTs) and transient simula-
tion (TS) models (de Castro and Vanfretti 2025). The main
structure of the OpenIPSL library is shown in Fig. 2 (A).
The reader is referred to (Vanfretti, Rabuzin, et al. 2016;
Baudette et al. 2018; de Castro, Vanfretti, Gomez, et al.
2023) for details about its sub-packages; the following are
particularly relevant to this work:

e x.Electrical includes models of devices that
make up an electrical power system. As shown in Fig-
ure 2 (B), it includes models of electrical machines,
loads, transmission lines, transformers, and regula-
tors/control devices. Each of the sub-packages in Fig.
2 has its own sub-packages (e.g., Fig. 2 (C)); for
example, «.Electrical.Renewables includes
other sub-packages that can be used to model photo-
voltaic (PV) solar, wind, and battery energy storage
systems (Fachini et al. 2025).

e x.NonElectrical contains dedicated blocks,
functions, and models that are utilized by the models
inthe » .Electrical package. It comprises exten-
sions of MSL components as well as specialized ele-
ments required to ensure that the simulations are con-
sistent with those from PSS®E (PSS®E 34.2.0 Model
Library 2017; Laera et al. 2023).

e «.Interfaces 1is the sub-package contain-
ing connectors and interfaces from which every
% .Electrical model is derived. It includes both
connectors and a partial model for generators. The
PwP in Modelica connector, together with its variants,
specifies the physical phasor-based connector that
forms the foundation of the library. The Generator
partial model provides an interface for assembling
detailed power generation units composed of internal
components, e.g., the ECS and PSS.

Because the PSS is a controller that requires tuning, the
OpenIPSL models used to construct the system shown
in Figure 1 must be refactored for this purpose. For de-
tails on object-oriented modeling for control design with
OpenIPSL—an approach applied to the models built for
this work—the reader is referred to our work in (Vanfretti
and Laughman 2024; Bhattacharjee et al. 2024).
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Figure 3. Open IPSL_CHIL 11brary overview.

3.2 OpenlPSL_CHIL library overview

For the purposes of this work the OpenIPSL_CHIL li-
brary, shown in Figure 3, was developed. As its name
implies, the library provides extensions of OpenIPSL for
embedded real-time applications. Figure 3 (A) shows the
main structure of the library, which consists of:

e . Components (Figure 3 (B)) is a sub-package fea-
turing modified OpenIPSL components tailored for
embedded deployment, alongside new components
stemming from additional embedded domain require-
ments. Notably, the PSS sub-package includes vari-
ants of the controller, specialized blocks used for
the variants, and the corresponding eFMU genera-
tion configurations for each PSS variant. In addition,
models from OpenIPSL that required modifications
for eFMU generation are within the Auxiliary
and Machines sub-packages, which include modi-
fied models of the transmission line, fault, and ma-
chine components. The Test s sub-package provides
unit tests for the components, including continuous,
clocked, and eFMU variants of the PSS models.

e «.Generator (Figure 3 (C)) is a sub-package
that contains multiple variants of the generator unit
model. As the names of its sub-packages indicate,
variants are built for different stages of the control
design in the continuous domain, redesign, and to
account for modifications required for the embedded
hardware integration process.

e « .Network (Figure 3 (C)) provides variants of the
power network without the generator unit that are
used to build models for simulation and eFMU export,
along with their corresponding unit tests.

e « .RTS (Figure 3 (C)) consists of plant mod-
els for deployment on real-time simulation-systems,
both Hardware-in-the-Loop (HiL) and Controller-
Hardware-in-the-Loop (CHiL). Only the CHiL plant
models are used in this paper and their sub-package
includes their eFMU generation configurations. A
Tests sub-package provides unit tests for continu-
ous, clocked and eFMU variants of these plant models.

133

lll(lX

Tws

Tis+1 T3s+1 |
WT,s+1 Trs+1 Tys+1 |

> Vg

@) 4-{

min
Vg

pSSTypell

D

pSSTypellParam

ki
Figure 4. PSS variants: (A) Generic block from (Mllalzowiogg)
(B) OpenIPSL implementation, (C) Modified OpenIPSL imple-
mentation for eFMI export, (D) Final variant with a simplified
high pass filter replacing the washout filter.

imLoadLag

imLeadLag

imLeadLag! timiter

e « . Examples (Figure 3 (D)) contains whole system
experiments with closed-loop controller and plant for
offline simulations from continuous, toward sampled
system and eventually expected final CHiL setup be-
havior (MiL and SiL).

In the following sections, we present the primary mod-
els in OpenIPSIL_CHIL developed to illustrate how
continuous-time representations can be converted into dig-
ital representations with Modelica synchronous and then
be prepared for eFMI code generation.

3.3 Power system stabilizer (PSS) models

One of the simplest PSS models used in power system
simulation software is shown in Figure 4 (A), and corre-
sponds to the PSS Type II of PSAT (Milano 2005) and the
STABI1 model in PSS®E (PSS®E 34.2.0 Model Library
2017). In this model vy is the input signal, i.e., @ from
Figure 1, and vy is the output signal. K, is the stabilizer
gain, which is multiplied by a washout filter with a T;,
time-constant in seconds. The next two blocks represent
two stages of lead-lag compensators that, along with K,,,
must be designed by determining the time-constants 77-
Ty and the gain. Finally, a limiter sets the maximum and

minimum output limits of the PSS, v and y™in,
The implementation of this controller
model is shown in Figure 4 (B) as found in

OpenIPSL.Electrical.Controls.PSAT.PSS.
PSSTypeII. However, the PSS model needs to be
modified for export as eFMU and to consider embedded
hardware aspects. First, the model is very sensitive to
correct initialization; in particular, initial states depend on
the initial value of the vST input, which likely is not just
0. To enable input dependent initialization, we add the
top-level parameter

parameter OpenIPSL.Types.PerUnit vSI_start = 1.0;
which, in terms of eFMI GALEC, is a tunable parameter

that can be recalibrated at initialization time, and modify
the model to use

vSI (start = vSI_start, fixed = true)
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Next, we need to consider that the code will run on em-
bedded hardware that processes physical inputs, e.g., the
speed signal. To address this, in Figure 4 (C), the ex-
tended and modified model has two additional blocks,
enclosed by black squares. Observe that the input sig-
nal will come from the analog output of an embedded
development board running the plant model (NUCLEO-
H7237ZG), which has a limited dynamic range and thus
the signal is scaled up to provide sufficient resolution.
Therefore, when read by the analog input of the embed-
ded development board (NUCLEO-L476RG) serving as
the controller, the signal will need to be scaled back to its
nominal values when running on the PSS. This is achieved
simply by applying a gain with value 1/wscale, where
wscale=10 is the multiplier applied to the output signal.
Another hardware aspect that the models in Figure 4 (A)-
(B) are not equipped to address is the noise that will be
present in the analog signals. To this end, a low-pass filter
with a cut-off frequency of 5 Hz is employed.

Finally, an additional variant is created, as shown in
Figure 4 (D), which includes the previous modifications
for the generation of eFMU code and hardware consider-
ations (enclosed by a green square), and can be found un-
der *.Components.PSS.PSSTypelISimpleHPF.
Comparing Figures 4 (C) and (D), it is possible to observe
that the derivativeLag block of OpenIPSL, which
models a washout filter, has been replaced by a simple
high-pass filter. Observe that the goal of a washout fil-
ter is to approximate the response of (originally) an ana-
log circuit whose role is to remove the effect of very low
frequencies that arise due to the normal operation of a
grid by attenuating these low frequencies in the frequency
domain in the same way that an ideal derivative would.
Such analog circuits were easy to implement with an op-
erational amplifier circuit with a resistor and a capaci-
tor, from which 7, would be determined by the RC time-
constant. However, since our goal is to implement the
PSS in an embedded controller, we can adopt a simpler
solution to provide the same functionality, i.e., to have the
same frequency response of an ideal derivative. This can
be achieved using a first order Butterworth high-pass filter,
as shown in Listing 1.

The implementation in Listing 1 preserves the same
parametrization as the other variants, avoids differentia-
tion (and thus potential numerical noise amplification),
and is simpler as it only contains one state variable, one
differential equation, and one algebraic output equation.

This is the final variant that we will use to illustrate
eFMI export and integration into embedded hardware as
the controller.

Listing 1. HighPassSimple component used in the PSS of
Figure 4 (D).

| block HighPassSimple

5

parameter Real K
4 parameter Real T

KwxTw "Gain K = KwxTw";
Tw "Time constant T = Tw";

5

6 initial equation

134

Figure 5. The plant model: Generator with ECS interconnected
with a power grid—» .RTS.CHIL.Grid4CHIL, referred to as
GCHIL.

7 der(x) = 0;

8 equation

9 der(x) = (u - x)/T;
100 y =K/Tx(u - x);

11 end HighPassSimple;

3.4 Power system models

Returning to Figure 1, we now develop the models for
the plant, which is composed of a generator with its ECS
and the remainder of the grid. Although multiple plant
variants of the model were built, only the model used
for eFMU export and final system integration is discussed
here, which is shown in Figure 5. The components en-
closed with a hatched square labeled (A), (B), and (C) re-
quired modifications for eFMU GALEC code generation,
while (D) is used to scale the analog output signal. All
other components are taken from OpenIPSL and used un-
changed.

Let us first discuss the generator unit, shown in Fig-
ure 5 (A). This is a sub-system shown expanded in Fig-
ure 6; it includes both the ECS (see Figure 6 (A)) and
the synchronous machine (see Figure 6 (B)) models. The
ECS is modeled using the AVR Type III model from (Mi-
lano 2005) implemented in OpenIPSL, which does not
require any modifications. Meanwhile, the synchronous
machine model “Order VI” from (Milano 2005), as im-
plemented in OpenIPSL.Electrical.Machines.
PSAT.BaseClasses.baseMachine, required mod-
ifications to the base class, which are shown in Listing 2.

Listing 2. baseMachine modifications for eFMU GALEC
code generation.

1 // Original OpenIPSL baseMachine:
2 partial model baseMachine

4 parameter Types.Angle delta0 = CM.arg(

5 Vt0 + ((ra + CM.j*xg0) =% Z_MBtoSB*I0))
6 "Init. val. rotor angle";

7

8 end baseMachine;
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Figure 6. The generator unit model: Generator with ECS—
*.Generator.ReDesign.GenAVRIOReDesign.
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9
10 // Modified OpenIPSL CHIL baseMachine:
1l partial model baseMachine

13 parameter Complex auxCMval =

14 Vt0 + ((ra + CM.jxxg0) * Z_MBtoSB*I0)

15 "Auxiliary variable to calc. deltaO";

16 parameter OpenIPSL.Types.Angle delta0 = atan2(
17 auxCMval.im, auxCMval.re)

18 "Init. val. of mach. rotor angle";

19
20 end baseMachine;

Comparing lines 4-6 and 13-18, it can be observed
that the initial value for the machine angle, origi-
nally calculated with the function CM.arg (an alias
of Modelica.ComplexMath.arg that passes the
real and imaginary parts of its complex argument to
Modelica.Math.atan3 together with a parameter-
ized phase angle phi) was replaced by defining an auxil-
iary parameter auxCMval and then computing the angle
using atan2. This is necessary because eFMI GALEC
only provides atan2 as a built-in function, but not
atan3. Interestingly, the phase angle phi is always
0 in OpenIPSL, in which case atan3 (c.im, c.re,
phi) == atan2(c.im, c.re) making the atan2
replacement of CM. arg mathematically equivalent.

For completeness, refer to Figure 5 (C) to note that the
input to the ECS in Figure 1 corresponds to u and the feed-
back signal, V;, to v. Meanwhile, in Figure 5 (D) it can be
seen that the output w corresponds to signal (¢) in Figure
1, while pwP in is the main connector of OpenIPSL.

Next, let us discuss the components labeled (B) and
(C) in Figure 5, which are part of the plant model. (B)
is a fault component (pwFault4efmi), while (C) com-
prises instances of a line model (L1 and L2). These
models are a modified version of the OpenIPSL mod-
els x .Events.PwFault and » .Branches.PwLine
from the electrical sub-package. In OpenIPSL, these com-
ponents use the Modelica built-in variable t ime, which
is used to activate/deactivate model features at specific
points in time, thereby allowing the user to create simula-
tion scenarios. In the employed CHiL test configuration,
no single “master clock™ is available that could provide a
common absolute time reference for both controller and
plant (in fact, a dependency of embedded code on abso-
lute time is typically a strong error indication). Further-
more, the fault event should, ideally, be initiated externally
by the user so that the controller response can be evalu-
ated in a semi-interactive manner. Hence, two new mod-
els in OpenIPSL_CHIL.Components.Auxiliary,
*.PwFault4eFMI and *.PwLined4eFMI replace the
implicit time-based behavior switch with explicit
Boolean inputs. The interface of the new fault block there-
fore has a Boolean to trigger the fault externally, while in
the case of L1 and L2 this option is disabled by setting the
corresponding Boolean input to false.

Finally, the components labeled (D) in Figure 5 repre-
sent the final signal conditioning stage of the plant model.
Recall that the plant system will run on a NUCLEO-
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H7237ZG embedded development board. This hardware
utilizes a 12-bit Digital-to-Analog Converter (DAC) oper-
ating within the 0-3.3 V range, resulting in a fixed hard-
ware resolution of ~0.0008 V/Isb. The w output of the
generator unit is the speed in per unit (pu) and its nom-
inal value is 1.0 pu in steady state. In a simplistic imple-
mentation, the value for w may be directly applied to the
DAC; consequently, 1.0 pu would result in 1.0V and the
effective resolution of w would be limited to ~0.0008 pu.
During disturbances, speed deviations are typically small,
often not exceeding the third decimal place (e.g., a shift
from 1.0 to 1.006 pu). Because this maximum expected
deviation is so close to the board’s fixed quantization floor,
a raw signal would lack the fidelity required for accurate
control and would suffer from significant quantization er-
ror. To mitigate this, the following signal conditioning
steps are implemented: (i) Offset Removal: The 1.0 pu off-
set is removed from G1 .w to isolate the speed deviation,
Aw. (ii) Signal Scaling: The resulting deviation is scaled
by a factor of wscale = 10. This process “stretches”
the small transient response across a larger portion of the
board’s digital dynamic range, effectively increasing the
Signal-to-Quantization-Noise Ratio. (iii) Reconstruction
Offset: The woffset is set to 1.0. This “lifts” the pro-
cessed signal into the center of the DAC’s operating win-
dow, providing sufficient margins for the signal to vary
bidirectionally, preventing signal saturation or clipping
when close to the 0 V or 3.3 V rails during severe tran-
sients.

3.5 MiL tests

To validate the models described in the previous sec-
tion, we built typical offline system simulation experi-
ments and experiments that mimic the CHiL setup. This
allows us to study the expected behavior of the entire
system in Figure 1, using multiple model variants: from
a typical offline system representation, as in Figure 7,
to more granular representations, as shown in Figure
8 (A)-(D), which aim to reproduce the physical CHiL
setup. All these model-in-the-loop (MiL) experiments
can be found under OpenIPSIL_CHIL.Examples
.CHIL_Configuration.Grid4CHIL.

In Figure 7, a representation of how the system would
present itself in the “real-world” is shown. The figure
shows within the hatched polygons that (A) and (C) repre-
sent the system model, and (A) is expanded in (B). In (B)
it can be seen that the PSS controller model that we want
to deploy on embedded hardware has been represented
with the purpose-built variant in Figure 4(D). Moreover,
because we aim to model an embedded system, a clocked
partition running at 0.2 ms with an explicit Euler solver is
created by adding a periodicClock and sampler to
the input signal w and a hold to the output of the pss
model. Observe that the gain wscale is applied before
connecting the sampled signal to the PSS, this is because
the input signal w comes directly from the generator
unit (expanded in Figure 6) and not the pre-conditioned
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signal w in Figure 5 (D) that is used to represent the plant
in CHiL. This architecture was used in this first model as it
aims to represent the deployment of the digital controller
in a “real-world” power plant, and not in CHiL testing. As
can be observed in Figure 7 when comparing it with Fig-
ure 5, all models implementing the remainder of the power
system are represented with unmodified components from
OpenlPSL, which use continuous-time representations.
Next, to actually model the CHiL setup, the model
variants in Figure 8 are created. In (A) a continuous-
time variant of our CHiL setup is created, where the
pss (controller) output is connected to the input of
G4CHIL (plant), and the output of GACHIL is connected

to the input of the pss'®. Note that G4CHIL includes a
faultTimer, which allows us to model the pressing of
a push button that applies the fault within the model for
t=[1.5-1.55]s.

To transform the continuous-time model in Figure 8 (A)
into a digital control representation, both the controller
and plant are modeled within their own clocked partitions,
as shown in Figure 8 (B). This is achieved similarly to
what was done in Figure 7, i.e., by including a sampler,
hold, and periodic clock to each partition running at 0.2
ms.

At this point, it is informative to analyze the behavior
of the CHIL setup representations in Figures 7 and 8 (A)-
(B). To this end, we create the following simulation cases
(tolerances are set to 0.0001 for all cases):

1. Ref.Sim.DASSL: Model in Figure 7 simulated with
DASSL and Interval=0.0002.

2. Ref.Sim.ExpEuler: Model in Figure 7 simulated
with Explicit Euler fixedstepsize=0.0002.

3. Ref.Setup: Model in Figure 8 (A) with DASSL and
Interval = 0.0002.

4. Ref.Setup.ExpEuler: Model in Figure 8 (A)
with Explicit Euler fixedstepsize=0.0002.

9Note: In the physical CHiL setup (see Figure 16), the embedded
boards are connected through patch wires on a breadboard. Breadboard
capacitance, and signal integrity and delay due to the patch cables are
irrelevant for this application and do not need to be modeled.

|
infiniteBus |

Figure 7. Reference simulation model: (A) Power system model
instantiation of the generator unit with PSS, (B) Generator unit
model with clocked PSS, (C) Power system being interfaced to
the generator unit with PSS.
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Figure 8. Simulation models of CHiL setup: (A) Continuous-
time representation, (B) Clocked representation, (C) Clocked
with eFMUs, (D) Clocked with source code FMUs based on
generated eFMI production code.

5. Ref.Setup.Clocked: Model in Figure 8 (B) with
DASSL and Interval = 0.0002.

The simulation results are summarized in Figure 9 and Ta-
ble 1. As shown in Figure 9 (A), the cases are visually in-
distinguishable. The error statistics in Table 1 reveal that
the transition to the fixed-step Explicit Euler solver (Sim
2) introduces a minimal baseline penalty (3.0160 x 107>
pu), while the structural refactorings required for eFMI
compatibility account for the additional deviation in Sim
4. High transient fidelity is maintained under fault stress;
peak errors occur during the post-fault recovery phase
(near t = 2.05 s) rather than during the fault interval itself,
confirming the numerical stability of the eFMI-targeted
model variants. Furthermore, the RMS errors are consis-
tently an order of magnitude lower than the maximum de-
viations, indicating that these peaks represent brief numer-
ical transients rather than persistent systemic biases. Cru-
cially, as the maximum observed deviation (1.6949 x 10~*
pu) remains below the ~= 0.0008 pu hardware quantization
floor of the target STM32’s 12-bit DAC, these numerical
differences are masked by the hardware’s resolution limits
and have no impact on the physical control performance.
The subsequent step to further refine the level of detail
in our representation of the CHiL configuration is to gen-
erate eFMUs for both the controller and the plant, and
then employ these in place of the pss and GACHIL mod-
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Figure 9. MiL Simulations: (A) w for all simulations (see Figure
6 (D)), (B)Vie {2,3,4,5}: |[Ref.Sim.DASSL — Casei |, (C)
Zoomed view around peak error.

Table 1. Generator speed error relative to Ref . Sim.DASSL.

Case  max |g| (pu) RMS € (pu)  fmax (3)
2 3.0160x107° 9.2302x107° 3.2156
3 1.6949 x 10~%  3.0662 x 107> 2.0564
4 1.5353 x 1074 2.7456 x 107> 2.0564
5 6.1989 x 1075 1.6466 x 107> 2.0310

els as illustrated in Figures 8(C) and (D) to conduct SiL
tests of the generated eFMI production code.

4 Generation & SiL testing of eFMUs

To generate eFMUs for the PSS and power system vari-
ants that have been designed and MiL-tested in Section 3,
Dymola offers the DymolaEmbedded library. It features
a convenient user interface—graphical in the diagram and
parameter editor views, yet also fully scriptable in « . mos
files like any other Modelica library in Dymola—for con-
figuring eFMU generation and conducting SiL tests of the
resulting ISO/IEC 9899 (C11, C17, or C24 compliant)
production code.

The production code of exported eFMUs leverages on
the GALEC guarantees sketched in Section 2.1; in par-
ticular, Dymola’s whole range of symbolic equation sys-
tem optimizations are automatically conducted to find an
algorithmic, inline-integrated eFMI GALEC solution for
models subject to eFMU export.

4.1 eFMU configurations

To  configure eFMU export for a  Mod-
elica model, a new package extending
DymolaEmbedded.EmbeddedConfiguration

has to be created. Each such extending-package repre-
sents an eFMU configuration and inherits configuration
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options and generative facilities as shown in Figure 10.
The available configuration options are as follows:

o ¢FMU bundle configuration: Optional name of the di-
rectory that shall contain the generated eFMU. If not
explicitly set, the full qualified package name of the
eFMU configuration is used.

e Model configuration: Model subject to eFMU export
(mandatory).

e [ntegrator configuration: Fixed sampling period
(mandatory) and optional solver method for inline-
integration. The only mature solver currently sup-
ported is the explicit Euler method; implicit Euler and
Rosenbrock methods (Olsson et al. 2017) are still at
the prototype stage for eFMU export.

e Code configuration: Optional options to obfuscate
generated GALEC code, constant-fold all parame-
ters to reduce code size (parameters are hard-coded
in the generated code rather than exposed through
the GALEC block interface; dependent parameters
are removed, preventing any later recalibration), and
keep multi-dimensional entities intact rather than re-
ducing them to scalars (e.g., used to preserve tensor-
flows of embedded neural networks modeled using the
NeuralNetworks package of the eFMT library, cf.
(Kamp et al. 2025)).

e Software Production Engineering configurations: Pre-
configured production code generator settings. De-
fines the floating-point precisions for which pro-
duction codes shall be generated (by default for
32-bit and 64-bit)—these are the eFMU Produc-
tion Code containers to generate. Also defines for
which instruction set architectures (by default for
x86, Microsoft® Windows® 32- and 64-bit) statically
linked libraries shall be generated for each Production
Code container—these are the eFMU Binary Code
containers used for SiL. simulation within Dymola (cf.
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Figure 10. DymolaEmbedded eFMU configuration for the
PSS controller of Figure 4 (D). Double-clicking on diagram-
view components opens the respective configuration. Calling
functions of the extends-entry in the package browser executes
the respective action, e.g., building GALEC or production code
or analyzing code quality with clang-tidy or Cppcheck Premium.
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Section 4.2).

e Dymola production code configuration: Deprecated
embedded code export, predating Dymola’s eFMI sup-
port.

For the PSS and power system variants designed in Sec-
tions 3.3 and 3.4, an explicit Euler with a 0.2 ms sampling
period is set as the integrator configuration. In addition,
the controller of Figure 4 (D) and the plant of Figure
5 are chosen as model configurations, respectively. For
both, code obfuscation is deactivated.

The generative facilities (i.e., inherited functions) pro-
vided by eFMU configurations are:

e build(): Generate eFMU with Algorithm, Pro-
duction and Binary Code containers. Optionally
also export SilL-stubs (cf. Section 4.2) and source
code FMUs for each generated Production Code con-
tainer (cf. Section 4.4). The root-level build ()
function exists for convenience; each eFMU con-
tainer can be individually generated within the
build () functions of the respective sub-packages
(e.g., ProductionCode.build()).

e browse_code (), clean(): Open the eFMU in
the default file manager or shell (e.g., File Explorer
and cmd in Microsoft Windows); delete all generated
artifacts.

e ProductionCode.check_codes (): Analyze
Production Code containers with clang-tidy and Cp-
pcheck Premium (cf. Section 4.3) for code quality and
MISRA C:2023 compliance.

e build _FMUs (),build_Simulink_imports(),

and build_Arduino_sketches () of
ProductionCode: Export Production Code
containers as source code co-simulation FMUs,
Simulink® C Function blocks or Arduino® sketches
(cf. Section 4.4), respectively.

e BehavioralModel.build_tests(): Reuse
existing Modelica experiments to derive SiL-tests for
the production codes of the eFMU (cf. Section 4.2).

By default (i.e., if arguments are not interactively
changed), the above generative eFMU facilities work with
the options of their respective eFMU configuration (i.e.,
the DymolaEmbedded.EmbeddedConfiguration
modifiers of their call context). Hence, it is not neces-
sary to reconfigure eFMU export repeatedly when switch-
ing models or libraries; instead, configurations are stored
together with their corresponding eFMU configuration
package.

Note that being ordinary Modelica packages, eFMU
configurations (their options and functions) can be
scripted in Modelica * .mos scripts. This enables conve-
nient configuration of variants and batch processing. Like-
wise, an eFMI-button in Dymola’s Tools-ribbon (see Fig-
ure 11) enables the user to build all eFMUs of a whole
package hierarchy, or load the Sil.-stubs of existing eF-
MUs.
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Figure 12. (A) SiL experiment package derived from the

MiL experiment of Figure 7, (B) SiL test model for the 32-bit
floating-point precision production code generated for the PSS
controller of Figure 4 (D).

4.2 Modelica-based SiL tests

Sil. experiment packages: To validate the func-
tional correctness of the production codes generated for
controller and plant models, we reused the MiL ex-
periments of Section 3.5 as a basis to define respec-
tive SiL. tests. To that end, Dymola’s eFMI facil-
ities support the generation of Sil. experiment pack-
ages backed by an eFMI Behavioral Model container
derived from an existing Modelica experiment; the
BehavioralModel.build_tests () function of an
eFMU configuration (cf. Section 4.1) can be used to gen-
erate such SiL. experiment packages. Given any Mod-
elica experiment model, build_tests () extracts—
based on the model configuration of the eFMU configu-
ration in whose context it is executed—all instances of the
model subject to eFMU code generation. Each instance
defines a test scenario.

Figure 12 (A) shows the Sil. experiment package
(SiLTest) generated from the MiL experiment of
Figure 7 for the controller of Figure 4 (D). The
Test_ReferenceExperiment model exploits the
MiL experiment of Figure 7 to record reference trajecto-
ries. The Test_SiL_ models are for testing the various
production codes of the eFMU. The build () function
simulates Test_ReferenceExperiment and gener-
ates the Behavioral Model container backing the SiL ex-
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periment package, in particular its comma separated value
(CSV) files with the reference trajectories and a mani-
fest file with meta-information about the test scenarios,
their in- and outputs, their respective units, etc. The
browse_container () function just opens the back-
ing Behavioral Model container in the default file manager
(e.g., File Explorer in Microsoft Windows).

SiL test models: Figure 12 (B) shows the SiL test model
for the 32-bit floating-point precision production code for
the controller of Figure 4 (D). The eBlock component
is a SiL-stub generated for the production code. Such
stubs are Modelica models with the same interface as the
source model of an eFMU configuration, but their im-
plementation is done by referencing the eFMU’s produc-
tion code by means of Modelica’s external C code inter-
face (the concept is similar to the Modelica stubs Dy-
mola generates for imported FMUs). The 'vSI|table'
and 'vs|table' components are input tables providing
the reference trajectories for the PSS. The 'vs |match'
block simply compares the actual vs output of the pro-
duction code (eBlock.vs) with the expected reference
trajectory considering user-defined absolute and relative
tolerances. The used tolerances can be defined for all sce-
narios, or specific ones, in the root diagram view of gen-
erated SiL experiment packages; they are the only addi-
tional user input required. Otherwise, the whole SiL ex-
periment package can be generated from the MiL experi-
ment of Figure 7.

All components, except the eBlock, are from the
Testing?® Modelica library, freely available with Dy-
mola. Testing is a professional library to exploit Mod-
elica experiments for testing purposes, automate regres-
sion tests (e.g., with Jenkins21), and provide convenient
test results and plots. It is used for the continuous integra-
tion tests of the commercial Modelica library portfolio of
Dassault Systemes.

SiL test results: The results of the SiL tests for our eF-
MU are satisfactory. For the controller of Figure 4 (D),
the vs output of the 32-bit floating-point precision pro-
duction code has a maximum deviation of ~0.000365324
for the test scenario of Figure 7 (note that the reference
trajectories are recorded based on 64-bit floating-point
precision simulations); the 64-bit production code has
a maximum deviation of ~1.38778¢ — 16. The w out-
put of the plant of Figure 5 has deviations as follows:
~0.000161166 for 32-bit floating-point precision produc-
tion code and ~ — 1.77636¢ — 14 for 64-bit.

Note that we will system integrate the 32-bit produc-
tion codes in Section 5 since the controller STM32 board
(NUCLEO-L476RG) supports hardware acceleration only
for 32-bit floating-point precision and 64-bit floating-point
precision production code for the plant turned out to exe-
cute significantly slower on its STM32 board (NUCLEO-
H7237G) than the 32-bit floating-point precision code,

20
21

https://www.youtube.com/watch?v=wnk5YbEgTjM

https://www.jenkins.io/
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leaving to little headroom with a very high risk of over-
runs in case of merely minor future model changes (cf.
Section 6.2 for details).

4.3 Production code quality analyses

To validate that eFMU production code generated by Dy-
mola is of very high quality, Dymola provides preconfig-
ured code quality checks with clang-tidy'# and Cppcheck
Premium!3; the latter is particularly useful to validate
MISRA C:2023 compliance. The preconfigurations are as

verbose, complete and strict as possible.

Clang-tidy configuration: For clang-tidy all checks are
enabled except the following checks: (1) readability-
identifier-length (disabled because names of source Mod-
elica models shall be reused, but in physics often very
short variable names are used like v for voltage or w
for rotational speed), (2) cppcoreguidelines-avoid-magic-
numbers and readability-magic-numbers (physics equa-
tions can contain magic numbers), (3) altera-unroll-loops
and altera-id-dependent-backward-branch (loop unrolling
shall be done by the compiler, not the user; the implemen-
tation of multi-dimensional GALEC functions in gener-
ated production code is universal—their loops depend on
the passed size arguments but these are literals at the call
site, which is why we can assume compilers are capable of
automatic optimization), and (4) altera-struct-pack-align
(code shall be portable and alignment automatically han-
dled by the compiler).

Cppcheck Premium configuration: For Cppcheck
Premium the check-level is exhaustive, including style and
information analyses; even inconclusive analyses are re-
ported. Further MISRA C:2023 and SEI CERT C Coding
Standard!'! checks are enabled. For the implementation
of GALEC built-in functions, a dedicated library configu-
ration is provided to help Cppcheck identify built-in func-
tion API violations (e.g., if passed pointers to multidimen-
sional variables must already be allocated and/or initial-
ized).

Code analyses results: The results of the production
code analyses for our examples can be found in the pub-
lic repository’; for each production code container in the
logs/check-code/clang-tidy and Cppcheck
subdirectories respectively. In the following discussion,
we consider the 32-bit floating-point precision code for
the controller of Figure 4 (D).

First of all, clang-tidy (Clang Tools 19.1.5) reports
that 64-bit floating-point precision literals are assigned
to 32-bit variables (bugprone-narrowing-conversions and
cppcoreguidelines-narrowing-conversions ~ violations);
this is a shortcoming of Dymola’s production code gen-
erator, which fails to add proper F suffixes, like in 1. 0F
/ instance—->wscale. Note however, that the actual
literals stem from the source model where they are in
64-bit precision. The narrowing when generating 32-bit
floating-point precision production code is intended, but
we fail to make it explicit to avoid the reports. Further,
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Figure 13. Excerpt of the Cppcheck Premium report for the 32-bit floating-point precision production code generated for the PSS

controller of Figure 4 (D).

clang-tidy reports that some local variables are not
initialized (cppcoreguidelines-init-variables violations),
which, after manual inspection, are clearly false-positive
reports. There are no further reports by clang-tidy.

The Cppcheck Premium 26.3.0 reports are much more
interesting. They are syntax highlighted using Python
Pygments®?, as shown in Figure 13. There are 204 re-
ported issues, most are systematic false-positives con-
sidering our application. There are 159 violations of
MISRA C:2023 Rule 8.7 (advisory), "Functions and ob-
Jjects should not be defined with external linkage if they
are referenced in only one translation unit"; all are about
GALEC built-in functions, whose implementation is in-
tended as shared library—hence, can be ignored. There
are 23 violations of SEI CERT C DCLO06-C, "Use mean-
ingful symbolic constants to represent literal values"; they
stem from magic-numbers in physics equations—hence,
can be ignored too. There are 3 violations of SEI CERT
C INT30-C, "Ensure that unsigned integer operations do
not wrap", which we know to be false-positives because
the respective index — 1 expressions can become at
most 0 due to indexing starting at 1 in eFMI GALEC. All
other reported issues fall into one of these categories, like
a typedef or objects intended for library usage (MISRA
C:2023 Rule 2.3 & 8.9 (advisory) violations). The only
interesting MISRA C:2023 violation reported is for Rule
14.1 (required), "A loop counter shall not have essentially
floating type"”, which has been reported for a function de-
ciding if an array only contains strictly increasing values
(used to define an interpolation abscissa); this report is a
false-positive the Cppcheck team meanwhile fixed in Cp-
pcheck Premium 26.6.0 based on our findings.

4.4 Production code export

In general, Dymola-generated production code can be in-
tegrated into an embedded system with little effort, as will
be illustrated for the STM32 ecosystem in Section 5.2.
Nevertheless, Dymola supports dedicated production code
export for popular embedded ecosystems. Export/import
thereby means to use the C code of an eFMU Production
Code container as is, add any required wrapper code and

2zhttps ://pygments.org/
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meta-information to satisfy target ecosystem API require-
ments, and import the code such that the further (in par-
ticular compilation) infrastructure of the target ecosystem
can be used for system integration on actual hardware.
Dymola supports export of production code for (the re-
spective eFMU configuration facilities are listed in Sec-
tion 4.1):

e FMI®: Export as FMI'? 3.0 source code co-simulation

FMU with fixedInternalStepSize. The only
code added to exported production code, besides
the mandatory modelDescription.xml, is the
required implementation of fmi3Functions.h,
which is lean, avoiding as much overhead of the
generic FMI interface as possible while at the same
time introducing sanity checks to ensure the FMU
is used as intended (in particular called with its
fixed sampling period or a proper multiple thereof).
eFMU production code exported as source code FMU
enables the use of eFMI on many dedicated real-
time platforms with source code FMU import; the
tooling of such platforms will take care of com-
piling and deploying the production code. Exam-
ples are ConfigurationDesk® (dSPACE), TwinCAT®
(Beckhoff®), or Silver® (Synopsys®).
It is noteworthy that the eFMU production code based
FMUs exported by Dymola are significantly smaller
than FMUs exported with its normal source and binary
code co-simulation FMU export. For the controller of
Figure 4 (D) the eFMU production code backed source
code FMU is =31 kB, its compiled binary code ver-
sion for Microsoft Windows 11 64-bit on Intel® x86-
64 is =176 kB, whereas the model directly exported
as source code FMU is ~5.41 MB and binary code
FMU is ~2.84 MB (in both cases exported with pro-
tected variables excluded, only black box, FMI 3.0 co-
simulation, and inline integration method explicit Eu-
ler). Likewise for the plant of Figure 5: ~38 kB for
the eFMU backed source code FMU, ~220 kB for the
eFMU backed binary code FMU, ~5.49 MB for the
normal source code FMU, and =2.93 MB for the nor-
mal binary FMU.
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e Simulink: Generate a MATLAB® script, that when
executed on a Simulink C Function block instanti-
ates it to execute the respective production code. The
GALEC block-interface (and therefore in-, outputs
and parameters of the production code) are properly
typed with native Simulink embedded real-time tar-
get (ERT) types such that unnecessary type conver-
sions can be avoided; as is any copying of multidimen-
sions. The resulting block can be used, and combined
in Simulink like any other block. ERT code genera-
tors will take care of proper system integration of the
C Function block, but otherwise use its backing eFMU
production code as is (i.e., skip code generation for it).

e Arduino: Exports production code as Arduino sketch,
adding the required * . ino file with initialization and
main loop as well as commented code where to access
inputs, outputs, and parameters. Exported sketches are
ready for further development and deployment via the
Arduino IDE, or any other Arduino compatible tool-
ing.

For all export/import options the high-quality standards
of eFMU production code as generated by Dymola are
preserved, including being free of additional library de-
pendencies besides common C Standard Library routines
(mostly math.h).

5 STM32 integration of eFMUs

The controller and plant eFMUs generated in Section
4 still need to be system integrated on physical micro-
controllers. The STM32 (STMicroelectronics®) €cosys-
tem has been used as the target here since it is widely-
used, low-priced, and well-documented with good de-
velopment and software support. Being mainly a hard-
ware manufacturer—and as often the case in the embed-
ded domain—STMicroelectronics’ viewpoint starts from
the hardware and not the model. System integration starts
with the selection of one of the target microcontrollers
in STM32CubeMX, where peripherals like GPIO pins,
DACs, and timers are configured, with template code
ultimately being generated, initializing and provisioning
all configured peripherals based on the hardware abstrac-
tion layer (HAL), lower-layer (LL) drivers, and Arm®
Cortex®-M CMSIS provided by the used STM32CubeH7
software package managed>® in STM32CubeMX. The re-
sult of STM32CubeMX template generation is a C devel-
opment project for STM32CubelDE, whose main () exe-
cution routine (int main (void) functioninmain. c)
is ready for adding the actual user-code interacting with
the configured peripherals. In our case, eFMI system in-
tegration therefore means to integrate the 32-bit floating-
point precision production codes of the controller and
plant eFMUs into the main () execution routines of their
respective template codes generated by STM32CubeMX.
Note the plural; controller and plant have their individual

23STM32CubeMX proposes a catalog of locally installed and online
available STM32CubeH?7 versions suited for the target microcontroller.
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STM32CubelDE projects.

A direct STM32 system integration not using tooling
like STM32CubeMX and STM32CubelDE would be pos-
sible too, but that requires professional knowledge we
consider rare in our development process, which is driven
by the modeling community; it also would be a laborious
task not paying off for sporadic use-cases.

5.1 Board configuration with STM32CubeMX

Hardware configuration: Two STM32 Nucleo-64/144
boards were chosen for deploying the eFMU production
codes developed in Section 4. A NUCLEO-L476RG was
used to deploy the controller, where the system clock of
80 MHz was sufficient to support real-time evaluation of
the model. A NUCLEO-H723ZG was selected to run the
plant. The much higher 550 MHz system clock is prefer-
able for performing the fast matrix algebra required by
the corresponding production code. Both the NUCLEO-
L476RG and the NUCLEO-H723ZG have (at least) one
analog input (ADC) and one analog output (DAC) for
mapping the input and output signals.

Pin configurations: The analog and digital I/O must be
mapped to prevent peripheral collisions and minimize la-
tency during the 5 kHz execution loop (i.e., 0.2 ms sam-
pling period). Digital LEDs are employed to signal real-
time violation and production code errors, whereas dig-
ital output pins are enabled to examine execution times
through an oscilloscope by means of low/high voltage tog-
gling at each sampling point and a separate high-voltage
signal whenever eFMU production code is in execution.
Digital inputs, such as the onboard push-button for the
manually controlled plant fault condition trigger, were
also mapped in the STM32CubeMX configuration. For
example, for the NUCLEO-H723ZG used for the plant,
the primary analog input (the voltage output of the PSS
controller board) was assigned to GPIO pin PA3, corre-
sponding to ADC1 channel 15; and the calculated speed
output (w) was assigned to GPIO pin PAS5, which con-
nects directly to the DAC1 output channel. A similar
approach was taken for the controller I/O configuration,
whose NUCLEO-L476RG pin configuration is shown in
Figure 14.

We also prototyped more advanced plant models sup-
porting variable loads via an additional input that can be
interactively changed with a potentiometer®*. In that case,
the additional analog input has been deliberately mapped
to GPIO pin PCO because it can physically route to an
entirely independent analog-to-digital converter, ADC2
(specifically ADC123_INP10). Distributing the analog
input signals across separate, dedicated ADCs avoids the
need for complex “Scan Mode” channel switching or Di-
rect Memory Access (DMA) pipelines. This hardware-
level isolation ensures deterministic, low-latency sam-
pling within the tight 0.2 ms timer interrupt.

24 Although not further discussed for space considerations, the
variable-load variant has been successfully deployed and tested.
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Figure 14. STM32CubeMX pin configuration for the
NUCLEO-L476RG used as the controller.

Clock configurations: In Dymola, the sampling period
of eFMU configurations is explicitly set (see Section 4.1).
For the STM32CubeMX configurations, the clock dividers
and pre-dividers must be calculated to match the exact
sampling period set in the eFMU. The timer’s clock rate
(its frequency) is determined by the following equation:

APB Clock
(ARR+1)(PSC+1)

where ARR stands for Auto-Reload Register and PSC
stands for the timer’s prescaler. The APB Clock is the
system clock that has been pre-divided for the peripherals
(such as timers). The limitations of the ARR and prescaler
will be displayed in the STM32CubeMX GUI.

For example, the embedded board that is used as the
plant is required to sample every 0.2 ms (i.e., at 5 kHz
frequency). To this end, the NUCLEO-H723ZG, which
has a 550 MHz system clock, is configured to have an APB
pre-divider of 2, an ARR of 199, and a PSC of 274. That
results in the desired frequency:

frequency =

550/2 MHz
(199+1)(274+ 1)

These clock configuration parameters are set in the timer
peripheral menu of STM32CubeMX. For the plant board,
TIM2 was used with the parameters found above, as
shown in Figure 15.

The timer configuration for the controller is likewise,
except that TIM1 is used instead of TIM2 and that its APB
Clock, ARR, and PSC values are different to achieve a 0.2
ms sampling period because the NUCLEO-L476RG has a
80 instead of a 550 MHz Arm Cortex-M processor.

frequency = =5kHz

Code generation configurations: To maintain a clean
file structure—in particular for the generated main ()
execution routine in main.c—the code generator of
STM32CubeMX was set to generate peripheral initial-
ization as a pair of .c/.h files per peripheral. The re-
spective setting is in Project Manager — Code Generator
— “Generate peripheral initialization as a pair of .c/.h

142

Reset Configuration

@ NVIC Settings
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Counter Mode Up
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Intenal Clock Division ... No Division
auto-reload preload Disable

Figure 15. SMT32CubeMX timer configuration for the
NUCLEO-H723ZG used as the plant.

files per peripheral”. Additionally, the target IDE was set
to STM32CubelDE under Project Manager — Project —
Toolchain/IDE.

Generated template code overview: The template
code generated by STM32CubeMX serves as the foun-
dational bare-metal layer for the microcontrollers. Upon
boot, the code initializes the ARM Cortex-M proces-
sor and configures the system clock tree to drive the
NUCLEO-H723ZG at 550 MHz and the NUCLEO-
L476RG at 80 MHz. The GUI shows which specific GPIO
pins can be mapped to ADC and DAC channels, and ini-
tializes the hardware timers using the ARR and PSC val-
ues calculated to ensure that the timer interrupts fire at the
exact 5 kHz rate required by each of the sampling peri-
ods configured in Section 4.1. In addition, initialization
code for the HAL is generated. Because the eFMU’s pro-
duction code is system integrated into the generated tem-
plate code, it is critical that all custom logic, like eFMU
function calls, is placed strictly within the designated
/+ USER CODE BEGIN / and / USER CODE END
x / tags; otherwise, code regeneration during subsequent
hardware reconfigurations would overwrite the manually
added production code integration.

5.2 Programming, compilation, and deploy-
ment with STM32CubelDE

eFMU production code inclusion: Rather than
manually copying the production codes generated
for the controller and plant into their respective
STM32CubelDE projects, the Production Code con-
tainers of the respective eFMUs were symbolically
linked using relative paths based on project environ-
ment variables provided by STM32CubelDE (e.g.,
PARENT-3-PROJECT_LOC for the level-3 parent
directory of the project root directory). This allows
the controller and plant Modelica source models to
be iteratively tweaked and re-exported from Dymola
as eFMUs without requiring manual production code
re-import in their respective STM32CubelDE projects
(just refreshing the projects is sufficient)—an important
feature for iterative, rapid prototyping cycles from a
Modelica model to deployable embedded code. Besides

DOI 10.3384/ECP219 128



OCTOBER 12-14, Atlanta, GA, USA PROCEEDINGS OF THE AMERICAN MODELICA & FMI CONFERENCE 2026

symbolic linking, the eFMU production codes also have
to be added to the list of include and source file directories
such that STM32CubelDE takes care of their compilation
and binary code generation.

Manual system integration in main.c: Manual cod-
ing to system integrate the eFMU production codes
is only required in the main.c files generated by
STM32CubeMX. The required steps are very similar for
the controller and plant and are explained in the follow-
ing by the example of the controller.

First, the eFMU production code must be included
via #include "block.h" to enable controller
initialization, recalibration, and sampling via the
eFMI GALEC block-interface routines Startup (),
Recalibrate (), and DoStep (). Note that the
implementation generated by Dymola uses hashed names,
such that name clashes when several eFMUs are compiled
and linked together are avoided. This is not required in
our example—after all controller and plant are indi-
vidual STM32CubelDE projects deployed on individual
boards—for which reason we can introduce simplified
names via #define preprocessor macros that ease the
readability of subsequent system integration code:

| /+ USER CODE BEGIN Includes */

2 #include "block.h"

3 /+# USER CODE END Includes */

4

5 /+ USER CODE BEGIN PTD */

6 #define CONCAT_INNER (a, b) a##b

7 $define CONCAT (a, b) CONCAT_INNER (a, b)
8

9 /+ Shortcut names for hash-based eFMU API:
0 #define MODEL_HASH \
H225clbaf6cf5a31bc9b0c38998c. ..

*/

MODEL_HASH) \

5 typedef CONCAT (SPE_Real_, MODEL_HASH) \

6 PSS_Real;

7 typedef CONCAT (SPE_ErrorSignal_, MODEL_HASH) \

8 PSS_ErrorSignal;

9

20 #define PSS_NONE_ERRORSIGNAL \

21 CONCAT (SPE_ERRORSIGNAL_NONE_, MODEL_HASH)

22 #define PSS_UNSPECIFIED_ERRORSIGNAL \

23 CONCAT (SPE_ERRORSIGNAL_UNSPECIFIED_ERROR_,
MODEL_HASH)

1
1
1
1
14 ModelPSS;
1
1
1
1
1

24

25 #define PSS_Startup \

26 CONCAT (Startup_, MODEL_HASH)

27 #define PSS_DoStep \

28  CONCAT (DoStep_, MODEL_HASH)

29 #define PSS_Recalibrate \

30 CONCAT (Recalibrate_, MODEL_HASH)
31 #define PSS_Reinitialize \

32 CONCAT (Reinitialize_, MODEL_HASH)

33 /+ USER CODE END PTD */
Next, two global variables are introduced to cap-
ture sampling requests of the timer interrupt

(pending_samplings) and to engage or disen-
gage the controller interactively (use_pss); the latter
will be used in Section 6.2 to validate the stabilizing
effects of the controller:

| /* USER CODE BEGIN PV #*/

2 /+ Sampling request counter & PSS on/off button: */
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3 static volatile uint8_t pending_samplings;
4 static volatile bool use_pss;
5 /+ USER CODE END PV */

volatile since
routines®; the
changed when-

Note that both variables are
they shall be changed by interrupt
pending_samplings variable is

ever the timer interrupt triggers and use_pss
whenever the B1 onboard button shown in Fig-
ure 16 is pressed. The interrupt routines we

need to adapt are predefined by the STM32 HAL;
HAL_TIM PeriodElapsedCallback for the timer
and HAL_GPIO_EXTI_Callback for the onboard
button:

| /+ USER CODE BEGIN 4 =/

2 void HAL_TIM PeriodElapsedCallback (

3 TIM_HandleTypeDef xhtim)
4

5 /+* Check for sampling timer interrupt: =*/
6 if (TIM1 == htim->Instance)

7 {

8 if (((uint8_t) 255) > pending_samplings)

9 {
10 ++pending_samplings;
11 }

12 HAL_GPIO_TogglePin (

13 stepSize_GPIO_Port,
14 stepSize_Pin);

16 }

18 void HAL_GPIO_EXTI_Callback (uintl6_t GPIO_Pin)
19 {

20 static uint32_t last_override = ((uint32_t) 0);
21

22 /* Check for blue button (PC13) interrupt: */
23 if (B1__Pin == GPIO_Pin)

u |

25 const uint32_t current_time = HAL_GetTick();
26 /*

27 Debounce; only accept press if 250 ms

28 passed since last:

29 */

30 if (((uint32_t) 250)

31 < (current_time - last_override))

32 {

33 use_pss = !use_pss;

34 last_override = current_time;

35 }
36 }
37 }
38 /* USER CODE END 4 =/
The checks on Lines 6 and 23 are based on our
STM32CubeMX controller configuration for the timer
(TIM1) and onboard button (B1__Pin) peripherals, and
ensure the action is only taken if the respective periph-
eral caused the interrupt. In case of the timer, we sim-
ply increase the pending_samplings on Line 10 (en-
suring it saturates instead of overflowing); in case of in-
teractive controller toggling we just invert use_pss on
Line 33 (incorporating a debounce time to avoid toggle-
cascading).

We also flip a digital output on Lines 12-14 whenever
the timer ticks. The resulting stepSize pulse signal—
whose fixed-length is the sampling period—is useful for

ZThere is no need for semaphores because the single core ARM
Cortex-M processor guarantees atomic access for uint8_t and bool.
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the computation time analyses of Section 6.2 since it pro-
vides a reference-grid for oscilloscope-based plots of the
time required by the eFMU production code for comput-
ing individual samplings (cf. calTime of the control-
loop listing below).

ARM Cortex-M interrupt routines have defined prior-
ity levels. Only routines of higher priority can inter-
rupt others; pending interrupts of lower or equal prior-
ity are delayed until higher priority interrupts are com-
plete. The logic of interrupt routines therefore should
be concise to avoid interrupt overruns. For that reason,
our timer interrupt only registers another sampling request
in HAL_TIM PeriodElapsedCallback instead of
conducting the actual sampling (which would, in case of
an overrun, silently block a following timer tick). The
sampling code itself is within the control-loop of the in-

terruptible main () execution routine:

| /+* USER CODE BEGIN WHILE */

2while (true)

34

4 /+ USER CODE END WHILE #*/

5

6 /* USER CODE BEGIN 3 */

7 /# Conduct sampling if sampling timer ticked: =/
8 if (((uint8_t) 0) < pending_samplings)

9 {

10 /+ Always reset the error signals: */

11 error_signals = PSS_NONE_ERRORSIGNAL;

12

13 /+ Computation time for external profiling: x/
14 HAL_GPIO_WritePin (

15 calTime_GPIO_Port,

16 calTime_Pin,

17 GPIO_PIN_SET);

18

19 /+ Input processing (convert AC to volt): =/
20 HAL_ADC_Start (&hadcl);

21 if (HAL_OK == HAL_ADC_PollForConversion (

22 &hadcl,

23 POLL_TIMEOUT))

24 {

25 const uint32_t adc_raw =

26 HAL_ADC_GetValue (&hadcl) ;

27 pss.vSI =

28 ((PSS_Real) adc_raw) = ADC_TO_VOLTS;

29 }

30 else

31 {

32 error_signals |= PSS_UNSPECIFIED_ERRORSIGNAL;
33 }

34 HAL_ADC_Stop (&hadcl) ;

35

36 /+ Compute sampling step: x/

37 PSS_DoStep (&pss) ;

38 error_signals |= pss.ErrorSignals;

40 /+ Check if switch is pulling to GND: x/
41 const PSS_Real target_pu = use_pss

42 ? pss.vs

43 : CONSTANT_PU;

44

45 /*

46 Output processing (scaling, clamping,
47 converting volt to AC):

48 */

49 PSS_Real dac_val =

50 (target_pu + OFFSET) % VOLTS_TO_DAC;
51 if (DAC_MIN > dac_val)

52 {

53 dac_val = DAC_MIN;

54 }
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55 else if (DAC_MAX < dac_val)

56 {

57 dac_val = DAC_MAX;

58 }

59 HAL_DAC_SetValue (

60 &hdacl,

61 DAC_CHANNEL_1,

62 DAC_ALIGN_12B_R,

63 ((uint32_t) dac_val));

64

65 /% Computation time for external profiling: */
66 HAL_GPIO_WritePin (

67 calTime_GPIO_Port,

68 calTime_Pin,

69 GPIO_PIN_RESET) ;

70

71 --pending_samplings;

7}

73

74 /+ Set LED 2 for sampling errors or overruns: #*/
75 if ((PSS_NONE_ERRORSIGNAL != error_signals)
76 [ (((uint8_t) 1) < pending_samplings))
77 {

78 error_timestamp = HAL_GetTick();

79 HAL_GPIO_WritePin (

80 LD2__GPIO_Port,

81 LD2__ Pin,

82 GPIO_PIN_SET);

83 }

84

85  /x

86 Unset LED 2 if on due to past errors

87 (but always hold for at least 30000 ms) :
88 #x/

89 if ((((uint32_t) 0) != error_timestamp)

90 && (((uint32_t) 30000)

91 < (HAL_GetTick() - error_timestamp)))
92 {

93 HAL_GPIO_WritePin (

94 LD2__GPIO_Port,

95 LD2__ Pin,

9% GPIO_PIN_RESET);

97 error_timestamp = ((uint32_t) 0);

98 }

99 }

100 /+ USER CODE END 3 x/

Note that the control-loop is greedy (while (true)

on Line 2) instead of going to sleep until events hap-
pen; such “busy waiting” is typical for hard real-time
code. It consists of three main parts: (1) On Lines 8-
72, actual sampling—i.e., the use of eFMU produc-
tion code to compute new outputs and internal control
states for the given inputs and parameters—is conducted
whenever the timer interrupt indicated a sampling point
(pending_samplings > 1). (2) On Lines 75-83
errors—either (a) signaled by the block-interface func-
tions of the eFMU production code (error_signals
variable set on Lines 37-38) or due to real-time viola-
tions, because of (b) non-timely input provision (time-
out of HAL._ADC_PollForConversion on Lines 21-
23) or (c) sampling computation overruns when the timer
ticks again while a previous sampling still is processed
(pending_samplings > 1 check on Line 76)—are
detected and indicated by the onboard LED 2. (3) On
Lines 89-98, LED 2 is reset if there have been no errors
within the last 30 s.

Note that sampling on Lines 8-72 is mostly about in-
put and output provisioning with respective timeout detec-
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tion and AC/voltage conversions with scaling and clamp-
ing according to voltage ranges. The actual sampling
logic is completely encapsulated in the eFMI DoStep ()
implementation of the eFMU production code (called on
Line 37), which takes as argument a struct holding the cur-
rent controller state (pss holding the values of tunable
and dependent parameters, in- and outputs, and states).
The struct type is provided by the eFMU production code
as is a respective eFMI Startup () implementation for
its initialization. The only other noteworthy sampling
actions are (1) to indicate the actual computation time
with the calTime pulse signal (set to high-voltage when
sampling starts on Lines 14-17 and reset on Lines 66-69
when it ends), (2) engage or disengage—not disable; just
whether its output shall be used—the controller on user
request on Lines 41-43, and, of course, (3) reduce the sam-
pling request counter on Line 71 when finished.

Compiler and linker settings: STM32CubelDE pro-
vides various options for compilation and binary code
generation. Our controller and plant projects each pro-
vide two predefined build configurations: A Debug and a
Release build. Both share the following common settings
(unmentioned options are left default):

e MCU/MPU Toolchain: The GNU Tools for STM32
(14.3.rell) are used for compilation and binary code
generation.

e MCU/MPU Settings: Use of the reduced
C runtime library (-specs=nano.specs)
and hardware-implemented floating-point ~ABI
(-mfloat-abi=hard). For the NUCLEO-
L476RG, where the controller is deployed, its
FPv4-SP-D16 floating-point unit is used; for the
NUCLEO-H723ZG, its FPv5-D16 floating-point unit
is used.

e MCU/MPU GCC Assembler: The preprocessor does
not search system directories (-nostdinc) to avoid
inclusion or configuration by external—third party
set—macros.

e MCU/MPU GCC Compiler: Reports are verbose
(=v). ISO Cl18 (-std=c18) is used as language
standard to verify portability and compliance of
the eFMU production code generated by Dymola.
All warnings are enabled (-Wall, -Wextra,
—-pedantic, -Wmissing—-include-dirs,
-Wswitch-default, -Wswitch-enum, and
-Wconversion). As expected from the production
code analyses of Section 4.3, the eFMU production
codes are free of any warnings except the 32-bit
floating-point narrowing conversions already ex-
plained; interestingly, the driver/standard library
implementation of STM32 has many warnings.

e MCU/MPU GCC Linker: Reports are verbose
(-v). Standard libraries are not default included
(-nodefaultlibs) and a minimal implementation
for system calls is used (-specs=nosys.specs)
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to verify that the eFMI production code generated by
Dymola is self-contained and without external library
dependencies besides basic C Standard Library depen-
dencies.

The Debug and Release builds only differ in applied opti-
mizations and available debug support:

e MCU/MPU GCC Assembler: The debug level is
maximum (-g3) for the Debug build and none for
the Release build; likewise for the MCU/MPU GCC
Compiler settings, where additionally the ~-DDEBUG
preprocessor directive is defined for the Debug build
but not for the Release build.

e MCU/MPU GCC Compiler: The optimizations
are none (-00) for the Debug build and most
(-03) for the Release build. Stack usage analy-
sis (-fstack-usage) and cyclomatic complexity
(-fcyclomatic—-complexity) are enabled for
the Debug build but not for the Release build.

6 RT simulation and CHIL testing

All analyses in this section have been conducted with Re-
lease builds if not mentioned otherwise explicitly (cf. Sec-
tion 5.2).

6.1 CHIiL experimental setup

Schematics and wiring: To perform CHiL tests, Fig-
ure 16 shows how the microcontrollers have been wired
together along with an Analog Discovery 3%, a multi-
functional test and measurement device (labeled (M)). On
the left hand side, the NUCLEO-L476RG, labeled (C),
serves as the controller running the PSS eFMU (from the
model in Figure 4 (D)), while on the right hand side the
NUCLEO-H723ZG, labeled (P), acts as the plant running
the other eFMU (from the model in Figure 5).

The speed output signal w of the plant, in Figure
5, is now physically obtained from Figure 16(P) (the
NUCLEO-H723ZG) on pin D13. It is connected with
a yellow wire to both the measurement channel C1 of
the Analog Discovery Board 3 (M) and to pin A5 of the
controller, the NUCLEO-L476RG, labeled (C) in Figure
16. Similarly, the output signal vf of the controller in
Figure 4 (D)) is obtained from the NUCLEO-L476RG in
Figure 16(C) from pin A2. It is then connected with green
wires to both the measurement channel C2 of the Ana-
log Discovery Board 3 and to pin A0 of the plant, the
NUCLEO-H723ZG. -

Interactive fault injection, stabilizer toggling, and
resetting: In traditional offline Modelica simulations,
events like faults, reinitialization, or enabling or disabling
a controller are typically triggered by absolute time com-
ponents (e.g., the faultTimer in our offline simulation
models of the CHiL setup, shown in Figure §). In a con-
tinuous HiL environment, absolute time based events are

26https ://digilent.com/shop/analog-discovery-3/
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Figure 16. CHiL experimental setup wired to record measure-
ment data from experiments using the Analog Discovery 3.

problematic however; there might be no well-defined, syn-
chronized global clock for all devices, multiple consecu-
tive test runs require synchronous resetting of all boards,
and interactive testing is hampered. For these reasons, we
decided for interactive, onboard button based, event trig-
gering.

Manual plant faults can be triggered by pushing the
blue “User Button” on the NUCLEO-H723ZG, which is
labeled B1 on the bottom right of Figure 16. Pressing
the button pulls the GPIO pin high, instantly activating
the fault dynamics of the plant eFMU, while releasing it
clears the fault, allowing for interactive, repeatable time-
domain testing.

In case of the controller, the corresponding “User But-
ton” is configured to engage or disengage the eFMU it-
self. When the controller button B1, on the left of Figure
16, is pressed, it will “turn-on” the PSS, giving an output
driven by the eFMU, and pressing it again will “turn-off”
the PSS, giving a constant output.

Both boards, the L476RG and the H723ZG, can be in-
dividually reset using the buttons labeled B2, on the left
hand side for the controller and on the bottom right hand
side for the plant.

Analog Discovery 3 oscilloscope and network analysis:
The Analog Discovery 3 interfaces with Digilent’s Wave-
Forms'” software package. This software is capable of
acquiring oscilloscope measurements through two analog
channels (see C1 and C2 in Figure 16), allowing real-time
analysis of the analog signals used by microcontrollers
during experiments. Additionally, the Analog Discovery
3 includes a waveform generator, allowing for test signal
injection into the Nucleo-64/144 boards so that their func-
tionality could be tested independently. The WaveForms
software also includes a network analysis tool, employing
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Figure 17. Closed-loop model with input and output interfaces
to compare with frequency response tests.

both the oscilloscope and waveform generator hardware
features. This tool allows for the frequency dependent am-
plitude and phase responses of the circuit under test to be
captured easily. This is achieved by connecting the wave-
form generator, W1 in Figure 16, and one analog probe,
C1, to the input of the system, with the second analog
probe, C2 connected to the output of the system. Through
this network analysis function, frequency response plots
were generated and compared with the Bode plots gener-
ated by linearizing the Modelica models.

Full closed-loop network analysis setup: Because the
experimental CHiL setup includes two embedded boards
in closed-loop, it is desirable to verify the frequency re-
sponse characteristics of this closed-loop system as well.
Figure 17 shows the Dymola model that was used to com-
pare with the hardware-based closed-loop test.

To obtain measurements of the closed-loop frequency
response without violating the electrical constraints of the
STM32 hardware, a custom signal injection circuit was re-
quired. The STM32’s Analog-to-Digital Converter (ADC)
operates on a single-supply 3.3 V logic level and cannot
physically process negative voltages. Injecting a standard
0V offset AC sweep directly into the ADC would result in
severe signal clipping and non-linear distortion. As shown
in the schematic in Figure 18, a non-inverting summing
amplifier was constructed using a MAX474 operational
amplifier. The adder takes the nominal steady-state speed
output of the plant, which rests at a flat 1.0 V DC, and
sums it with the small AC signal (50 mV, 0 V offset)
generated by the Analog Discovery 3 from pin W1. This
outputs a safely biased signal fluctuating between 0.95 V
and 1.05 V into the controller’s ADC. By measuring the
injected stimulus on channel C1 and the plant’s speed out-
put on channel C2, the true closed-loop transfer function
was empirically captured.

6.2 Results and analyses

Time-domain analyses: To establish a baseline, the
system was first tested having the PSS eFMU functions
disengaged. Figure 19 displays the time domain plot of the
generator’s speed deviation (blue trace) when subjected
to a fault without engaged controller. In this case, the
plant essentially behaving as an undamped pendulum, ex-
hibiting sustained electromechanical oscillations, which
are further excited following a later fault triggering mak-
ing the plant unstable.

The system’s response with the tuned controller active
in the control loop is shown in Figure 20. The injection of
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Figure 18. Closed-Loop wiring diagram for network analysis experiments with Analog Discovery 3.
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Figure 19. Experiment with the PSS disengaged. Orange: PSS

output voltage (pu) from the Nucle-L476RG, Blue: scaled speed
from the NUCLEO-H723ZG. Red dashed: fault applied.
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Figure 20. Experiment with PSS engaged. Orange: PSS output
voltage (pu) from the NUCLEO-L476RG, Blue: scaled speed
from the NUCLEO-H723ZG. Red dashed: fault applied. Ma-
genta dotted: reset of both boards.

the controller voltage (shown in orange) provides imme-
diate active damping. The generator speed (shown in blue)
damps to a steady state within seconds. Furthermore, the
active controller allowed the physical hardware simula-
tion to recover successfully from a +0.2 pu speed devia-
tion, whereas the uncompensated plant became unstable
when subjected to deviations greater than 0.1 pu.

For both experiments in Figures 19 & 20, excessively
large faults were applied to the system (the plant B1
button was held down for long periods); evident where
the generator speed would become unstable, rapidly in-
creasing, and eventually saturating. This is because the
controller has a limited operational window of generator
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Figure 21. Frequency response of the controller. Blue:

NUCLEO-L476RG running the eFMU, Red: Dymola linearized
model.

speeds it can stabilize.

Frequency-domain analyses: The WaveForms net-
work analyzer was configured to perform logarithmic fre-
quency sweeps from 0.15 to 100 Hz. A signal amplitude
of 50 mV was selected for the waveform generator to en-
sure that the plant AVR limits were never reached during
the test.

First, an open-loop frequency response experiment was
conducted on the controller. Figure 21 shows the Bode
plot obtained by analyzing the linear model generated
from Dymola (by linearizing the model in Figure 4(D))
in a red dashed line, along with the measured Bode plot
measured from the hardware (blue line). The excellent
agreement of both traces confirms that the controller sim-
ulation is running as expected. If the timer’s time step
on the NUCLEO-L476RG was not configured to exactly
match the time step set in Dymola’s eFMU export, the en-
tire graph would maintain the same shape but shift hori-
zontally along the frequency axis.

The closed-loop experiment was then conducted. Fig-
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(A) Closed-Loop System: Magnitude Response
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Figure 22. Frequency response of the closed-loop test. Blue:
hardware measurements, Red: Dymola linearized model.

ure 22 shows the Bode plot obtained by linearizing the
model in Figure 17 in Dymola, and the one measured dur-
ing the experiment. Although there is no perfect align-
ment in this case, they match closely enough to indicate
that the eFMU is producing results that are highly consis-
tent with the offline simulation. Measurements at ~5 Hz
appear to flatten according to Figure 22 (B), albeit with
a jagged nature due to noise. This is likely due to the
Analog Discovery 3 hitting its measurement noise floor,
where it cannot accurately resolve the frequency response
at that level of sensitivity anymore, and the limitations of
the used onboard ADCs and DAC:s.

Computation time analyses: A critical requirement of
the CHIiL tests is to validate that there are no real-time vi-
olations (called overruns), i.e., the controller and plant
always finish computing a sampling before a subsequent
timer interrupt triggers, requesting the next sampling cy-
cle to be evaluated. To verify this, onboard LED 2 on
either board is used (cf. Figure 16); whenever an overrun
is detected, it turns on green for 30 s for the controller
or yellow for 5 s for the plant. Note, that LEDs are also
used for indicating error signals from the eFMU produc-
tion codes (like when the embedded linear solver failed
due to a singularity). Since the NUCLEO-L476RG of the
controller only has LED 2 available for user programs, it
is shared for overrun detection and error signals; thus, if
it turns on it could be either an overrun or an error signal.
For the NUCLEO-H723ZG of the plant, LED 3 (red) is
used to indicate error signals.

Although LEDs are helpful for diagnostic purposes,
they do not provide any information to which degree real-
time requirements are satisfied (if they are); but the head-
room for potential additional computations is a good in-
dication if the chosen board is a good fit considering also
some security-buffer in case future model changes may
cause reasonable additional computational-effort. There-
fore, digital GPIO pins were configured to turn on high
at the exact start of sampling and to turn off low immedi-
ately upon completion (labeled D12 in Figure 16 for the
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Figure 23. Computation tim(e (%)lue) and sampling timer (or-
ange) of the NUCLEO-H723ZG executing the 32-bit floating-
point precision eFMI production code (Release build) of the
plant under (A) steady state, (B) sustained fault injection.
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controller and D2 for the plant). By monitoring the re-
spective pin of either board with the oscilloscope, the true
computation time, calcTime, can be physically mea-
sured. To be able to plot the computation time relative
to the sampling period of that board, timer interrupts are
also toggling a separate digital GPIO pin, the stepSize
(labeled D11 in Figure 16 for the controller and D3 for
the plant).

For the Release build of the plant the oscilloscope mea-
surements in Figure 23 show that its computation time is
well within the 0.2 ms time window between two sam-
plings, with ~52% headroom in steady state (=96[Ls
computation time) as shown in (A) and ~33.5% head-
room (/133us computation time) during sustained fault
as shown in (B). The low-cost NUCLEO-H723ZG with
its 550 MHz ARM Cortex-M7 can be used as real-time
platform for OpenIPSL power generator simulations.

As can be seen comparing Figure 23 (A) and (B),
there are significant computational differences whether
faults are injected or not. The GALEC code of the
plant is dominated by a system of linear equations
Ax = b, with the respective GALEC built-in function call
solveLinearEquations (A, b). If no fault is in-
jected, many elements of the A-matrix and b-vector be-
come 0, i.e., A and b are sparse. The implementation
of solvelinearEquations in the generated produc-
tion code avoids unnecessary computations in case of 0-
elements. As a consequence, computation time drops sig-
nificantly if no fault is injected. For that reason, our real-
time capability validation in Figure 23 (B) is under sus-
tained fault injection regardless of the plant becoming un-
stable beyond the point of recovery.

Note that the Debug build of the plant overruns in case
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of sustained fault injection (=239 computation time, i.e.,
~19.5% overrun); it is not suited for hard real-time appli-
cation on the NUCLEO-H723ZG, stressing the require-
ment for good SiL testing support as demonstrated in Sec-
tion 4.2 enabling offline debugging in case of functional
errors without real-time constraints. For completeness, we
also investigated the 64-bit floating-point precision pro-
duction code of the plant; the Release build is only just
real-time suited with ~9% headroom (~180u computa-
tion time) in case of sustained fault. We consider ~9%
headroom to tight however, to be on the safe side antici-
pating future minor model changes. Of course, the Debug
version of the 64-bit floating-point precision plant is out
of question with already ~21% overrun without sustained
fault and ~39.5% overrun with.

For the controller, the Release build has ~92.17%
headroom (~15.67us computation time), regardless
whether faults are injected in the plant or not. In the case
of the controller, also the Debug build can be deployed
with a comfortable headroom of ~82.83% (~34.35us
computation time). Ample headroom for the controller
is not only beneficial for further, more advanced, stabi-
lizer models, but also crucial in the safety-critical do-
main, where extensive automatic compiler optimizations
like —0O3 in case of the Release build might be considered
potentially unsafe for which reason only the —O0 non-
optimized code of the Debug build can be deployed.

7 Conclusions and future work

We presented a MBSE workflow that streamlines power
system stabilizer design and deployment on low-cost mi-
crocontrollers leveraging the eFMI Standard. By introduc-
ing the OpenIPSL_CHIL library, we established a “sin-
gle source of truth” from physics-based, acausal Modelica
models to production C code, clearly separating physics
modeling from embedded development. All models, eF-
MUgs, and C projects are provided open-source’ as an ex-
tensible workbench framework ultimately empowering re-
searchers to rapidly prototype grid controllers with guar-
anteed traceability and significantly reduced capital ex-
penditure.

Our systematic MiL, SiL., and CHiL design processes
do not only guide development from off-line, continuous
simulation models toward safety-critical, hard real-time
suited, sampled embedded application, but also enable
validation of intermediate designs of the various abstrac-
tion levels, significantly reducing the risk of late-stage is-
sues with hard to trace sources of error. Verifying func-
tional correctness via SiLL testing provides strong confi-
dence for deployment; once SiL tests pass, HiLL system
integration mainly involves checking memory fit and real-
time execution on the target.

The mostly automatized MBSE process thereby sup-
ports iterative development cycles from Modelica mod-
els to deployable embedded code, enabling rapid proto-
typing for target switches and remodeling. The presented
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plant, for example, had to be redeployed on several tar-
gets due to real-time violations and IO pin restrictions
before finally settling with the NUCLEO-H723ZG; and
likewise the controller design underwent several iterations
for signal-noise handling and real-time suited parameter-
fitting before CHiL results have been satisfactory. And in-
stead of using the built-in ADCs and DACs of the selected
microcontrollers as well as the power supplies provided
onboard, we could improve signal-to-noise ratios by us-
ing dedicated external ADC and DAC components with
careful design without further microcontroller upgrades;
such hardware setup redesign would have to be reflected
in the model (e.g., filter configurations, parameters, etc),
confirming the need of an MBSE-supported iterative de-
velopment process along the lines of eFMI.

Besides systematic functional testing, we also validated
the non-functional quality of the production code gener-
ated by the used eFMI tooling. Production code analyses
confirm MISRA C:2023 and SEI CERT C Coding Stan-
dard!!' compliance; execution time measurements confirm
real-time capability; and the rigorous error signaling of
eFMI GALEC confirms the absence of numerical issues.

Last but not least, our approach dramatically reduces
capital expenditure. It reduces software licenses to only
Dymola (with Dymola Source Code Generation option)
while using free development tools for the STM32 micro-
controllers. And although eFMI was not designed for real-
time plant simulation, we show that it has strong poten-
tial for that use, eventually replacing proprietary real-time
platforms that typically cost >>$50,000 with <$50 micro-
controllers. This came as a surprise to us. Our original
plan was to use one of the established real-time platforms,
like from dSPACE, for the power generator plant-model
(and only deploy the PSS controller-model on a micro-
controller); we only tried eFMI-based deployment of the
plant-model out of curiosity how far we can get with Dy-
mola’s eFMI tooling, but soon figured this may indeed
work out!

Future research will concentrate on both the modeling
and eFMU integration sides. We intend to work on scaling
our current proof-of-concept to cover a broader spectrum
of PSS models, and on creating templates that support a
variety of embedded hardware boards from the STM32
family. An important objective is to exploit the eFMI re-
calibration to enable online parameter tuning, thereby al-
lowing the PSS to adapt its behavior to real-time grid con-
ditions. Finally, we plan to showcase the integration of eF-
MUs (exported as source code FMUs or the eFMI produc-
tion code directly system integrated) into industrial real-
time platforms from dSPACE, Typhoon HIL, and OPAL-
RT Technologies.
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Appendix: Related work

Previous research has transitioned advanced controllers
to real-time platforms, such as National Instruments
hardware-based wide-area controllers in (Vanfretti, Jons-
dottir, et al. 2018), (Zhang et al. 2021) and (Schoenwald et
al. 2017). Moreover, recent industrial trials by Red Eléc-
trica and RTE on HVDC interconnectors (Renedo et al.
2023) demonstrate that aligning simulation models with
actual hardware behavior is now paramount.

Industrial platforms like GE’s PhasorController (Gol-
shani et al. 2021) utilize deterministic PLC engines for
real-time grid control; however, these solutions typically
rely on manual imperative programming rather than the
automated code synthesis central to a formal MBSE work-
flow, which severs the traceability between the physical
model and the target implementation. The limitations of
manual coding are particularly acute in enabling modern
adaptive control strategies; for example, recent Terna re-
search proposes online PSS tuning based on estimation
(Lauria et al. 2024), while our previous work demonstrates
the need for a continuous controller redesign (Bombois
and Vanfretti 2024; Vanfretti and Bombois 2024).

This lack of traceability is similarly evident in the
field of power system simulation, where the exchange of
models within industry remains limited. The IEEE/CI-
GRE DLLs Guideline (ICDMS) (CIGRE Working Group
B4.82/IEEE 2025) attempts to address model sharing by
distributing vendor algorithms as precompiled DLLs; nev-
ertheless, these remain ’black boxes’ containing likely
hand-written code, continuing to sever the connection to
the underlying physics. As such DLLs are not suitable for
real-time simulation, CHiL testing remains limited. This
is even more challenging when trying to migrate large-
scale models, such as the Continental Europe model, to
real-time targets, which remains problematic (Ramirez-
Gonzalez et al. 2024). However, recent work has champi-
oned Modelica and FMI (Modelica Association 2020) to
solve this, enabling models from the Open-Instance Power
Systems Library (OpenIPSL) to be executed directly on
dSPACE hardware (de Castro, Laera, et al. 2023).

In this context, the eFMI Standard (Modelica Associa-
tion 2024; Lenord et al. 2021) enables a continuum from

27https ://www.3ds.com/3dexperience/
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offline simulation into the domain of hard real-time and
safety-critical embedded software. Unlike opaque DLLs,
eFMI guarantees traceability via GALEC, ensuring that
production code is systematically generated from a source
physics model. Although proven in automotive applica-
tions (Ultsch et al. 2021; Kamp et al. 2025; Armugham
etal. 2021), its application in power system control is first
explored in this paper.
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